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Abstract
This thesis explores parallax voxel ray marching techniques for ren-
dering voxel data. Voxels are 3D grid representations of space and
can be useful for visualising medical data, video games and other sim-
ulations. Two data structures are compared: sparse voxel octrees and
simple grids. Using the waterfall development method, a renderer im-
plementing both techniques along with traversal algorithms was de-
veloped in OpenGL and C++. The results show the fast voxel traver-
sal algorithm provides better performance using simple grids in most
scenes while sparse voxel octrees are significantly more memory effi-
cient but also many times slower. The project provides guidance for
the most suitable technique depending on the scene and hardware re-
quirements.

Keywords: Voxel, Parallax, Ray Marching, Sparse Voxel Octree, Fast
Voxel Traversal Algorithm
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Sammanfattning
Denna rapport utforskar parallax voxel raymarching för rendering av
voxeldata. Voxlar används som 3D representationer av rutnät (grid)
och kan vara användbara inom visualisering av medicinsk data, spel
och andra simuleringar. Två datastrukturer jämförs: sparse voxel oc-
tree och en enkel grid. Med hjälp av vattensfallsmodellen utvecklades
en renderare som implementerar båda teknikerna tillsammans med
algoritmer för att snabbt gå igenom volymerna i OpenGL och C++.
Resultatet visar att fast voxel traversal algorithm och enkla grids ger
bättre prestanda i de flesta scener medans sparse voxel octrees är bety-
dligt mer långsammen också minneseffektiv. Projektet ger vägledning
för att välja den mest passande metoden beroende på scen och hård-
vara.

Keywords: Voxel, Parallax, Ray Marching, Sparse Voxel Octree, Fast
Voxel Traversal Algorithm
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1 Introduction
There are many ways to render voxels and structure the data for real-
time rendering. In this project two structures known as the simple
grid and the more complicated sparse voxel octree will be compared
for rendering time and memory usage in the context of parallax voxel
ray marching. The project was proposed by a student to the Realistic
3D research group.

1.1 Background and motivation
Voxels are representations of 3D grids. They are mostly used for repre-
sentation of game worlds, medical data and other simulations. When
rendering large numbers of voxels in real-time developers can choose
between different storage and rendering methods.

The two main approaches are:

• Simple grids. This technique stores all voxels in a flat array. Easy
to implement but every voxel coordinate needs to be stored even
if the position is empty.

• Sparse voxel octree. Using a tree structure uniform space may
be compressed. More complex but may save memory.

Each approach may have different characteristics in implementation
and runtime. The type of voxel data may also change behaviour. By
conducting this thesis, guidance will be given as to when each tech-
nique may be the most fitting. This project aims to find the technique
best suited for parallax voxel ray marching. The results will help de-
velopers choose the best choice in video games, medical applications,
or other implementations in need of rendering large voxel scenes.

1.2 Overall aim and problem statement
The goal of the project is to evaluate when a sparse voxel octree should
be used compared to a simple grid in the context of parallax voxel
ray marching. Performance will be measured in rendering time and
memory usage. Comparisons will be done using publicly available or
constructed assets in the .vox format.

1.3 Research questions
At minimum the following questions should be answered:

1. How do the techniques impact render time and memory usage?

2. How do scene complexity, emptiness and density impact each
technique?

1



1.4 Scope
The project will include constructing a program capable of parallax
voxel ray marching and mentioned techniques.

The studywill only compare techniques in the context of parallax voxel
ray marching. Advanced lighting is out of scope. Acceleration struc-
tures other than sparse voxel octrees are also out of scope. The scenes
will be static and not have updates made to them after the initial up-
load.

The ability to load .vox files must be present. The fast voxel traver-
sal algorithm [1] will be used for traversing the grid. A sparse voxel
octree must be implemented alongside the simple grid technique for
comparisons.

1.5 Usage of AI tools in this thesis
AI tools were used for assistance in programming tasks related to de-
bugging and code discussion. In some cases the tools were used for
generating code and text correction. The tools proved helpful detect-
ing logical errors in graphics code that would otherwise render scenes
incorrectly but provide no compiler errors. Final implementations and
testing were done manually.

1.6 Outline
Chapter 2 explains the theory related to parallax voxel raymarching. It
starts with simplified explanations of object based rendering and pixel
based rendering and then discusses bounding box project along with
traversal algorithms. It also provides related work and how they relate
to this project.

Chapter 3 has the scientific method description along with the project
method description. It explains all phases of the project and the criteria
for the dataset.

Chapter 4 explores the choice of programming language and graphics
API along with comparisons and criteria related to the project.

Chapter 5 discusses the implementation of all techniques, the design
of the dataset and their trade-offs.

Chapter 6 shows the results and measurements taken using the imple-
mentation.

Chapter 7 has an analysis of the project as a whole including evalu-
ations, methods, scientific discussions, a recommendation and ethical
concerns.

2



Chapter 8 concludes the report with a summary and notes on potential
future work.
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2 Theory
2.1 Types of Rendering
This section explains two types of rendering. The basic difference is
whether to start at the pixels of the screen and determine the colour, or
to start with the scene and determine how it can be projected as pixels.

2.1.1 Pixel Based Rendering
Pixel based rendering means iterating over each pixel on the screen
and then deciding its colour. One way of pixel based rendering is
ray tracing. It works by creating a ray for each pixel to determine the
colour in the scene. If the ray intersects an object the colour found is
drawn. An example of pixel based pseudocode can be found below.
[2]

for pixel in pixels:
color = determine_color(pixel.xy) //ex. raytracing
draw_color(color, pixel.xy)

This indicates pixel based rendering is not aware of objects before-
hand. It only searches the area where the rays are sent up to their
max length.

Figure 1: Visualization of pixel based rendering
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2.1.2 Object Based Rendering
Object based rendering means first defining the scene primitives like
triangles or voxels. Rasterization is a form of object based rendering.
It includes iterating each object in the scene and projecting it onto the
pixel grid until all objects have been drawn. An example of object
based pseudocode can be found below. [2]

for object in objects:
draw_object(object.location) //draws on pixel grid

For object based rendering all objects have to be known beforehand.
Since they are known beforehand, efficient algorithms can be used to
draw the primitive shapes.

Figure 2: Visualization of object based rendering

2.1.3 Rasterization
Rasterization is a way of converting shapes defined by vector graphics
into a pixel image. It is a technique built into GPUs as part of the
graphics pipeline. GPUs execute the pipeline in parallel in an effort to
save CPU time. The fast execution allows applications to render vast
scenes in real time. [3]

A very simplified view of the graphics pipeline can be seen in Figure
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3. It showcases the input of vertex data and the output of a triangle
rasterized to a pixel grid. The vertex data would be supplied by the
programmer and would then be processed and rasterized (in the con-
text of this thesis) by the GPU.

Figure 3: (Extremely) simplified graphics pipeline. On the left vertex
1, 2 and 3 is defined. On the right a triangle rasterized to a pixel grid.

By defining 36 vertices (8 of which are unique) you can draw 12 trian-
gles in a pattern that forms a single voxel. As can be seen in Figure 4,
each face will use two triangles each.

Figure 4: 12 triangles forming a rotated voxel with a black wireframe
highlighting the triangles.

2.2 Parallax Voxel Ray Marching
Traditionally voxels are rendered in real-time using a regular triangle
mesh. For large amounts of voxels this can result in the number of
triangles being close to the number of pixels. An alternative approach

6



is using ray marching by traversing the 3D grid until a voxel is hit and
drawing its colour. [4]

Parallax mapping is a technique for projecting shapes and depth on a
flat surface. This could be depth within the bricks of a wall. [5]

In a process similar to parallax mapping the ray marching technique
can be applied onto a rasterized bounding box holding voxel data.
This combined approach is known as parallax voxel ray marching and
allows for both fewer triangles to be drawn and less stepswhen travers-
ing.

2.2.1 Bounding Box Projection
The parallax projection happens by first rasterizing the bounding box
of a voxel model, using a total of 12 triangles. The back side of the box
is drawn allowing the camera to move inside the volume. [6]

As can be seen in Figure 5, the ray starts marching the voxel volume
when the bounding box is hit. It can then use a traversal algorithm to
step through the data until a voxel is hit. Once a voxel is hit the correct
pixel colour can be drawn on the back faces of the bounding box.

Figure 5: Ray intersecting a bounding box and traversing the volume
until a voxel is hit. In this example, the bounding box could be smaller.
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2.2.2 Fixed Step Traversal
Fixed step is a simpler but less efficient way of traversing the grid. It
involves stepping along a ray a at a fixed rate:

for i < max_steps {
vec3 pos = start + step * direction
if !insideBoundingBox(P) { discard }
vec4 voxel_color = getVoxelColor(pos)
if color != vec4(0) {

out_color = voxel_color;
return

}
step += step_size

}
discard;

[4]

Since the marched positions are checked for a coloured voxel at ev-
ery step the same voxel coordinate may be checked multiple times.
Fixed step traversal is a more general approach that may work for
other types of volumetric data other than voxels. Depending on the
step size a coloured point may also be missed. There is no guarantee
that every voxel along the ray will be visited.

2.2.3 Fast Voxel Traversal Algorithm
The fast voxel traversal algorithm is a more efficient but less general
way of traversing the grid. FVTA calculates the smallest distance needed
to step to the next voxel in the volume. This requires all voxels to be
the same size and to be positioned in a grid-like structure. Unlike with
fixed step traversal this means the same voxel position will only be
checked once. They are also guaranteed to be checked in the correct
order from closest to farthest. [1]

Figure 6 shows FVTA running on a 2 dimensional grid. A small dot is
shown at every point where a new voxel is intersected.
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Figure 6: FVTA running on a 2D grid. [7]

2.3 Techniques for Voxel Storage
Two common approaches for representing voxel data is by using a sim-
ple grid or constructing a sparse voxel octree. For both structures voxel
positions are implicit and do not need to be stored separately like in a
list.

• Simple Grid representation may be an implementation using a
flat or multidimensional array. In the grid every single position
in the voxel volume is stored even when colourless. This means
a scene of size 2563 with a single coloured voxel will use the same
amount of memory as the same scene with all voxels in the vol-
ume coloured.

• Sparse Voxel Octree is a way to represent voxel data within a
tree structure as can be seen in Figure 7. This representation is
particularly efficient when the data has a lot of empty space. The
root node stores each of its eight sub volumes as children. The
children octants will do the same until the lowest resolution is
reached where a leaf node is stored representing one or many
voxels. If the space underneath a node is uniform and consists
of the same voxel type they can all be represented by a single
leaf node at that resolution. In the simple grid the uniform block
would instead have to be stored voxel by voxel. [8]

9



Figure 7: Octree visualized. [9]

2.4 Related work
2.4.1 Parallax Voxel Ray Marcher
Lundqvist et al 2023 [4] is a paper that explores the usefulness and
practicality of parallax voxel ray marching. They achieve this by cre-
ating an implementation in OpenGL using fixed step traversal and the
fast voxel traversal algorithm. They tried a variety of features like level
of detail, ambient occlusion and cellular automata. The paper also uses
acceleration structures to increase the speed of traversal. Sparse voxel
octrees was out of this projects scope as they ran out of time. Their
implementation increases traversal speed but at the cost of even more
memory usage and has limited exploration of sparse scenes.

2.4.2 Fast Voxel Traversal Algorithm
John Amanatides et al [1] explores a fast traversal algorithm for voxels
(FVTA) that will be implemented alongside the renderer. The motiva-
tion of the paper comes out of the slow rendering times in generating
high fidelity images with ray tracing. The algorithm is a version of the
DDA line algorithm. The paper explores how it can be used alongside
bounding volumes and partitions lowering needed execution time. It
provides an optimal way of traversing the voxel grid but is limited to
theory about efficiency. It has no conclusions about image quality.

2.4.3 Efcient Sparse Voxel Octrees
Laine et al [8] explores the possibilities of using voxels for showcas-
ing feature rich geometry. They do this by constructing a sparse voxel
octree. They describe the data structure as designed tominimize mem-
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ory footprint while supporting efficient ray casting. They also inves-
tigate the use of contours as a way to estimate smooth surfaces from
voxel data. They also provide a ray casting implementation. Its results
show scene construction times and ray casting performance. While
memory efficient it does not compare against grid based methods. Be-
ing limited to their SVO implementation makes it difficult to assess
performance trade-offs.
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3 Methodology
3.1 Scientic method description
The first research question "How do the techniques impact render
time and memory usage?" is addressed by measuring the metrics dur-
ing execution. Render time measures the duration required to draw
each frame in milliseconds. Memory consumption tracks memory us-
age in mebibyte required to store the scene.

The second research question "How do scene complexity, emptiness
and density impact each technique?" is addressed by running both
techniques on a diverse set of scenes defined by the dataset.

3.2 Result evaluation method
This study employs quantitative, qualitative and experimental research
methods to evaluate rendering techniques. The performance metrics
memory consumption and render time are measured during runtime.
Using the runtime data of techniques and their conditions the effi-
ciency can be determined.

The defined dataset uses the .vox format and provides the basis tech-
niques will be evaluated on. The dataset is designed to test the follow-
ing attributes:

• Complexity. Complex scenes have many varying shapes and
patterns that are hard to predict. Worst case in both memory
and traversal.

• Density. Dense scenes have voxels occupying most of the avail-
able space. Tests efficiency of solid volumes.

• Emptiness. Sparse scenes where most of the space have few oc-
cupying voxels. Tests efficiency of traversing empty space.

To evaluate visual correctness structural similarity indexmeasure (SSIM)
is used. SSIM gives a score of similarity between images where 1.0 is
the highest.

3.3 Project method description
The project method follows the waterfall development structure con-
sisting of consecutive phases.

It begins with a theory review of related works and literature to estab-
lish the project base. It is followed by a pre study phase where require-
ments are clarified and the technical approach is further refined. The
pre study includes decisions such as what graphics API and program-
ming language to use.
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The implementation phase encapsulates most of the project as can be
seen in Figure 8. Implementation has the following stages:

1. Project setup is where the foundational components are devel-
oped. Includes a camera system, basic rendering structure, ob-
ject based rendering, .vox loading and integration of third party
libraries.

2. Parallax ray marcher construction utilizing fixed step ray march-
ing and bounding box projection.

3. Fast Voxel Traversal Algorithm (FVTA) implementation devel-
oping optimized voxel traversal.

4. Sparse Voxel Octree (SVO) voxel storage implementation.

5. Measurements stage gathers data about memory consumption
and render time to compare grids and SVOs.

The final phase includes analysis of findings and interpretation of re-
sults with the research questions in mind.

This waterfall method is limited by its dependence on the previous
stages. In a worst case scenario the fast voxel traversal algorithm
(FVTA) could be cut. It would result in less comprehensive compar-
isons but the exploration of datastructures and their characteristics
could still prove useful.

Weeks

1 2 3 4 5 6 7 8 9 10

Project Setup1

Parallax Ray Marcher

FVTA 2

SVO 3

Report

Presentation

Figure 8: Gantt chart of project tasks.

1Simple Grid, Camera, .vox loading
2Fast Voxel Traversal Algorithm
3Sparse Voxel Octree
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3.4 Design of dataset
In this section the dataset is outlined that is used to benchmark the
techniques. Most common scenes with both dense and sparse areas
will be considered complex as they fall into neither the dense or sparse
category. Images of all scenes can be seen in Figure 9.

The dense scenes are

• 256cube.vox is a large block of 2563 voxels.

• 100cube.vox is a block of 1003 voxels.

3.4.1 Sparse scenes
The sparse scenes are

• 256outline.vox has only a few outlines of a 266x256x256 box.

• french-fries.vox is a scene with many randomly placed lines
and is sized 1283. Could also be considered a complex scene.

3.4.2 Complex scenes
The complex scenes are

• torus.vox is a torus like on the cover page. Sized 48x48x14.

• chicken.vox is a public domain chicken converted to voxels. Sized
69x93x127.

14



Figure 9: All voxel scenes. Not to scale.
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4 Choice of approach
4.1 Approach alternatives
For conducting the study programming language and graphics API
for interacting with graphics hardware has to be picked. Some APIs,
programming languages and operating systems work better together.
Graphics API is more relevant to this thesis than language.

The graphics APIs will be considered by the following criteria:

• Open standard.

• Ease of use.

• Native performance.

While languages will be considered by the criteria GPU API support
and documentation.

4.1.1 Graphics APIs
OpenGL stands for "Open Graphics Library" and is the original open
standard. Newer versions are deprecated on MacOS but supported on
Windows and Linux. WebGL is an open standard based on OpenGL
for the web. Due to browser integration it should work on all major
operating systems using a standard web browser. It may not be as na-
tive as alternatives and is typically used with JavaScript. Another API
is Vulkan. It is the modern open standard and works on all major op-
erating systems. On the other hand, is also known for being cumber-
some to get started with. DirectX is a Windows specific graphics API.
There are multiple versions like DX11 and DX12 which are of varying
complexity.

4.1.2 Programming Language
C++ is typically used with native or lower level graphics APIs like
OpenGL, Vulkan and similar. Javascriptwas considered since it is typ-
ically used on the web andwith APIs likeWebGL.Odin is a very niche
programming language but was also considered due to its inbuilt sup-
port for all major graphics APIs and WASM.

4.2 Comparison of approaches
In Table 1 the graphics APIs are compared. It shows OpenGL as the
superior option.

In Table 2 the programming languages are compared. It shows C++ as
the superior option.

16



Table 1: Table comparing graphics APIs

Criteria OpenGL WebGL Vulkan DirectX

Open Standard 1 1 1 −1
Ease of use 1 1 −1 0
Native Performance 1 −1 1 1

Weighted sum 3 1 1 0

Table 2: Table comparing programming language

Criteria C++ Javascript Odin

Graphics API Support 2 1 3
Documentation / Resources 1 1 −1

Weighted sum 3 2 2

4.3 Chosen approach
The project will be implemented using C++ and OpenGL. OpenGL
was picked due to its ease of use compared to something like Vulkan.
There is also a lot of documentation for using OpenGL with C++.

17



5 Implementation
For compiling with multiple third party libraries cmake is used as
build system. Used third party libraries include:

• GLFW for managing the OpenGL context.

• GLAD for loading the OpenGL pointers.

• Dear Imgui because it provides easy UI tooling.

• OGT vox loader since it makes loading .vox files easier.

The project relies on being able to render the same scene in multiple
ways. The render interface makes this an easy process. Each backend
makes their own implementation using the render interfaces draw and
delete functions. In the main loop the current technique and scene
is set using an immediate mode UI. The scene is drawn every frame
using the render interface.

A simple camera structure exists using GLFW for input. This allows
for viewing the scene from different locations.

Shaders use a uniform struct containing all variables that are needed
when rendering the scene. This struct is uploaded every frame and
has variables such as camera position, camera direction and object or
bounding box position.

5.1 Object based renderer
The object based renderer is not optimized but instead meant to be a
base case that can be used to verify the scene is rendering correctly
with other methods. Like the examples in reference [10], all vertex
positions are defined in the vertex shader and drawn based on the po-
sition provided in the uniform struct for that frame. Defining the box
vertices in the shader allows for a simpler uniform struct that can be
reused across rendering methods. Since this process is done for every
object regardless of visibility it does not scale well. Optimizations are
possible but out of the scope of this thesis.

5.2 Parallax ray marcher
The parallax ray marcher first renders the bounding box of the voxel
volume. This is done using object based rendering but using only a
single cube with its size on the x, y and z axis aligned with the size of
the volume. The front faces of the cube are culled, allowing the camera
to move inside of the volume.

When the scene changes the whole voxel volume is uploaded to the
graphics card at once. This is adequate since all scenes in the context
of this thesis are static. Uploading the scene every frame would cause
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significantly more overhead when rendering the scene and lower per-
formance. Alongside the scene a palette is uploaded of a maximum of
256 colours. This way every voxel only has to store a single unsigned
integer saving space.

Using the direction between the camera position and the world posi-
tion of back faces the bounding box intersection is computed in the
fragment shader. If there is no intersection, no colour is set. If a inter-
section was found a traversal algorithm is used to search the area. The
accuracy of fixed step traversal and the fast voxel traversal algorithm
compared to the object based scene can be viewed in Figure 12.

5.2.1 Fixed step traversal
If fixed step traversal is picked in the immediate mode UI it will be
used to render the scene in the fragment shader. Fixed step traversal
was implemented first for its simplicity. It marches along the ray at
fixed steps until either a voxel is hit or the maximum number of steps
are reached. There is no guarantee that every step is in a different
voxel coordinate. Similar to the pseudocode in [4] the step size is set
to 10% of the voxel size as the scene otherwise becomes too slow to
comfortably debug. Higher step size means the traversal will be faster
but less accurate. As can be seen in Figure 10, there are visible artifacts
at the edge of the voxels.

Figure 10: Axis scene rendered with fixed step traversal
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5.2.2 Fast voxel traversal (FVTA)
The fast voxel traversal algorithm is outlined in reference [1]. It is im-
plemented to increase the speed and accuracy of traversal. Using the
ray direction the minimum distance to step through each voxel is com-
puted. Each voxel is visited exactly once as can be seen in Figure 6.

5.3 Simple grid
The simple grid is implemented using a 1 dimensional array. The size
of the array is equal to width * height * depth and each voxel can be
accessed by their coordinates using x + (y * width) + (z * width
* height). This format was chosen since using it the scene can be
uploaded directly to the GPU into a 3d texture and ensures memory
locality. For memory efficiency each voxel stores a number between
0-255 that corresponds to a colour in a separate palette. The palette is
uploaded to the GPU as a 1 dimensional texture for easy lookups.

5.4 Sparse voxel octree
Reference [8] and [11] outlines the theory behind sparse voxel octrees.
Before being uploaded to the GPU the SVO is constructed recursively
from the simple grid since the .vox scenes are already is provided as
grids. Each node stores the indexes of its children with children and
children that are leaf nodes in two separate arrays. The indexes can be
used to look up the non-leaf nodes in the main array containing all of
the nodes.

Each node can have a maximum of 8 children. For each leaf node a
number between 0-255 is stored that corresponds to a colour in the
palette texture. Each sub division of the octree is searched for voxels
and if it is empty or contains a single type of voxel it can be represented
as a single leaf node. This has the potential to save a lot of space. It can
also make traversing easier as large empty areas can be skipped. Sub
divisions can be seen in Figure 7.

The nodes could be made more efficient by using a single array and
pointing out the type of children with a bitmask. Instead of two ar-
rays holding 8 children with 4 bytes each you could have a single ar-
ray alongside a single byte that keeps track of what children octants
are leafs by switching the bits 0-7. This would save approximately
31 bytes per node not accounting for padding. The bitmask option
proved difficult to debug so for the sake of simplicity multiple arrays
are used instead. The implementation is still significantly more effi-
cient in terms of memory than the simple grid.
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5.5 Evaluation setup
Each method is benchmarked bymeasuring the render time andmem-
ory consumption on each of the scenes in the dataset. Before a scene
is uploaded to the GPU the CPU computes the memory used by the
scene. The frame time is calculated by running a test for 30 seconds
and dividing by the number of frames. During the test the camera is
placed looking into the scene and spins around its center. The cameras
distance from the scene is based on the scenes wideness so that most of
the bounding box is projected into the screen. Every test is run twice,
once on a integrated Ryzen Vega 3 and once on a dedicate GTX 1060
6GB. Both tests run on Debian Linux version 13 using the latest graph-
ics drivers provided by the distribution. Both tests run at a resolution
of 1920x1080 and a refresh rate of 60 hz.

Using the python script in Appendix A SSIM scores are set compar-
ing the quality of fixed step and FVTA. Before running the script a
screenshot is taken at the exact coordinates using the techniques. Ob-
ject based rendering is used as a base case and the score is based on
the similarity of rendered images.

21



6 Results
6.1 Resulting application
The resulting application can render voxels using object based render-
ing and parallax voxel ray marching using either fast voxel traversal
or fixed step traversal. It is capable of loading many voxel models us-
ing the .vox format. It can also load voxel scenes as both sparse voxel
octrees and the simpler grids.

6.2 SSIM
As can be seen in Figure 11 the quality of fixed step traversal increases
based on the step size, with 1.0 being the best score. A step size 10% of
the voxel size gave a score of 0.94. A step size of 1% reached a score of
0.97 still worse than the fast voxel traversal algorithm as can be seen
in Figure 12.

0.15 · 10−21 · 10−2

0.95

0.99

Step Size

SS
IM

Fixed Step SSIM

Figure 11: SSIM of fixed step traversal in relation to step size.

Figure 12 showcases how the score is improved by using FVTA. The
quality difference can be further seen in Figure 13.
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Figure 12: Mean SSIM scores of FVTA and fixed step (10%) using object
based rendering as base. See Figure 13 for zoomed comparison.

Figure 13: Side by side comparison of FVTA and fixed step (10%)
traversal.
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6.3 Measurement results
6.3.1 Comparison of Memory Usage
Table 3 showcase how the sparse voxel octree uses significantly less
memory in the larger scenes. In some of the smaller andmore complex
scenes the grid is shown to have less overhead.

Table 3: Memory uploaded to the GPU excluding the palette.
Scene Grid Memory (MiB) SVO Memory (MiB)
256cube.vox 16.00 0.72
100cube.vox 0.95 0.12
256outline.vox 16.63 0.20
french-fries.vox 2.00 0.89
torus.vox 0.03 0.12
chicken.vox 0.78 0.84

6.3.2 Comparison of Traversal
In Table 4 and 5 the average time of rendering each frame is shown.
Lower scores means a higher frame rate and a more responsive real-
time application. Fixed step traversal is the quickest in completely
filled scenes with FVTA having similar results. Most of the time FVTA
is shown to he the fastest but is beaten by SVO traversal only on the
integrated GPU in a very sparse scene.

Table 4: Benchmark results with Vega 3.
Scene FVTA SVO Fixed Step (10%)
256cube.vox 0.92 ms 10.33 ms 0.81 ms
100cube.vox 0.94 ms 7.33 ms 0.81 ms
256outline.vox 31.90 ms 10.95 ms 123.36 ms
french-fries.vox 14.37 ms 46.63 ms 62.41 ms
torus.vox 0.93 ms 9.08 ms 3.17 ms
chicken.vox 7.65 ms 32.28 ms 30.30 ms

Table 5: Benchmark results with GTX 1060.
Scene FVTA SVO Fixed Step (10%)
256cube.vox 0.18 ms 25.27 ms 0.16 ms
100cube.vox 0.17 ms 18.53 ms 0.16 ms
256outline.vox 5.83 ms 27.29 ms 18.68 ms
french-fries.vox 2.47 ms 84.95 ms 9.02 ms
torus.vox 0.21 ms 18.30 ms 0.59 ms
chicken.vox 1.41 ms 62.77 ms 4.75 ms
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7 Discussion
7.1 Analysis and discussion of results
The resulting application is capable of evaluating multiple techniques
of rendering voxels. It provides a graphical user interface for picking
scenes, if they should be packed with the data structure sparse voxel
octree or grid and if they should be rendered with object based render-
ing or a ray marching traversal algorithm.

The application would not be user friendly for a non technical per-
son but adding additional .vox scenes and similar should be easy for
programmers.

The techniques themselves are not production ready and would need
further polish and optimizations for such use. For example, nodes in
the sparse voxel octree store children containing children and leaf chil-
dren in two separate arrays. This wastes memory compared to using
a single array for children and a bitmask for telling them apart. An
optimal implementation of the 3D grid would also compare the use of
mipmaps as an acceleration structure. The less efficient approach had
to be chosen for easier debugging and ease of implementation. The
resulting work can still be a good indicator of when certain methods
work better and how complex it may be to implement further.

SSIMworked well for evaluating the scene quality of fixed step traver-
sal compared to the fast voxel traversal algorithm. It gives an objective
score to how correct the scene is compared to the object based scene.
This would not have been the case if the project also tackled lighting.
Light in a object based scene works fundamentally differently com-
pared to ray marching and would likely be a lot more work. In that
case a CPU rendered base image could be a solution.

If the evaluation setup included even larger scenes and publicly avail-
able scenes it could have made the results more interesting and con-
nected to the real world. Due to problems with loading the .vox for-
mat this approach was chosen instead, as some programs export the
scenes slightly differently making them sometimes unreliable.

Measurements were taken with multiple hardware vendors and form
factors. This shows if a technique may be hardware specific or if it
can be thought of as a general rule of thumb. Oddly the dedicated
graphics card performed considerably worse than the integrated GPU
when using SVO traversal. This seemed to be an issue with fragment
shader branching. The integrated GPU had no issues using shaders
with many if statements but the dedicated card proved more sensitive.
It was confirmed that this was not an issue with the drivers provided
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by the operating system. Still the results follow the same overall pat-
tern no matter the hardware.

7.2 Project method discussion
The chosen method allowed for the dataset to be constructed to work
well with the application and defined important criteria for the dataset
to be connected to the research questions. The planned project stages
worked well since many stages depended on the stages before. The
project setup gave good structure and made progress easier. The ob-
ject based renderer was setup as part of the setup and without it im-
plementing the ray marcher would have been a challenge. It gave a
good base case showing things were working. All parts of the paral-
lax ray marcher was harder to implement than initially thought and
could have been given more time in the schedule. Some implementa-
tions could have been made more optimal with more experience. All
phases were successfully completed but would need to be more opti-
mized and polished for production use.

Using OpenGL had a few issues with drivers when initially bench-
marking on the GTX 1060. The preinstalled drivers did not include
support for OpenGL 4,6. After installing the proprietary nvidia drivers
the application could be run without issues. Using WebGL instead
could have made the project more accessible.

The metrics of memory usage and frame time easily shows the differ-
ent strengths the techniques in the results.

7.3 Scientic discussion
The original research questions:

1. How do the techniques impact render time and memory usage?

2. How do scene complexity, emptiness and density impact each tech-
nique?

Can both be answered using the results.

The results show that for dense scenes simple traversal algorithms per-
form the best. Both fast voxel traversal and fixed step traversal per-
formed similarly as they simply traverse the first step and find the
colour. The implementation of SVO traversal performed significantly
slower.

In scenes where there is mostly empty spacemost of the space could be
skipped when using SVO. When a scene is very sparse the inefficient
nature of fixed step leads to it checking the same position multiple
times. Fast voxel traversal cannot skip large empty areas either but
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can at least be sure it will check a maximum of N voxels, where N is
the depth of the volume. Still the simplicity of FVTA always outper-
formed the SVO on the dedicated GPU. The integrated GPU on the
other hand had an easier time handling the branching conducted in
SVO traversal. Even so, a version of FVTA can be implemented as in
[4] using acceleration structures such as mipmaps allowing it to skip
such areas but the paper states this comes at the cost of even more
memory usage. In complex scenes the FVTA performed the best since
it is the most efficient. The SVO cannot compress the scene as much
when there are smaller nodes throughout the scene and fixed step still
has to waste many steps.

The SVO can also decrease memory usage by a significant amount
since a large uniform block of voxels can be compressed into a single
node. This works well for static scenes but may be more costly when
the voxel scene needs to be edited and reuploaded to the GPU many
frames in a row.

7.4 Recommendation
Using the knowledge gained from this work the more efficient voxel
traversal and storage method can be chosen for a target environment.
If memory is severely limited and scenes are many times larger than
2563 the sparse voxel octree would be a decent option for its ability to
compress scenes. Very large scenes may be hard to fit into memory
otherwise. If memory is not an issue or the scene is smaller the recom-
mended approach would be to use the fast voxel traversal algorithm.
In most cases except sometimes when a scene is extremely sparse it
has faster traversal time and is easier to implement. With acceleration
structures discussed by [4] it is also possible to make it even faster in
sparse scenes at the cost of more memory. It should be kept in mind
that this implementation of sparse voxel octrees are not optimal and
may be an unfair comparison to a very optimized version. The results
still show that the simple grid is much easier to implement in a more
performant manner. If memory efficiency is a requirement it is rec-
ommended to review reference [8] for a more in depth report on the
topic. Also the results show it’s important to profile any implementa-
tion on the target hardware as vendors and form factors may change
the results.

7.5 Ethical and societal discussion
This project could help people chose more efficient methods of voxel
rendering. The rendering could for example be used in medical ap-
pliances or video games. Methods being more efficient means less re-
sources like energy and hardware are needed for running applications
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making them more sustainable in society. It can also make applica-
tions more accessible to lower income regions without access to the
same resources.
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8 Conclusion
The problem statement has the goal of evaluating when a sparse voxel
octree should be used compared to a grid in the context of parallax
voxel ray marching.

The first research question is How do the techniques impact render time
and memory usage? and was used to evaluate the techniques. The ren-
der times can be significantly sped up by using FVTA compared to
fixed step when ray marching a grid. It works in most scenes but if
the scene is sparse using an SVO could be more efficient as it can skip
uniform nodes containing many voxels of the same type. In practice
the increase in complexity means FVTA will still be more performant
in most scenes. Since every voxel does not need to be stored by a SVO
it can save a considerable amount of memory.

The second research question is How do scene complexity, emptiness and
density impact each technique? and was used to evaluate how scene
types could effect the result. Complex scenes with no uniform blocks
makes it hard for the SVO to compress the scene causing it to struggle,
while a empty scene allows it to skip large parts when traversing. Fast
voxel traversal was the fastest most of the time, except at one point
when the SVO could skip large uniform areas. This phenomenon was
only observed on the integrated GPU. The dedicated GPU never per-
formed better with the SVO.

In conclusion sparse voxel octrees work well in low memory environ-
ments with extremely large scenes, while using a simple grid performs
best most of the time but will use the same storage regardless of scene
sparseness.

8.1 Future Work
8.1.1 Dynamic Scenes
It would be interesting to see a similar performance comparison for
dynamic scenes and to see how sparse voxel octrees especially hold
up. If the scene changes every frame like in cellular automata the grid
may have too much memory overhead or the SVO may be too slow
when constructing.

8.1.2 Optimized Mesh
It would be interesting to see a comparison between this rendering ap-
proach and a regular optimized triangular mesh and metrics that may
be more or less relevant because of it. While it may be less efficient in
rendering very small voxels it is also themore common use of graphics
hardware and drivers may be more optimized for it.
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8.1.3 Advanced lighting
Another interesting project would be lighting approaches using ray
marching like path tracing or ray tracing and how it may be different
in the context of voxels.
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A SSIM Python Script
import cv2
from skimage.metrics import structural_similarity as ssim

# Load and grayscale
object_based = cv2.cvtColor(cv2.imread(’object-based.png’), cv2.COLOR_BGR2GRAY)
fixed = cv2.cvtColor( cv2.imread(’fixed-step-grid.png’), cv2.COLOR_BGR2GRAY)
fvta = cv2.cvtColor( cv2.imread(’fvta-grid.png’), cv2.COLOR_BGR2GRAY)
dummy = cv2.cvtColor( cv2.imread(’dummy.png’), cv2.COLOR_BGR2GRAY)

fixed_ssim = ssim(object_based, fixed)
fvta_ssim = ssim(object_based, fvta)
dummy_ssim = ssim(object_based, dummy)

print("Fixed Step SSIM:", fixed_ssim)
print("FVTA SSIM:", fvta_ssim)
print("Dummy SSIM:", dummy_ssim)
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