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ABSTRACT: Low-Energy X-ray Fluorescence (XRF) mapping at synchrotrons is limited by acquisition
time and dose, especially for sensitive samples. Sparse scanning and traditional denoising methods
may struggle with high noise and low photon counts. While supervised deep learning can hallucinate
“nice looking” features when ground truth is unavailable, Deep Image Prior (DIP) methods avoid
pre-training by optimising a network on a single measured image. In this work, we extend DIP with
Bayesian reasoning and a Poisson likelihood tailored to XRF maps. We test our method on noisy
synchrotron XRF data, demonstrating reliable image reconstruction.
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1 Introduction

Low-Energy XRF mapping at synchrotron radiation facilities [1, 2] is often limited by acquisition
time and dose constraints [3], especially for sensitive samples such as biological specimens or cultural
heritage objects. Compressive sensing strategies [4] offer a way to mitigate these limitations by enabling
spatial undersampling [5] or by triggering dynamical decisional mechanisms [3]. Still, reconstructions
from these regimes are challenged by high noise, low photon counts, and incomplete data. Traditional
denoising, inpainting and reconstruction algorithms [5] often fail under such low-count conditions,
and iterative reconstruction pipelines require carefully tuned, handcrafted regularisers [6]. On the
other hand, supervised deep learning methods — while powerful — pose risks of hallucinating details
learned during training, which is especially problematic when ground truth is unavailable [7]. In
this work, we propose a Bayesian Deep Image Prior (BDIP) [8, 9] framework for denoising and
restoring XRF maps (sum of raw counts from the spectrum or already fitted) acquired at short dwell
times, assuming a Poisson generation process. The method treats the reconstruction as an iterative
optimisation problem, where a modified U-Net [10] fed with fixed noise is trained to produce a
denoised map under a Poisson Negative Log-Likelihood (NLL), appropriate for low event counts. In
section 2 we will describe the computational XRF spectra model, essential to derive an appropriate
training loss function, in section 3 we will outline the BDIP framework and its training; in section 4
we will present denoising results over real XRF data, while section 5 concludes the paper.

2 Background

In scanning X-ray fluorescence (XRF) microscopy with energy-dispersive detectors such as Silicon
Drift Detectors (SDDs) [11, 12], the specimen is raster-scanned across a focused X-ray probe in the
v, x plane (see figure 1). At each scan position (r, ¢) (row, column) and in a dwell time 7, the emitted
fluorescence photons are collected over the solid angle defined by the position and the area of one or
more SDDs, which can be increased by mounting the SDDs in a ring configuration [2, 13] (see figure 1).
The front-end electronics (charge sensitive amplifier and shaper) convert each absorbed photon into a
voltage pulse, whose height is processed by a multi-channel analyzer to produce a discrete energy
spectrum. Our denoising model relies on a simplified model of this detection and processing chain.
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Figure 1. Schematic of the TwinMic setup [2]: (a) a Fresnel zone plate (FZP) focuses a nanoprobe on the
sample plane (b). (c) The inline hologram and diffraction pattern are recorded on a detector along the optical
axis Z. (d) XRF is detected by eight SDDs in a ring configuration, minimising elastic scattering.

For a fixed dwell time and stable illumination, the total number of detected photons at position
(r,c) can be modeled as a Poisson random variable with parameter N|[r,c] [14-16]. After the
processing, each detected photon is then independently assigned to an energy bin i with probability
pi(r,c), determined mainly by the specimen elemental composition at (r, ¢) and the detector response
Hypermet function [17, 18], in addition to the intensity of the incident beam. In our conditions,
by the Poisson splitting property, the number of counts in bin i is another Poisson variable with
parameter y;[r,c] = N[r, c] pi(r, c) and counts in different bins can be considered independent [19].
The elemental map S|r, c] is finally obtained by integrating the spectrum over a fixed set of bins 1
associated with the characteristic XRF emission line of interest, as shown in eq. (2.1):

S[r,c] ~ Poisson(I'[r, c]), I[r,c] = Zyi[r,c], 2.1
iel
since sums of independent Poisson variables remain Poisson. Thus, each pixel value in S[r, c] is a
Poisson-distributed observation of the underlying elemental map I'[r, c].

3 Methods

Given the acquisition model described in section 2, a statistically consistent estimator I'y [, ¢] of the
elemental map I'[r, ¢c] — whether produced by a classical iterative algorithm or by a neural network
with parameters 6 — is naturally obtained by minimizing the Poisson Negative Log-Likelihood
(NLL) in eq. (3.1):

£0) = )" (Folr,el = SIr, el log(T' [, c]) - log(SIr, ")) 3.1
r,c

where the factorial term is constant with respect to 6 and is omitted in practice. In contrast, a
Gaussian (least-squares) loss implicitly assumes additive, signal-independent noise and mis-weights
low-count pixels, whereas the Poisson NLL correctly matches the discrete, signal-dependent statistics

of XRF maps [20].
DIP methods exploit the inductive bias and implicit regularisation of stacked convolutional
operators, that make Deep Convolutional Neural Networks (DCNN) to excel in capturing local spatial



correlations and multi-scale features [7]. Indeed, a DCNN is optimised directly on a single sample
(the S[r, c] map to be denoised), in an iterative procedure. This approach requires no pre-training and
thereby reduces the risk of introducing spurious features from an external training set [7].

With respect to other iterative methods, the high quality of the reconstruction stems from the
architectural bias of DCNN: convolutional layers with shared local filters and multi-scale receptive fields
can represent structured, spatially correlated patterns (such as element distributions and morphological
features in XRF maps) with far fewer effective degrees of freedom than uncorrelated, high-frequency
noise [7]. During optimisation, the network therefore fits the underlying physically meaningful
structure much earlier and more efficiently than it can reproduce pixel-wise noise [7].

As in previous DIP studies [7-9], we adopt a five-scale U-Net [10] (2.2M parameters) as the base
convolutional autoencoder. External skip connections are removed to prevent shortcut copying [7]; the
network is fed with a random array of size 64 X H x W, where W, H are respectively the width and height
of the image to be denoised; the network will transform this input into a single-channel, non-negative-
valued image Iy [r, c], resembling the measured noisy image. The network’s final layer uses a softplus
activation to ensure non-negative counts. Training is primarily driven by the NLL, complemented by a
Charbonnier Total Variation term [21] added to eq. (3.1) to regularise the reconstructed image.

Although early stopping with visual inspection of the output I'g[r, c] and monitoring of the
monotonicity of the loss-function value remains the primary countermeasure against overfitting
(Tg[r,c] = S[r,c]), we additionally incorporate Bayesian reasoning (in the form of Monte Carlo
dropout [22]) to further mitigate it [8, 9]. Thus at the end of the training, we can launch M Monte
Carlo inferences, and by collecting each resulting I'g[r, c] single-channel image output, we can
compute two pixel-wise maps:

Fg[r,C]ZE[fg[r,c]] Aolr.c] = Var[fg[r,c]] (3.2)

representing respectively the final denoised output map (ensemble average) and an estimate of the
epistemic uncertainty (ensemble standard deviation) — stemming from limited data and reducible
with further observations [9, 23]. This procedure is equivalent to placing a distribution over the
learning parameter vector 6 [22].

Within this Poisson NLL framework, the square root of the final output map I'g[r, c] provides
a third pixel-wise map which corresponds to an estimate of aleatoric uncertainty [9], representing
the irreducible randomness inherent to the task.

4 Results

We evaluated the BDIP method on XRF spectral maps acquired at the TwinMic spectro-microscopy
beamline [2] of the Elettra Synchrotron facility (Trieste, Italy). The dataset was obtained from a
1 mm-thick sandstone sample treated with a nano-protective product [3, 24] (2 keV excitation energy,
1 um spot size). Because of the sample opacity, navigation during acquisition relied exclusively
on comparing the back-scattering XRF map with the previously acquired visible light image. Two
acquisition conditions were considered: dwell times of 3.0 s (high-count scenario) and 0.1 s (low-count
scenario). Among the detected emission lines (Na, Si, and Al) [24], Na was the weakest signal and
thus represented the most challenging case for denoising. Figure 2(a) shows the Na XRF map acquired
with a 3.0 s dwell time, which was used as the reference for comparison, while figure 2(b) shows the



corresponding 0.1 s dwell-time map to be denoised. Image quality was assessed using the Structural
Similarity Index (SSIM) [25]. We compared BDIP with state-of-the-art iterative denoising methods,
including calibrated non-local means [26, 27] (figure 2(c)), total variation [21] (figure 2(d)), and
wavelet-based denoisers [28] applied under a j-invariant framework [27] (figure 2(e)). In these cases,
the denoised estimates of figure 2(b) were consistently less similar to the reference than the noisy input
itself, although low-frequency structures corresponding to larger regions were partially recovered.

In contrast, the denoised map I'y[r, c] produced by BDIP (figure 2(f)) achieved the highest
SSIM score, while also recovering fine structural details in the Na map. For example, the bridge-like
structure highlighted in the red square was reconstructed with sufficient fidelity only by BDIP. The
wavelet-based method reproduced this feature partially, but high-frequency artifacts degraded its
quality. The BDIP reconstruction was run for 15000 iterations (approximately one minute on an
NVIDIA GeForce RTX 4070 Ti GPU). Acquiring the reference map in figure 2(a) required 7650 s for
51 x 50 pixels, whereas the low-count map in figure 2(b) required only 255s.
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1.0 . 1.00
0.98

0.9
0.96

0.8
0.94
0.7 0.92
0.90

0.6
0.88

0.5

d) SSIM: 0.222

| 1) SSIM: 0.277

1.000
0.975
0.950

0.925

.
0.900 0.80 0%

0.875 0.75 0.80

0.70

0.850
0.825

o ‘ J-ﬂ 0800 8

Figure 2. Comparison of different denoising methods outputs on a noisy Na map on a sandstone sample [3, 24]:

(a) long exposure time being the reference; (b) low-exposure time map to be denoised; (c) calibrated non-local
means; (d) total variation; (e) wavelet denoising; (f) proposed BDIP method.
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Figure 3 shows the uncertainty maps associated with the reconstruction in figure 2(f). Panel (a)
reports the aleatoric uncertainty, estimated as the square root of the strictly non-negative Poisson
counts (1/I'g[r, c]). Panel (b) presents the epistemic uncertainty Ag[r, c], obtained as the pixel-wise
standard deviation of M = 30 Monte Carlo inferences (dropout rate 0.3). Higher values are observed
along edges and isolated features, indicating lower network confidence in the precise localisation of
sharp structures. Conversely, low-textured regions exhibit lower uncertainty, reflecting more reliable
predictions. The total uncertainty map, displayed in panel (c), is computed by summing the pixel-wise
variances of the two components and taking the square root.
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Figure 3. Uncertainty maps related to the sandstone sample of figure 2: (a) aleatoric uncertainty from the Poisson
counts; (b) epistemic uncertainty from the Monte Carlo dropout; (c) total uncertainty (sum of the variances).

Figure 4. Denoising of a Mg map from a soybean root sample contaminated by Al [29-31]; panel (a) displays
the input noisy map, panel (b) the output of the BDIP method; aleatoric uncertainty can be directly computed
by taking the square root of panel (b); panel (c) the epistemic uncertainty and panel (d) the total uncertainty
(epistemic + aleatoric).

We further applied BDIP to a noisy Low Energy XRF Mg map (1.7 keV excitation energy, 1 pm
spot size, 5s dwell time) of a 7 pm-thick transverse section of a soybean root sample exposed to
Al [29-31], where Mg is present only in trace amounts (figure 4(a)). In this case no ground truth
was available, providing a realistic use-case scenario. The denoised result (figure 4(b)) shows that
the method successfully retrieved the overall sample structure while reducing noise, particularly in
the upper-left region. Thickening of the xylem structures appears limited, maintaining the original
spatial detail. Similarly to the previous case, the corresponding epistemic uncertainty map (figure 4(c))
highlights higher uncertainty along edges, where the spatial localization of boundaries is less reliable,
while inner regions appear darker, indicating higher confidence. Finally, the total uncertainty map
is reported in figure 4(d).

5 Conclusions

In this paper, we presented a Bayesian Deep Prior method for XRF map denoising. We defined an XRF
spectra model to contextualise the Maximum Likelihood approach and customised the Bayesian Deep
Image Prior (BDIP) framework accordingly. The algorithm was tested on real XRF data acquired
at the TwinMic beamline of Elettra synchrotron facility, providing effective denoising with minimal
reduction of the detail. The method has been implemented in the XRFitVis software [30].
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