IEEE Access

Multidisciplinary : Rapid Review : Open Access Journal

Received 24 October 2025, accepted 3 January 2026, date of publication 12 January 2026, date of current version 15 January 2026.

Digital Object Identifier 10.1109/ACCESS.2026.3651845

== RESEARCH ARTICLE

BranchySplit: Runtime-Adaptable Partitioning
and Early Exits for Accelerated Edge Inference

OSCAR ARTUR BERND BERG'2”, EIRAJ SAQIB2", AXEL JANTSCH'2", (Fellow, IEEE),
ISAAC SANCHEZ LEAL2", IRIDA SHALLARIZ”, (Member, IEEE), SILVIA KRUG23
AND MATTIAS O'NILS2"”, (Member, IEEE)

nstitut fuer Computertechnik, TU Wien, 1040 Wien, Austria
2Department of Computer and Electrical Engineering, Mid Sweden University, 852 30 Sundsvall, Sweden
3Institut fiir Mikroelektronik- und Mechatronik-Systeme gemeinniitzige GmbH (IMMS GmbH), 98693 Iimenau, Germany

Corresponding author: Oscar Artur Bernd Berg (oscar.berg @miun.se)

This work was supported in part by the Swedish Knowledge Foundation (KKS) Research Profile Next Generation Industrial
IoT (NIIT), and in part by the European Union (EU) Interreg Aurora under Project ENSURE 6G.

ABSTRACT Deploying deep neural networks (DNNs) in real-time, resource-constrained edge environments
remains a significant challenge due to the increasing depth and computational demand of state-of-the-art
models. While state-of-the-art split computing and early-exit architectures independently offer solutions to
reduce inference latency and offloading overhead, they are rarely integrated in a unified framework. This
paper introduces BranchySplit, a novel architecture that combines runtime-adaptable state-of-the-art split
computing with early exit mechanisms to accelerate inference in edge-cloud systems. Our method employs a
shared runtime-adaptable autoencoder to support multiple partitioning points, enabling runtime adaptability
based on varying system conditions. By integrating early exit branches at intermediate layers, the model can
terminate inference early when confidence is sufficient, further reducing computation and communication.
Extensive experiments on Caltech-256 and Tiny-ImageNet datasets using four backbone models (VGG-16,
ResNet-50, EfficientFormerV2-S2, and ConvNeXT-Small) show that our approach consistently outperforms
the traditional split computing approaches, achieving up to 2.7x latency speed-up compared to an all-
in-server solution, while maintaining comparable or even improved accuracy. In addition, our proposed
runtime-adaptable compression pipeline achieves a higher speed-up compared to the pipeline in similar
work, i.e. SPINN, with up to 10x for ResNet50 on Caltech-256. These results demonstrate the efficacy
of BranchySplit in enabling low-latency, resource-efficient vision inference in heterogeneous edge-cloud
settings.

INDEX TERMS Edge computing, early exit, vision models, partitioning, runtime-adaptable inference, split
computing.

I. INTRODUCTION

The rapid advancement of deep neural networks (DNNs)
has driven remarkable progress across a wide range of
applications, from embedded systems [1], [2], [3] to natural
language processing [4]. Despite their success, deploying
DNNs on resource-constrained edge devices remains a
significant challenge due to their increasing depth, parameter
count, and computational requirements. Edge computing
offers a promising solution by splitting inference between
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local devices and cloud servers, thereby reducing end-
to-end latency while addressing bandwidth and privacy
concerns.

A prominent strategy in this paradigm is split computing,
where the initial layers of a DNN are executed on the edge
and subsequent layers on the cloud. However, most existing
works rely on a fixed partitioning point (PP), which often
fails to adapt to heterogeneous runtime conditions such as
fluctuating bandwidth, hardware variability, or task-specific
requirements. This rigidity can severely limit performance
in realistic deployment scenarios, in which varying network
conditions and requirements are present.
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Early-exit architectures such as BranchyNet [5] provide
an orthogonal line of research, introducing intermediate
classifiers that allow the network to terminate inference
early for “easy” samples. While this reduces edge-side
computation and latency, early-exit designs alone do not
fully leverage cloud resources, which are crucial for handling
complex inputs or large-scale deployment.

To bridge these limitations, prior work has combined
early exits with split computing frameworks [6], [7],
demonstrating improved robustness and throughput under
varying network conditions. However, a critical limitation
persists: most proposed compression pipelines in partitioned
models achieve only limited feature reduction and, as a result,
omit comparison against realistic server-only baselines,
where input data is compressed prior to transmission and
the server baseline is trained on input lossy compressed-
decompressed data. In many practical cases, this baseline
already outperforms fixed partitioning schemes in terms
of end-to-end latency, rendering many existing evaluations
optimistic and unrepresentative of real-world scenarios. The
need for state-of-the-art compression for partitioned models
is crucial to achieve maximal acceleration [8], [9].

In this work, we propose BranchySplit, a framework that
unifies early exiting, adaptive partitioning, and state-of-the-
art feature compression into a single flexible system. Unlike
prior works, BranchySplit introduces a runtime-adaptable
compression pipeline at the partitioning point, enabling
partition decisions to adapt after deployment.

Our proposed partitioning pipeline is trained jointly with
the model across multiple candidate partitioning points,
leveraging a single shared autoencoder that adapts to
diverse intermediate feature map shapes. Unlike existing
runtime-adaptable partitioning approaches that rely on
lightweight compression pipelines, such as 8-bit quantization
followed by lossless LZ4 compression in SPINN [6], our
method achieves significantly higher compression ratios
through the synergistic integration of autoencoder dimension-
ality reduction and gradient-aware JPEG compression.

A key innovation is the integrated shared autoencoder
compression pipeline, which eliminates the parameter
redundancy of training dedicated autoencoders for each
partitioning point. The autoencoder employs channel-wise
weight slicing to handle different partitioning points without
spatial reshaping or quilting, preserving semantic information
critical for downstream server-side inference.

Furthermore, we adopt a state-of-the-art gradient-
aware JPEG pipeline [10] optimized for 2D feature map
compression, enabling end-to-end training through the
non-differentiable quantization step while bypassing lossless
encoding during backpropagation. This achieves up to
10x end-to-end latency reduction compared to SPINN’s
compression (e.g., 5 kB vs. 112 kB for ResNet-50 at PP2),
as demonstrated in our comprehensive evaluation across
bandwidth conditions and model architectures (Sections V
and VI).
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While statically partitioned vision models [9] achieve end-
to-end latency reduction through high-ratio compression of
intermediate feature maps, they lack runtime adaptability.
In such models, the partitioning point is fixed and cannot
change adaptably during inference when using the same com-
pression pipeline (autoencoder). Consequently, a separate
autoencoder must be trained for each possible partitioning
point, substantially increasing the overall number of param-
eters. Furthermore, [9] does not incorporate lightweight
early-exit branches into its architecture and therefore does
not exploit this opportunity for further reducing end-to-end
latency.

This unified approach addresses a critical gap in prior
runtime-adaptable split computing: achieving both extreme
compression ratios and runtime adaptability within a single,
memory-efficient framework, enabling our method to con-
sistently outperform realistic All-in-Server baselines where
competing approaches fail.

This capability is essential for maximizing inference
efficiency in the face of heterogeneous hardware and variable
network conditions. At its core, our approach employs a
shared autoencoder module with a gradient-aware JPEG
compression and decompression pipeline that adaptably com-
presses intermediate feature maps across multiple candidate
partitioning points, providing fine-grained control over the
accuracy-latency trade-off.

By integrating early exits with runtime-adaptable com-
pression and adaptive partitioning, BranchySplit accel-
erates DNN inference in realistic environments while
preserving scalability and accuracy. We demonstrate
its effectiveness across multiple vision models and
datasets, showing that our approach consistently outper-
forms existing split computing methods under realistic
assumptions.

Our contributions are summarized as follows:

« We introduce BranchySplit, a novel integration of
early exits with adaptive state-of-the-art split computing,
enabling efficient and flexible inference for edge—cloud
systems.

e We design a streamlined, shared autoencoder that
compresses intermediate feature maps across multiple
candidate partitioning points, balancing efficiency and
accuracy.

« We provide an extensive experimental evaluation
across four vision models (VGG-16, ResNet-50,
EfficientFormerV2-S2, and ConvNeXt-Small) on
two datasets (Tiny-ImageNet-200 and Caltech-256),
demonstrating the effectiveness and scalability of
our framework under realistic  deployment
conditions.

Il. RELATED WORK

Deploying deep vision models on resource-limited devices
like IoT nodes has spurred research into reducing
computation, storage, and communication overhead.
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A. SPLIT COMPUTING

Distributed inference is typically categorized into vertical and
horizontal partitioning. Vertical partitioning splits a model
across its depth, where the early layers run on the edge and
the later ones on the cloud, aiming to reduce device-side costs.
Horizontal partitioning, by contrast, distributes computation
within the same layer across multiple devices [11], [12].

Neurosurgeon [13] and DeepSplit [14] introduced
static partitioning strategies. Later works emphasize
runtime-adaptable schemes, such as Zhang et al. [15], who
jointly optimize partitioning and resource allocation, and
Tian et al. [16], who adapt partitioning based on network and
compute status.

The authors in [17] proposed a runtime-adaptable parti-
tioning framework for DNNs, using a shortest path algo-
rithm to optimize latency and energy with PNG lossless
compression (2-4x reduction) at the split point, but its limited
compression results in high transfer latency in low-bandwidth
scenarios.

BottleNet [9] proposed an autoencoder-based partitioning
module with JPEG compression within a ResNet50 back-
bone. Its compression is gradient-aware, allowing end-to-end
training through non-differentiable components, enabling
high compression ratios at the PP between a IoT and Server
device.

Building on this, our approach integrates autoen-
coder and JPEG-based compression with an enhanced
gradient-skipping mechanism as highlighted in [10], improv-
ing backpropagation and model convergence.

For a runtime-adaptable inference with varying possible
PPs, the authors in [18] proposed a runtime-adaptable
autoencoder, which applies quantization at the encoder-
decoder boundary, enabling flexible partitioning through
consistent reshaping of feature maps at different points
within the model. Utilizing quilting, their proposed autoen-
coder ensures uniform spatial dimensions across PPs, while
adjusting channel count, enabling compression of different
3D intermediate tensor shapes with the same autoencoder
structure. In our compression pipeline, we build on their
approach and integrate it with the gradient-aware JPEG
method in [10] to further combine it with early exit branches
to accelerate our proposed model further.

B. EARLY EXITS

Early-exit networks reduce latency by allowing intermediate
layers to make predictions when confidence is high, benefit-
ing real-time and resource-aware scenarios.

BranchyNet [5] attaches lightweight classifiers to various
CNN depths, using weighted loss across exits to balance
training.

Recent work integrates early exits with distributed infer-
ence. Pacheco and Couto [19] combine Branchy-AlexNet
with a shortest-path partitioning algorithm but omit compres-
sion and assume unrealistic full-resolution input transmission
as an all-in-server solution.
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TABLE 1. Comparison of our work versus related state-of-the-art work.
Comp. @PP = Compression at Partitioning Point. Here X means not
incorporated and - denotes no partitioning, i.e. no server-only setup.
realistic or unrealistic.

Work Comp. @PP Early Exits | real. server-only setup
(5] X v -
[9] AE & JPEG X v

[19] X v X

(21] X v/ -
[6] 8-bit & LZ4 v X

Ours | shared AE & JPEG v v

Similarly, [20] applies Branchy-AlexNet and Branchy-
ResNet across devices using a genetic algorithm. However,
it follows a sequential, multi-device setup and lacks compres-
sion or gradient-aware partitioning.

The work in [21] combines early exits with an edge—server
partitioning scheme, but does not incorporate a state-of-the-
art compression pipeline and omits any comparison to an All-
in-Server baseline.

SPINN [6] is a multi-objective partitioning framework
that combines early exiting with network partitioning. The
authors propose an approach based on 8-bit quantization
followed by LZ4 compression of intermediate feature
maps, enabling adaptive partitioning under varying network
conditions and requirements. Their evaluation on ResNet,
Inception-v2, MobileNet-v2, and VGG16 demonstrates the
effectiveness of this method. However, the approach fails to
outperform a server-only baseline, where JPEG-compressed
input image transfer to the server yields lower end-to-end
latency in realistic scenarios [8].

AdaEE [22] combines early exits with DNN partition-
ing to enable offloading from mobile devices. LEE [23],
DEE [24], and UEE-UCB [25] use multi-armed bandit
strategies to select exit points but focus solely on edge-side
execution without offloading. LEE and DEE target robust
edge inference during service disruptions and rely on
utility functions requiring ground-truth labels. UEE-UCB,
designed for ElasticBERT [26], learns exit strategies for text
classification tasks.

In contrast, our method combines early exits with
BottleNet-style split computing [9], leveraging gradient-
aware compression to minimize latency without sacrificing
accuracy, ideal for edge-server inference. Moreover, we eval-
uate our partitioned models against two baselines: fully
on-device (all-in-node) and fully on-server (all-in-server)
processing. For the latter, input images are JPEG-compressed
before being transmitted to a high-performance server for
inference, which is used in real world deployment scenarios.

The differences and similarities between our work and
related work are highlighted in Table 1. We compare existing
methods in terms of their compression strategies at the
partitioning point, the integration of early exits, and whether
they include a realistic server-only baseline, where input data
is first compressed before transmission, rather than relying
on the unrealistic assumption of raw data transfer in practical
scenarios.
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lll. BACKGROUND

In this section, we provide a theoretical and mathematical
formulation of a partitioned deep learning model equipped
with early-exit mechanisms. The model is designed to
operate across an edge-server architecture, where inference
is partially executed on a resource-constrained edge device
and completed on a more capable server.

In a partitioned deep learning model, computation is
distributed between an edge device and a server. Upon
receiving an input image, the edge device processes it through
the initial layers of the model, referred to as the edge
submodel. The intermediate feature representation produced
at the partition point is then transmitted to the server, where
the remaining layers of the model, the server submodel,
complete the inference. This communication at the partition
point is a critical factor in determining the overall system
performance, particularly in terms of latency and bandwidth
usage. Inserting early exit branches reduces the need for
transmission for every inference on average, since some
inferences can exit before the partitioning point.

We denote the end-to-end latency of our partitioned model
with early-exit points as Lggg.

The end-to-end latency is composed of the latency of each
block or layer before the partitioning point n, namely L;,
where i denotes the index of the block within the network on
the edge device; the latency of each early-exit head, Lg;; the
communication latency; and the server-side latency Lrgsr:

DS
LEESC=L1+LE1+"'+L7!+LE”+§ +LREST (1)

Lp)

Lpp

Lpgest

Here, DS denotes the data size and CR represents the
communication data rate at the partitioning point. The latency
of each branch with an early-exit head is denoted by Lp|
to Lp, for the edge-side paths, and Lp,, for the complete
processing path including the server-side model.

In the case where an early exit i is taken, the overall
latency reduces to Lp;. Since different input samples may take
different exit paths, the effective system latency becomes a
weighted combination of all possible paths.

We denote the probability of each path being taken as «;,
where i corresponds to the index as before. If processing
includes the server-side model, we denote the probability of
this path being taken as apppr-

The overall expected latency can therefore be modeled as:

LEESC = LP] cop -+ LPn -0y + LPREST * O PREST (2)
where a1 + - - - + oy + apppgr = 1.
IV. METHODOLOGY
To address the limitations of traditional split computing
and early-exit networks in edge-cloud inference, we propose

a unified framework that enables runtime-adaptable parti-
tioning and early exit within a single neural architecture.
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Our approach centers on two key innovations: (1) a shared
adaptable autoencoder that supports multiple partitioning
points within the same backbone network, and (2) the
integration of early-exit branches, inspired by BranchyNet,
for fast local inference at various depths.

At the core of our system lies a single autoencoder module
that is flexibly deployed at different layers of the network
depending on the selected partitioning point. This design
allows the system to adapt the partitioning depth based
on runtime conditions such as energy availability, network
bandwidth, or latency constraints. For instance, under low
energy conditions on the edge device, the system can choose
an earlier partitioning point, insert the autoencoder there,
and offload minimal data to the server, thereby significantly
reducing edge-side computation.

A crucial aspect of this design is that the autoencoder
is shared across all partitioning points. Unlike conventional
approaches that dedicate separate encoders for each potential
split layer [9], our architecture reuses the same autoencoder,
which is trained to generalize across the diverse shapes
and semantics of intermediate feature representations. This
reduces memory and parameter overhead on the edge device,
which is critical for resource-constrained deployment.

To further accelerate inference, our model incorporates
early-exit branches at multiple depths. These exits enable
confident predictions to be made locally without invoking the
autoencoder or contacting the server. Importantly, the final
early-exit branch is placed at the selected partitioning point
itself, enabling the system to make a final attempt at local
classification before committing to offloading.

During inference, both the edge and server devices hold
their respective submodules of the model. The edge device
stores all components required to perform the forward pass
up to the last possible partitioning point, while the server
device stores the remaining modules to complete the forward
computation for each partitioning point. The edge device also
contains the encoder of the compression pipeline, and the
server device holds the corresponding decoder, enabling the
use of any predefined partitioning point between different
inferences during runtime.

At runtime, the edge submodel performs the forward pass
up to the selected partitioning point, using the necessary
local modules. The resulting intermediate representations
are then compressed by the encoder and transmitted to the
server, where they are decompressed and passed through the
remaining modules to complete the inference.

Partitioning a model sequentially into two parts can be per-
formed at multiple predefined points, determined as a design
choice. Increasing the number of partitioning points and
early-exit branches provides a finer-grained set of partition-
ing options, but also introduces trade-offs: a higher inference
latency due to additional exit evaluations, and potential accu-
racy degradation as the compression—decompression pipeline
must generalize across multiple partitioning configurations.

The entire network, including the backbone, autoen-
coder, and early exits, is trained jointly in an end-to-end

VOLUME 14, 2026
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FIGURE 1. Overview of proposed algorithm: Depending on the
configuration of the edge device the autoencoder is inserted at different
points within the model (a. b. c), resulting in a different number of
possible early exit points.

fashion across all possible configurations. This training
strategy ensures that the shared components (especially the
autoencoder) learn to generalize effectively across different
activation shapes and semantic levels, while also allowing the
model to optimize performance holistically across edge-only,
hybrid, and cloud-only inference paths.

Figure 1 shows the overview of the proposed architecture.
An autoencoder is able to be inserted at different locations
(a, b and c) such that based on the current configuration, the
model has a different number of early exits which accelerates
the inference of the model.

A. AUTOENCODER

The autoencoder architecture comprises two convolutional
layers followed by non-linear activation functions. In the
encoder segment, the convolutional layer reduces the number
of input channels by a predefined factor. On the server
side, the decoder reconstructs the compressed feature maps
after the compressed data is transmitted from the parti-
tioning point. This design employs a shared autoencoder,
i.e., the same autoencoder is reused across multiple par-
titioning points, which can be adaptably selected during
deployment.

To accommodate varying input shapes at different par-
titioning points, the autoencoder adapts the number of
channels accordingly. The total number of parameters in the
autoencoder is given by niy - oy - k - k, where nip, and noy
denote the number of input and output channels, respectively.
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FIGURE 2. Architecture and processing of the proposed
runtime-adaptable autoencoder. Different tensor shapes can be
processed by selecting the corresponding channels of the convolutional
layer (encoder & decoder). Here three different tensor shapes are shown
(1st to 3rd partitioning point (PP)) with one Early Exit between en- and
decoder.

We further define the compression ratio as rge 1= :;:[ Here,
nip 18 set to the maximum possible number of input channels.
This processing is similar to the one, introduced in [15],
except that we omit the input tensor reshaping to the same
spatial size (quilting) and only slice the autoencoder weights
and output along the channel dimension, spare the quilting
reshaping step.

For example, if the model supports two partitioning points,
with intermediate tensor dimensions of 64 x 112 x 112 at
the first and 256 - 56 - 56 at the second, then nj, is
fixed at 256. To process tensors with fewer channels, the
autoencoder’s parameters are sliced channel-wise accord-
ing to the input tensor’s current channel dimension. The
overall processing mechanism of the shared autoencoder
for three distinct input configurations is illustrated in
Figure 2.

1) GRADIENT-AWARE JPEG

We adopt the compression pipeline proposed in [10], which
integrates an autoencoder with a JPEG-based compression
and decompression module at the partitioning point to reduce
the size of intermediate feature maps. Unlike the original
approach, which applies gradient skipping around the entire
JPEG block, our method applies gradient skipping only to the
non-differentiable quantization step of the Discrete Cosine
Transform (DCT) coefficients. This enables finer control

6837



IEEE Access

0. A. B. Berg et al.: BranchySplit: Runtime-Adaptable Partitioning and Early Exits

............................

Elidiict || =
Rl ' !
= |5 2 iwi g ! g 5‘
AR ERE=E ' A8 a
o oINS i N =2
W e T ' L Q
SINGE e
T Partitioning Point
¢ ]
gradient-skipping
-
= €
c @©
— S o =
B Ead P =) S| || =
| (O]
o 1T}
- =

gradient-skipping

-

Partitioning Point

l
DCT 6\ /
JPEG-quant.
_ZuogRe |
__Hutiman
_InvHtiman
_Imv-ZgZagRLE |
JPEG-Dequant.
\ IDCT /
!

FIGURE 3. Comparison of our JPEG compression pipeline during training
(b), inference (c) and in [9] (a).

over gradient flow and facilitates more effective end-to-end
training.

During training, we disable Run-Length Encoding (RLE)
and Huffman encoding, as both are lossless compression
techniques that can be applied during inference without
affecting model gradients or training dynamics. Since
the DCT and its inverse are differentiable, the entire
JPEG pipeline remains gradient-aware and supports full
backpropagation.

A visual comparison between our pipeline and the method
of [9] is shown in Figure 3, highlighting the key architectural
differences in gradient handling.

B. COMMUNICATIONAL COST AT THE PARTITIONING
POINT

The communication cost at the partitioning point is calculated
as:

h-w-c 8 1

Tae 32

3

Ccost = ,
JPEG
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The original feature maps, denoted as height times width
times number of channels (h - w - ¢) are compressed via
autoencoder (i.e. rye), 8-bit quantization and the JPEG-
compression ratio 7jpgG-

C. EARLY EXITS

We incorporate early-exit branches as lightweight classifica-
tion heads inserted at intermediate points within the network.
These exits allow the model to terminate inference early
when a prediction exceeds a predefined confidence threshold,
thereby reducing latency. Each exit head consists of a single
convolutional layer with 256 output channels followed by a
fully connected layer for classification.

Early exits are designed to limit any significant increase
in overall latency. Their placement balances the probability
of exiting early with the depth of the underlying network.
In general, the deeper an early-exit branch is placed, the
higher the likelihood of producing an output with comparable
accuracy [6].

One of the early exits is positioned at the partitioning point,
located between the encoder and decoder components of the
autoencoder-based compression module. In total, we support
up to three early exits, depending on the placement of
the autoencoder within the network. The number of active
exits thus ranges from one to three. The location of each
early exit branch is the same as the location of a possible
partitioning point. All computation beyond the partitioning
point is offloaded to a more powerful server-side device.

The exact configuration, i.e. the number and position of
exits and the partition point, can be adaptably adjusted based
on contextual factors such as energy availability on the edge
device. For example, under tighter energy constraints, the
autoencoder may be placed earlier in the network to reduce
edge-side computation. This adaptable behavior is illustrated
in Figure 1.

D. TRAINING PROCEDURE

We train our model in an end-to-end manner, incorporating
all early exit branches and all possible positions of the
adaptable autoencoder. The total loss function Ly is defined
as a weighted sum of the losses from each exit:

I-1

Liotat = Afunl - Leun + z Ai-Li “
i=0

Here, Lsy denotes the loss at the final exit of the network
(i.e., the default full-path output), and L; represents the loss
at the i-th early exit. The weights Ary and A; determine the
contribution of each exit’s loss to the total objective. The
index i ranges from 0 to / — 1, where [ is the number of early
exits.

This total loss incorporates all exits from all exit branches,
following the standard formulation used in early-exit model
training [5]. By aggregating the losses from all branches,
the model learns to maintain high performance across

VOLUME 14, 2026
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Algorithm 1 Training of model with all possible partitioning

points

Require: dataset ds, model M, autoencoder AE, loss func-
tion criterion, optimizer opt, number of partitioning
points num_pp, function to set and get batchnorm states
set_bn_states & get_bn_states

1: bn_states < []
2: for each (batch, target) in ds do
3: for i = 1 to num_pp do
4: Insert AE in M at partition point i
5: M <« set_bn_states(bn_states)
6: (v, y_branches) <— M (batch)
7: loss_total < 0
8: for each j, y, in y_branches do
9: loss_total <~ loss_total  +
criterion(yp, target) - A;
10: end for
11: loss_total <« loss_total  +  Agun
criterion(y, target)
12: loss_total .backward()
13: opt .step()
14: bn_states[i] < get_bn_states(M)
15: end for
16: end for=0

different exit points, thereby improving its robustness during
inference.

To support a runtime-adaptable placement of the autoen-
coder, all possible encoder positions are incorporated into
the training procedure. For each batch of training data,
we sequentially evaluate every valid autoencoder placement.
At each placement, the corresponding early and final exit
losses are computed and the gradients are re-propagated
accordingly. For every autoencoder placement configuration,
we hold a separate set of batchnorm statistics to mitigate
any performance loss due to conflicting normalization of
subsequent batchnorm layers.

During training, the total loss of the model is defined as the
sum of the losses computed at all exit branches corresponding
to the selected partitioning points. For each batch of training
data, the total loss is calculated across all exit branches and
used to update the model parameters for each partitioning
configuration. In this way, the model is jointly optimized with
respect to every exit branch and partitioning configuration,
ensuring that it performs consistently well across different
possible deployment scenarios.

This ensures that each training step updates the model
parameters with respect to:

« all early exit branches, and
« all possible autoencoder locations.

The overall training procedure is shown in Algorithm 1.

This comprehensive training enables the model to gen-
eralize across different runtime configurations by adaptably
adjusting the encoder’s position at inference time.
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V. RESULTS

A. EXPERIMENTAL SETUP

As edge device we employ an NVIDIA Jetson Orin Nano,
while the server-side computations are performed using
an NVIDIA RTX 4090 GPU. Our proposed algorithm is
evaluated under two communication protocols: 4G and Wi-
Fi. Table 2 summarizes the corresponding effective data rates.
We deploy the model on the edge device with half precision,
i.e. floating-point 16.

TABLE 2. Communication protocols and corresponding data rates.

Protocol 4G
Data Rate (Mbps) | 5.85

Wi-Fi
18.88

We evaluate our method using four backbone models:
VGG-16 (VGG), ResNet-50 (RN), EfficientFormerV2-S2
(EF), and ConvNeXT-Small (CN).

We choose the location of the early exit branches and
the possible partitioning points within the architecture of
the model, balancing the location of inserted branches, the
resulting exit probability and speed-up gains. We chose up
to 3 possible early-exit branches and partitioning points. The
number of partitioning points are pre-defined and can be
chosen before training.

For ResNet-50, the potential insertion points for the
autoencoder or early-exit branches are located after the
convolutional stem (PP1), after the first residual blocks
with the same channel count (PP2, i.e. 256 channels),
and after the subsequent residual blocks with expanded
channel count (PP3, i.e. 512 channels) [27]. For VGG-
16, the candidate insertion points are placed after each of
the first three max-pooling layers (PP1 to PP3). In the
case of EfficientFormerV2-S2, the possible insertion points
are: (1) after the first downsampling operation following
the initial two EfficientFormerV2 blocks (PP1), (2) after
the second downsampling following six EfficientFormerV2
blocks (PP2), and (3) after the third downsampling following
four more EfficientFormerV?2 blocks (PP3). For ConvNeXT-
Small, insertion points are defined before the first three
convolutional block that increases the number of feature
map channels, excluding the initial block at the beginning
of the architecture (PP1 to PP3). We conduct experi-
ments on two datasets: Caltech-256 and Tiny-ImageNet-
200. For all models trained on Caltech-256 our autoencoder
compresses intermediate feature maps channel wise with
a factor of 16. For tiny-ImageNet, we found the factor
of 16 only working for RN and VGG. For EF, we use
a factor of 8 and for CN, we use a factor of 10. All
models are trained end-to-end for 300 epochs. We use
the Adam optimizer for CNN-based architectures (RN and
VGG) and AdamW for transformer-based models (EF and
CN).

We found these settings of partitioning points, early exits
and compression balancing accuracy, exit rates and latency
reduction.
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All base model are pretrained on ImageNet dataset.
We conduct our training utilizing PyTorch 3.10 on an
NVIDIA RTX 4090 GPU. We obtain the accuracy values
testing our trained model on the corresponding test dataset
and the latency values by measuring the latency for each
configuration on the specified edge and server device. The
learning rate is set to 1 x 107> for all parameters within the
base model and 1 x 10~* for the autoencoder and early-exit
branches.

B. RESULTS

In this section, we present the results in terms of end-
to-end latency at each partitioning point, model accuracy,
the impact of early exiting, and achieved speed-ups. The
analysis is conducted across all evaluated models and datasets
under both 4G and Wi-Fi bandwidth conditions. Figures 5
and 6 show accuracy (y-axis) versus end-to-end latency
(x-axis) for all evaluated configurations: partitioned models
with early exits at each point, the All-in-Node setting
(execution entirely on the edge device), and the All-in-Server
setup (JPEG-compressed input sent directly to the server).
Results are presented for both 4G and Wi-Fi communication
protocols.

1) EARLY EXITING

The probability of an input taking an early exit across the
three partitioning points is reported in Figure 4 for both
datasets and all model architectures under study. We evaluate
three thresholds of the softmax output layer (0.7, 0.8, and
0.9). The results indicate that later exits are associated with
a higher likelihood of being taken, consistent with prior
findings [6]. Across all models and datasets, the cumulative
exit rate increases substantially, ranging from approximately
5% at the first exit of CN on Tiny-ImageNet to nearly 67% at
the third exit of RN on Tiny-ImageNet.

In order to balance accuracy and latency, we adjusted the
threshold of our exits across all configurations to stay in a
range of 2 percentage points of maximum accuracy drop from
the default accuracy, utilizing a validation set.

C. LATENCY - CALTECH-256

Overall, partitioning significantly improves latency com-
pared to the All-in-Server baseline, particularly under 4G
(Figures 5a and 6a). The impact relative to All-in-Node
and All-in-Server depends on both the model and the
chosen partitioning point. Notably, the All-in-Node solution
is unaffected by the communication protocol since no transfer
to the server occurs, whereas the All-in-Server solution is
sensitive to the bandwidth. For example, a VGG-16 All-in-
Server solution with Wi-Fi completes in around 6.9 ms end-
to-end, while under 4G it requires 17.9 ms. This pattern holds
across all models and both datasets (Figures 5 and 6).

For VGG-16 and ConvNeXT-Small, the fastest latency
under both 4G and Wi-Fi is achieved with PP2, reducing
latency by 47 % (VGG All-in-Node with Wi-Fi) and 51 %
(CN All-in-Node with Wi-Fi). Notably, for VGG under 4G,
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FIGURE 4. Cumulative early exit rates across both datasets for all models
under study.

PP1 is 18 % slower than All-in-Node, but under Wi-Fi it is
34 % faster.

For ResNet-50 and EfficientFormerV2-S2, PP1 provides
the fastest performance, yielding a 33 % latency reduction
(ResNet All-in-Node with Wi-Fi) and 53 % reduction (EF
All-in-Node with Wi-Fi). Importantly, for partitioned ResNet
models under 4G, only PP1 surpasses All-in-Node (5%
faster), whereas under Wi-Fi both PP1 and PP3 outperform
node (33 % and 10 %, respectively).

D. LATENCY - TinyImageNet-200

Overall, these results confirm that partitioning reliably
improves latency over server-only execution. Shallow splits
generally yield the best performance relative to node. The
optimal partition point depends on the model: 1PP is favored
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for ResNet-50 and EfficientFormerV2-S2, while 2PP is
preferred for VGG-16 and ConvNeXT-Small. Deeper splits
occasionally reduce performance relative to node, highlight-
ing the importance of carefully selecting the partition point.

Similar trends are observed for Tiny-ImageNet, with
partitioning substantially improving latency over server-only
execution and producing model-dependent effects relative to
node.

For VGG-16 and ConvNeXT-Small, PP2 achieves the
fastest latency for both 4G and Wi-Fi, reducing latency by
45% (VGG All-in-Node with Wi-Fi) and 48.8 % (CN All-
in-Node with Wi-Fi). Notably, VGG under 4G shows PP1
being 25.6 % slower than All-in-Node but 31.8 % faster under
Wi-Fi.

For ResNet-50 and EfficientFormerV2-S2, PP1 provides
the fastest configuration, achieving 31.7 % (ResNet All-in-
Node with Wi-Fi) and 51.9 % (EF All-in-Node with Wi-Fi)
speed-ups. Again, for partitioned ResNet models, under 4G
only PP1 surpasses All-in-Node (1.9 % faster), while under
Wi-Fi both PP1 and PP3 outperform node (31.7 % and 9 %,
respectively).

1) SPEED-UP EARLY EXIT VS NON EARLY EXIT

Compared to the split computing-only approach (e.g.,
BottleNet [9]), we evaluate the end-to-end latency speed-up
of each proposed partitioned model with early exits against
its counterpart without early exit at the same partitioning
point. Figures 7 and 8 show the resulting speed-ups for all
partitioning points across all models on the Caltech-256 and
Tiny-ImageNet datasets.

Caltech-256: For Wi-Fi, our approach achieves consistent
speed-ups across all models and partitioning points: VGG
(4 %-36 %), ResNet (6 %—26 %), EfficientFormer (0.2 %—
33%), ConvNeXT (0.2%-19 %). For 4G, VGG (5 %—
52 %), ResNet (8 %—42 %), EfficientFormer (0.2 %-34 %),
ConvNeXT (0.2 %-23 %).

Tiny-ImageNet-200: For Wi-Fi, VGG (4 %-32 %),
ResNet (6 %-30 %), EfficientFormer (0.2 %-34 %), Con-
vNeXT (0.2 %-21 %). For 4G, VGG (5 %—46 %), ResNet
(8 %—48 %), EfficientFormer (0.3 %-35 %), ConvNeXT
(0.2 %-27 %).

2) BANDWIDTH LATENCY ANALYSIS

Figure 9 reports the end-to-end latency (y-axis) of each
partitioned model across varying bandwidths (x-axis). Each
subplot corresponds to one of the four models under study,
with bandwidths ranging from 100 kbps to 250 Mbps.
As expected, increasing bandwidth consistently reduces
latency across all partitioning configurations. The all-on-
device setting remains constant, since no communication
overhead is incurred. In contrast, the all-in-server con-
figuration benefits significantly from higher bandwidth,
ultimately achieving the lowest latency. Specifically, the
all-in-server solution becomes the optimal choice from
the following bandwidth thresholds onward: ~63 Mbps
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FIGURE 5. Accuracy - latency plot for the 4 models under study trained
on caltech-256 dataset.

for VGG-16, ~192 Mbps for ResNet-50, ~72 Mbps for
EfficientFormerV2-S2, and ~71 Mbps for ConvNeXt-Small.

V1. DISCUSSION
The proposed method, which integrates early exit mecha-
nisms with split computing, consistently improves perfor-
mance across all tested models compared to an All-in-Server
and All-in-Node solution. As shown in Table 3, it achieves
notable latency reductions over both All-in-Node, All-in-
Server, and standard split computing baselines. The table
highlights the best partitioned architectures: for VGG and
CN, the second PP; for RN and EF, the first (under Wi-Fi,
trained on Caltech-256). For the comparison against the split
computing only approach (referred to as [9]), the third PP
is shown and compared against our approach with the same
setting. The latency speed-up gains are further visualized in
Figures 7 and 8, illustrating the benefit of incorporating early
exits into the split-computing paradigm.

The end-to-end latency of the proposed framework is
influenced by several factors: the choice of communication
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FIGURE 6. Accuracy - latency plot for the 4 models under study trained
on tiny-lImageNet-200 dataset.

protocol (e.g., 4G or Wi-Fi), the selected partitioning point
within the network, and the confidence-driven effectiveness
of early-exit branches. A key trade-off emerges between
exiting earlier in the model (which reduces computation and
offloading time) and the accuracy or confidence required
to do so. Early exits placed closer to the input are
computationally cheaper but less likely to produce confident
predictions, reducing the frequency at which they are utilized
(Figure 4).

The end-to-end latency is further influenced by the size of
the intermediate data at the partitioning point, the specific
location of this point (i.e., the computational latency of the
edge and server submodels), and the exit probability at each
early-exit branch. Consequently, under different bandwidth
conditions, the optimal partitioning point for achieving
minimal latency may vary. For instance, in partitioned
ConvNeXt models under low-bandwidth conditions (see
Figure 10), partitioning at PP1 yields the lowest latency when
bandwidth is below approximately 1 Mbps. As bandwidth
increases, however, partitioning at the second point (PP2)
achieves lower latency.
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FIGURE 7. Latency speed-up between SC and EE-SC for the 4 models
under study trained on caltech-256 dataset.

For instance, in the case of VGG-16 and ConvNeXT-Small
on Caltech-256 under Wi-Fi, the second partitioning point
yields the best overall latency. This is due to a favorable
balance between reduced feature map size (and thus lower
transmission cost), higher likelihood of confident early
exits, and the ability to offload a substantial portion of the
model to a more powerful server. However, this balance
varies depending on the model architecture, autoencoder
compression configuration, and communication bandwidth.
This highlights the importance of adaptivity and per-instance
decision-making in optimizing deployment scenarios.

During inference, network bandwidth may fluctuate due
to environmental factors, causing the optimal partitioning
point for minimal end-to-end latency to change. For instance,
in the case of the partitioned CN model (Figure 10), the
highest speed-up is achieved at the second partitioning point
when the available bandwidth exceeds 1 Mbps, whereas the
third partitioning point yields the lowest latency when the
bandwidth drops below 1 Mbps. At very low bandwidths
(e.g., around 0.35 Mbps), a fully on-device (all-in-node)
solution results in the lowest overall latency.

Furthermore, the selection of the partitioning point may
also depend on system-level constraints and optimization
objectives. For example, if the edge device lacks sufficient
energy to complete a full forward pass or to reach a
specific partitioning layer, an earlier partitioning point can
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FIGURE 9. Latency of partitioned models for varying bandwidth (100kbps
up to 250 mbps) across all models under study trained on caltech-256.

be chosen, offloading more computation to the server. This
decision depends on the target optimization goal, whether
minimizing total end-to-end latency, edge-device processing
time, or server-side utilization.

A. COMPARISON TO SPINN

Compared to SPINN [6], which also introduces parti-
tioning for early exits, our approach achieves a substan-
tially greater reduction in data size at the partitioning
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point. This improvement is enabled by the combination
of a shared autoencoder and a JPEG-based compression
pipeline [10]. SPINN employs an 8-bit quantization scheme
combined with LZ4 lossless compression, whereas our
compression pipeline achieves substantially higher com-
pression ratios and is fully integrated into the training
process.

For example, at the second partitioning point of ResNet50,
SPINN produces a data size of

256 - 56 - 56 - 8 bits - r7z4,

where r.z4 = 0.14 for Tiny-ImageNet in our experiments,
resulting in approximately 112 kB. In contrast, our compres-
sion pipeline produces

256 - 56 - 56 - 8 bits - rue - 1PEG,

with rpe = % and rjpeg =~ 0.1, leading to a total data size of
only ~ 5 kB.

We compare our proposed architecture against SPINN by
adapting our framework to use their compression pipeline.
Table 4 reports the speed-up at each partitioning point across
all models under 4G and WiFi conditions on the Caltech-
256 dataset. Our compression pipeline, when combined with
the proposed early-exit branches, consistently delivers higher
speed-ups across configurations.

B. LIMITATIONS

While our proposed algorithm achieves higher speed-ups
compared to existing methods (Table 4, Figures 7 and 8),
it also exhibits several limitations.

First, our compression pipeline requires the partitioning
points to be predefined in order to enable joint training of
the model and the compression components. In contrast,
the approach by Laskaridis [6] employs a simpler com-
pression pipeline that does not require joint optimization.
Since our training process occurs offline on a powerful
server, this constraint is considered acceptable for our use
case.
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TABLE 3. Speed-up of BranchySplit vs. server-only vs. node-only vs. Split-computing only across datasets, protocols and models for each partitioning

point.

Speed-Up All-in-Node
Speed-Up All-in-Server
Speed-Up Split-Computing [9]

VGG | RN EF CN
1.90 1.49 | 2.14 | 2.03
1.73 | 270 | 1.57 | 1.53
1.36 126 | 1.33 | 1.19

TABLE 4. Speed-up Comparison for our proposed framework versus
framework adapted to SPINN’s compression pipeline [6] with 4G & Wi-Fi
(4G/Wi-Fi).

VGG RN EF CN
PP1 | 11.78/6.79 | 9.10/4.27 1.93/1.28 | 6.47/2.99
PP2 | 7.90/3.31 10.56/7.59 | 1.45/1.08 | 3.88/2.03
PP3 | 7.98/3.60 6.68/3.15 1.17/1.01 | 1.30/1.06

During runtime, the model must position the autoencoder
before each inference at the selected partitioning point.
This setup introduces only a minimal latency overhead,
as each module can be independently combined prior to infer-
ence. In our experiments, employing a runtime-adaptable
forward-pass—where modules are flexibly combined at
runtime rather than fixed into a static edge submodel,
introduced a moderate latency overhead. Specifically, the
additional latency compared to the corresponding statically
partitioned models was 6.7% for ResNet50, 4.5% for
VGG16, 8.2% for EN, and 8.0% for CN. In this context,
a statically partitioned model refers to a configuration with
a fixed partitioning point that cannot be changed during
runtime.

Although adaptably combining submodules slightly
increases the overall latency, this overhead is a worthwhile
trade-off. The runtime-adaptable configuration enables the
selection of different partitioning points after deploy-
ment, allowing the system to adapt to changing runtime
conditions such as bandwidth fluctuations or device
constraints—capabilities that are not possible with static
models.

Another limitation arises from the fixed nature of the
possible partitioning point locations. Because the compres-
sion pipeline is jointly optimized with the model, inference
can only occur at these predefined points. This restriction
is necessary to achieve a realistic speed-up compared to
server-only inference, as aggressive compression requires
the model to adapt to potential information loss during
training.

We evaluated multiple partitioning configurations and
found the reported ones to provide the best trade-off between
end-to-end latency reduction and accuracy preservation. The
choice of possible partitioning points remains a manual
design decision, as the data size reduction and accuracy
degradation cannot be fully predicted beforehand. Early
exit models [5] and model partitioning algorithms [9]
showcase this by selecting and analyzing the exit branches or
partitioning point locations manually before training. Recent
works, utilize neural architecture search (NAS) for split
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computing to optimize a edge-server partitioned model [28],
however, this is out of the scope for our analysis and remains
future work.

Finally, our compression pipeline introduces a slightly
higher computational overhead than the method in [6].
Although the added parameters are minimal (e.g., ResNet50:
+1.18%), the average latency per forward pass, increases
slightly (ResNet50: +2.5%, VGG16: +1.7%, EF: +5.9%,
CN: +2.8% compared to the corresponding baseline
model latency). Nevertheless, this trade-off is justified by
the substantial overall latency reduction achieved through
data compression at the partitioning point (Figures 5
and 6).

VIl. CONCLUSION

In this work, we presented BranchySplit, a unified
framework that combines runtime-adaptable split com-
puting with early-exit mechanisms to accelerate deep
neural network inference in edge-cloud environments.
By enabling multiple partition points and confident early
predictions, BranchySplit reduces end-to-end latency while
maintaining model accuracy and improving memory
efficiency.

Our experiments on state-of-the-art models and benchmark
datasets under realistic 4G and Wi-Fi conditions demonstrate
consistent speed-ups over traditional All-in-Node and All-
in-Server baselines. These results highlight the potential of
combining runtime-adaptable partitioning and early exits for
latency-critical applications.

Importantly, this approach aligns with emerging 5G/6G
edge intelligence paradigms and can be extended beyond
vision tasks to other modalities and network architectures,
offering a flexible, scalable solution for efficient edge
inference.
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