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ABSTRACT

The proliferation of the Internet of Things (IoT) has driven
the deployment of Deep Learning models on constrained edge
devices. However, a fundamental conflict exists between the
computational demands of Deep Neural Networks (DNNs)
and the strict energy and processing limits of battery-operated
nodes. While intelligence partitioning offers a potential solution
by offloading computation to a server, practical deployment
is hindered by the structural barrier of modern DNNs, which
are characterized by intensive early-layer computation and
intermediate data expansion, creating critical bottlenecks in
distributed environments. This thesis presents a system-level
methodology to bridge the gap between algorithmic demands
and hardware constraints.

The research begins by identifying the governing parame-
ters of system efficiency through a systematic analysis method
and a Design Space Exploration (DSE) method. Based on
these core determinants, a co-design strategy is introduced
to overcome the structural barrier to partitioning. By synergis-
tically combining model- and data-level transformations, this
approach induces efficiency at potential partition points, signif-
icantly reducing node energy consumption and system latency.
Finally, the thesis proposes an accuracy recovery method to
effectively decouple node efficiency from application accuracy.
By shifting the paradigm from loss mitigation to compensation,
this reconstruction engine ensures that performance is main-
tained relative to the baseline accuracy even under extreme
optimization actions.

In summary, this thesis establishes a system-level methodol-
ogy for the efficient partitioning of DNNs. It demonstrates that
by operationalizing the presented formal design workflow, it is
possible to exploit the capabilities of resource-unconstrained
servers to maximize node battery life and minimize system
response time. This work lays the foundation for ubiquitous in-
telligence, enabling the deployment of advanced Al on resource-
limited hardware by transforming the structural limitations of
DNNs into opportunities for distributed efficiency.
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SAMMANFATTNING

Spridningen av sakernas internet (IoT) har drivit pa imple-
menteringen av djupinldrningsmodeller pa resursbegriansade
edge-enheter. Det finns dock en grundldggande konflikt mellan
berdkningskraven for djupa neurala natverk (DNN) och de strik-
ta energi- och processorgranserna for batteridrivna noder. Aven
om partitionering av intelligens erbjuder en potentiell 16sning
genom att avlasta berdkningar till en server, hindras praktisk
implementering av den strukturella barridren i moderna DNN-
arkitekturer. Denna barridr karaktariseras av intensiv berdkning
i de tidiga lagren och intermedidr dataexpansion, vilket skapar
kritiska flaskhalsar i distribuerade miljéer. Denna avhandling
presenterar en metodik pa systemniva for att 6verbrygga klyftan
mellan algoritmisk komplexitet och hdrdvarubegransningar.

Avhandlingen inleds med att identifiera styrparametrar-
na for systemeffektivitet genom systematisk analysmetod och
Design Space Exploration (DSE). Baserat pa dessa faktorer
introduceras en co-design-strategi for att 6vervinna barridren
mot partitionering. Genom att synergistiskt kombinera trans-
formationer pd modell- och datanivé induceras effektivitet vid
partitioneringspunkter, vilket minskar nodens energiférbruk-
ning och systemets latenstid. Slutligen foreslas en metod for
aterstéllning av noggrannhet for att frikoppla nodens effektivitet
fran applikationens precision. Genom skifte fran foérlustminime-
ring till kompensation sikerstéller denna rekonstruktionsmotor
att prestandan bibehélls mot referensvirden, dven vid extrema
optimeringar.

Sammanfattningsvis etableras en metodik pé systemniva
for effektiv partitionering av DNN-modeller. Den visar att ge-
nom att operationalisera det presenterade formella designflodet
ar det mojligt att utnyttja kraftfulla servrar for att maximera
nodens batteritid och minimera systemets responstid. Detta
arbete ldgger grunden for distribuerad intelligens och moj-
liggor implementering av avancerad Al pa resursbegransad
hardvara genom att omvandla strukturella begransningar i
DNN-modeller till mgjligheter f6r distribuerad effektivitet.
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ACRONYMS
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— Chapter 1 —

INTRODUCTION

The convergence of the Internet of Things (IoI) and advances in Arti-
ficial Intelligence has heralded a new era of ubiquitous computing,
where environments are not merely monitored, but understood. This
paradigm shift is largely driven by Wireless Vision Sensor Networks
(WVSN), which serve as the perceptual layer for a multitude of applica-
tions, including industrial automation, smart cities, and autonomous
systems. The capability of these "smart cameras" has been profoundly
amplified by the success of Deep Neural Networks (DNNs), which
have become the state-of-the-art for complex visual recognition tasks.

However, integrating deep learning into battery-powered edge
devices exposes a fundamental tension between the capabilities of
modern algorithms and the constraints of the hardware. While DNNs
demand significant computational resources, IoI' nodes are restricted
by small form factors, limited energy supply, and low processing
power. Due to the growing computational demands of modern com-
puter vision, existing deployment strategies often force a compromise
between the heavy resource requirements of Deep Learning models
and the strict constraints of IoIl' devices. This thesis resolves this
conflict by bridging the gap between model computational demands
and hardware limitations through a system-level methodology, a
formalized approach designed to transform traditional architectural
tensions into synergistic system-level efficiencies.

This thesis addresses the multi-faceted challenge of deploying
efficient (in terms of on-node energy consumption and end-to-end
latency) vision systems based on DNNs that ensure accuracy preser-
vation on constrained edge devices, bridging the gap between algo-
rithmic requirements and hardware limitations.

1.1 Background and Problem Motivation
Traditionally, IoT research focused on simple environmental mea-

surements (e.g., temperature), but Wireless Vision Sensor Networks
(WVSN) introduce data-intensive workloads where nodes process
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Chapter 1. Introduction

1.2 Research Mission and Objectives

The overarching mission of this thesis is to resolve the fundamental
conflict between model computational demands and hardware lim-
itations, enabling the deployment of efficient deep learning-based
vision systems on resource-constrained IoT nodes. This is achieved
by transforming the traditional processing—communication tension
into a synergistic system-level methodology. By operationalizing the
proposed formal design workflow, this research actively induces effi-
ciency and ensures accuracy preservation, effectively bridging the gap
between modern Deep Learning requirements and the constraints of
battery-powered hardware.

In the context of this research, efficiency is defined as the joint
minimization of on-node energy consumption and end-to-end latency.
Consequently, an efficient partition point is defined as a specific location
within the neural network architecture that allows the system to
operate under a distributed configuration while minimizing the
aggregate cost of these two metrics compared to full local or full
cloud execution. Conversely, accuracy preservation refers to the ability
of the distributed system to maintain inference performance near the
baseline accuracy (i.e., the performance of the original, non-partitioned
model).

Crucially,achieving these objectives requires a fundamental shiftin
design perspective: moving from component optimization to a unified
system-level co-optimization strategy. In this thesis, this strategy is
defined as one that treats local processing and data transmission
not as isolated tasks, but as tightly coupled interdependent variables.
Unlike component-level optimization, which might focus solely on
minimizing algorithmic FLOPs or maximizing channel throughput
in isolation, this holistic view seeks to optimize the aggregate cost
of the entire pipeline, recognizing that energy or latency saved in
computation is futile if it disproportionately increases transmission
overhead, and vice versa.

Rather than viewing hardware limitations and application ac-
curacy as static barriers, this research seeks to decouple these two
domains. The proposed accuracy recovery method introduces a sep-
aration of concerns within the formal design workflow, allowing
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1.3. Purpose and Research Questions

the optimization of processing and communication to be addressed
independently of accuracy concerns. By integrating a dedicated re-
construction module into the pipeline, the system can achieve peak
efficiency through aggressive system-level optimization, as the final
inference accuracy is no longer permanently tied to the accuracy loss
incurred during the partitioning stage.

This mission is achieved through a three-staged approach: first, by
characterizing the system interdependencies through the systematic
analysis method and DSE method to predictively identify the struc-
tural barriers that hinder partitioning within the design space; second,
by applying the proposed co-design strategy to induce efficiency at
non-efficient partitioning points; and third, by ensuring accuracy
preservation through the proposed accuracy recovery method.

1.3 Purpose and Research Questions

To fulfill this mission, the thesis explores the intersection of system
analysis and model optimization. The primary objective is to develop
a system-level methodology that provides the principles necessary
for the efficient and accurate deployment of distributed DNNSs. This
purpose is formulated through the following research questions:

* R.Q. 1: System Interdependence. How does input data impact
system efficiency, and how can this interdependence be used to
guide design space exploration (DSE) in distributed DNNs?

* R.Q. 2: Partitioning. How can efficiency be induced at intermediate
partition points that are otherwise non-viable in standard DNN
architectures?

* R.Q. 3: Accuracy Resilience. How can accuracy preservation
be ensured relative to the baseline accuracy when applying the
transformations required to induce efficiency at an intermediate
partition point?

This structured progression ensures that the thesis moves from
characterization (RQ1) to active intervention (RQ2) and, finally, to
performance restoration (RQ3), establishing a complete lifecycle for
distributed intelligence in constrained environments.
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Chapter 1. Introduction

1.4 Delimitations

To maintain a focused scope and ensure the scientific rigour of the
proposed framework, this research is subject to specific delimitations.
These boundaries are not merely restrictive but represent intentional
design choices made to isolate and address the core challenges of
distributed intelligence. Specifically, the scope of this thesis is defined
according to the following dimensions:

¢ Inference-Centric Optimization: This work focuses exclusively
on the inference phase. While model training is a prerequisite,
it is considered an offline task performed on high-performance
infrastructure. This choice was made because the primary energy
and latency bottlenecks in Iol' deployments occur during real-time
execution. By isolating inference, the research can more effectively
evaluate how the co-design strategy impacts the operational lifes-
pan of battery-operated nodes without the confounding variables
of training dynamics. This does not limit applicability, as the re-
sulting optimizations are compatible with any pre-trained DNN
architecture.

¢ Computer Vision as a Stress Test: The scope is strictly limited to
Computer Vision (CV) tasks, excluding domains such as NLP.
CV was chosen because image and video data represent the
most significant "data expansion" challenge in modern IoT, di-
rectly triggering the structural barrier identified with the DSE
method. By proving that the presented system-level methodology
can handle high-dimensional visual tensors, its applicability to
lower-bandwidth modalities (such as audio or vibration analysis)
is implicitly strengthened, as these domains face less aggressive
structural resistance.

¢ COTS Hardware Applicability: The study utilizes Commercial Off-
The-Shelf (COTS) platforms (e.g., Raspberry Pi, Intel NCS2) rather
than custom ASIC/FPGA designs. This choice prioritizes broad
reproducibility and ensures that the reported efficiency gains are
strictly attributed to the proposed system-level methodology, rather
than hardware-specific circuit optimizations. Consequently, the
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results remain highly applicable to existing industrial infrastructure,
providing a "software-defined" path to efficiency that does not
require hardware obsolescence.

¢ Analytical Communication Modeling: Communication perfor-
mance is estimated using established analytical models to evaluate
system behavior across diverse network technologies (e.g., WiFi,
LTE, LoRaWAN). While physical testbeds provide environmental
realism, analytical modeling allows for a broader DSE, covering a
wider range of bandwidth-to-latency ratios. This choice does not
diminish the results; rather, it establishes the theoretical bounds
within which the presented accuracy recovery method must oper-
ate, ensuring the framework’s resilience across any protocol that
satisfies these modeled constraints.

By defining these boundaries, the thesis ensures that the presented
formal design workflow is tested against the most representative bot-
tlenecks of edge Al The following chapters demonstrate that these
strategic choices provide a robust foundation for ubiquitous intelli-
gence, proving that the methodology’s core principles of efficiency
induction and loss compensation transcend the specific hardware
and data types used for validation.

1.5 Research Contributions

This thesis contributes a system-level methodology, providing the
formal resolution to the conflict between model computational de-
mands and hardware constraints in partitioned vision systems. The
contributions follow a progressive structure: first, a systematic analy-
sis method and a DSE method are used to analyze the impact of input
data on system efficiency, identifying the key variables and structural
barriers that enable the predictive modeling of on-node computational
costs; second, this understanding is used to actively induce efficiency
at the partition point, optimized for the joint reduction of on-node
energy consumption and system latency, via a co-design strategy; and
finally, an accuracy recovery method is introduced to ensure accuracy
preservation under extreme efficiency constraints. Together, these
contributions operationalize the presented formal design workflow,
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Chapter 1. Introduction

1.7 Outline

The remainder of this thesis is organized as follows:

Chapter 2 reviews the theoretical foundations and the current
state of the art, providing the necessary background on distributed
intelligence, energy modeling, and model optimization techniques
for resource-constrained environments.

Chapter 3 introduces a system-level methodology, which consti-
tutes the core theoretical framework of this research. It details
the presented formal design workflow (Fig. 3.4) and describes
the progression from initial characterization, using a systematic
analysis method and a DSE method, to the implementation of the
presented co-design strategy and the presented accuracy recovery
method.

Chapter 4 presents the experimental validation and synthesis of
results. It evaluates the impact of the proposed methods across
the five research papers (Papers I-V), demonstrating how the
methodology successfully addresses the trade-offs between on-
node energy, system latency, and accuracy preservation.

Chapter 5 concludes the thesis by summarizing the key findings
and contributions, discussing the implications of the results, and
suggesting directions for future research.
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— Chapter 2 —

FOUNDATION AND
RELATED WORK

This chapter establishes the theoretical framework and reviews the
state of the art in distributed intelligence and split computing. Rather
than a historical recounting, the analysis is structured to evaluate
how existing methodologies address the fundamental system-level
tension between computational load, communication overhead, and
inference accuracy:.

The chapter begins by formalizing the architectural topology and
the performance model that govern distributed execution. It then
reviews state-of-the-art approaches by categorizing them according to
their primary optimization targets, including partitioning strategies,
hardware acceleration, and data compression. Finally, the chapter
identifies structural limitations in existing literature that motivate the
methodology developed in this thesis.

2.1 Architectural Topology and Design Strategy

This thesis focuses on a strict Node-to-Server split computing model,
where the processing pipeline is distributed between a resource-
constrained IoT device and a high-performance external server. Unlike
fog or mesh computing paradigms, which introduce intermediate
layers, this topology represents the most extreme case of hardware
asymmetry.

This specific architectural choice dictates a dual-sided design
strategy: the system must strictly address the physical limitations of
the node while simultaneously exploiting the unbounded capabilities
of the server.

2.1.1 Constraint Mitigation at the loT Node

IoT end-nodes, typically based on Microcontrollers (MCUs) or low-
power processors, operate under strict computational and energetic
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2.2.1. Energy and Latency Formulation

This section formalizes the performance model used throughout
this thesis, adapting these interdependence principles to the specific
non-linear constraints of Deep Learning workloads.

2.2.1 Energy and Latency Formulation

The system is modeled as a distributed pipeline where a Deep Neural
Network is partitioned at a split point j. The total energy consumption
of the Iol node, Enyqe, is defined as the aggregate of the energy
required for local processing up to point j (Ep) and the energy required
to transmit the resulting intermediate representation (Ec):

J
ENode = Z Ep(D;-1,ti, Pp) + Ec(Dj, Cc) (2.1)
i=1
where D;_1 denotes the input data volume for task ¢; executed on the
hardware platform Pp, and D; represents the output data volume at
the partition point j, transmitted over the communication channel
Cc.
Similarly, the total system latency, Lsystem, is expressed as the sum
of node processing, transmission delay, and server-side inference:

J N
Lsystem = ZLP(Di—lrti/PP)+ Lc(Dj,Cc) + Z Ls(Dx-1, tx, Pp)
i=1 —  k=j+l
Communication
Node Processing Server Processing
(2.2)
where Lp, L¢c, and Lg correspond to the latency of local processing,
communication, and server execution, respectively.

2.2.2 Definition of System Efficiency

Formally, within the performance model derived in this section, Systermn
Efficiency is strictly defined as the joint minimization of on-node
energy (Enode) and end-to-end latency (Lsystem). Therefore, an efficient
partition point is mathematically defined as the topological location j
within the DNN architecture that minimizes a specific optimization
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Chapter 2. Foundation and Related Work

function across the entire search space. This implies identifying
the optimal solution among all candidate layers, rather than merely
outperforming the baseline extremes of fully local execution (j = N)
and full offloading (j = 0).

Crucially, this definition treats efficiency strictly as a hardware-
centric metric. This formulation originates from traditional distributed
vision systems, where the algorithmic performance was typically con-
sidered invariant. In such contexts, optimization focused solely on
resource usage without altering the task’s outcome. In this thesis, this
analytical framework is applied to systematically address each term
of the cost function within the context of DNN-based vision. However,
applying this model to Deep Learning introduces distinct analytical
challenges compared to traditional pipelines. In DNNS, the variation
of these governing parameters is rarely isolated; modifications in-
tended to reduce processing effort (Ep) or data volume (Ec) typically
alter the internal feature representation. This phenomenon creates a
fundamental efficiency—accuracy coupling, where the minimization of
system costs implies a direct risk to the inference precision.

2.3 State of the Art in Distributed Intelligence

The state of the art in distributed intelligence can be categorized by
the primary optimization target: the architectural partitioning of the
pipeline, the reduction of the computational burden, the minimization
of transmitted data volume, or the preservation of inference accu-
racy. This section reviews existing methodologies across these four
dimensions, analyzing their effectiveness in mitigating the resource
constraints of edge devices.

2.3.1 Distributed Inference and Partitioning Architectures

Research in this domain focuses on identifying the optimal distribu-
tion of computational tasks between the node and the server. The
fundamental objective is to determine a cut point within the DNN
execution graph that satisfies latency or energy constraints.

Static Partitioning Frameworks
The foundational frameworks in split computing formulated par-
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2.5.1. Identification of Research Gaps

Gap 2: Hardware Scalability

Split computing is fundamentally motivated by the need to relieve
constrained nodes from excessive computational responsibility. Yet,
many state-of-the-art strategies increase node-side computational
burden by embedding auxiliary neural components, adaptive con-
trollers, or mixed-precision management units directly into the IoT
node. Even when dedicated accelerators are available, such additions
elevate architectural overhead, thermal dissipation, and memory pres-
sure. For hardware platforms such as FPGAs and ultra-low-power
microcontrollers, this trend is problematic as custom encoders and
tightly coupled pipelines complicate synthesis and verification. The
literature therefore lacks solutions that reduce communication while
preserving architectural simplicity and predictability at the node.

Gap 3: Limits of Information Preservation in Dense Tasks

Existing compression methods, particularly those based on aggressive
quantization or latent bottlenecks, often result in the irreversible
loss of spatial and semantic detail. While this degradation may be
tolerable for simple classification tasks (e.g., ImageNet), it renders
the feature maps ineffective for spatially sensitive downstream tasks
such as Object Detection or Segmentation. Although Autoencoders
can be adapted for these scenarios, they predominantly operate on
a paradigm of information preservation. To maintain the geometric
fidelity required for bounding box regression, these methods must
constrain the aggressiveness of the compression to prevent structural
artifacts. Consequently, the literature reveals a lack of mechanisms
capable of accepting highly degraded, low-fidelity feature maps and
actively reconstructing the lost spatial details, limiting the potential
for extreme data reduction in data-intensive applications.

Gap 4: The Rigid Coupling of Efficiency and Accuracy

State-of-the-art frameworks, encompassing both model compression
and data reduction strategies, treat accuracy preservation as a local
constraint strictly bound to the optimization step. Whether reducing
data volume or quantizing network parameters, the resulting informa-
tion loss is currently treated as permanent. This perspective ignores
the potential to leverage the massive hardware asymmetry between
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Chapter 2. Foundation and Related Work

the IoT node and the server to break the link between efficiency and
precision. Consequently, the literature lacks strategies that approach
accuracy as a distributed system problem, failing to shift the recovery
burden to the server. As a result, node-side energy minimization
remains permanently coupled to the accuracy loss incurred during
partitioning, preventing extreme optimization regimes.

2.6 Scientific Positioning of the Thesis

This thesis resolves the conflict between computational demands
and hardware limitations by operationalizing a system-level method-
ology. By transitioning from system characterization to active ef-
ficiency induction and performance recovery, the research enables
high-performance partitioned vision on resource-constrained nodes.
This positioning is guided by four core principles corresponding to
the identified gaps:

¢ Characterization of the Structural Barrier: This work utilizes the
systematic analysis method and the DSE method to identify how
data intensity and architectural constraints prevent efficient par-
titioning. This characterization provides the basis to understand
why standard DNNSs lack inherently efficient partition points, es-
tablishing the necessity for the subsequent optimization strategies
proposed in this thesis.

¢ Induced Efficiency through Co-Design: Rather than relying on
complex encoders or searching for existing cuts, the co-design
strategy actively induces efficiency by coordinating extreme quan-
tization with structural model pruning. This approach overcomes
communication bottlenecks through synergistic transformations
that treat the neural representation and the data flow as a single,
co-optimized target.

* Node-Centric Simplicity: Priority is strictly given to strategies
that minimize the computational burden at the node to ensure
compatibility with battery-operated hardware. By operationalizing
the formal design workflow, emphasis is placed on lightweight
operations with predictable execution characteristics. This ensures
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that the presented optimizations remain grounded in the realities
of Commercial Off-The-Shelf (COTS) platforms, proving that effi-
ciency stems from algorithmic innovation rather than specialized
hardware logic.

¢ System-Level Decoupling: This principle leverages the hardware
asymmetry between the Iol' device and the server to break the
rigid link between efficiency and accuracy. Through the accuracy
recovery method, accuracy preservation is treated as a server-side
reconstruction task. This effectively decouples the design process,
allowing the node to be optimized for extreme efficiency without
being permanently bound to the baseline accuracy limit.

This positioning moves beyond the compromise-seeking paradigm
toward a principled methodology that enables extreme efficiency at
the node while preserving application accuracy. By transforming
structural limitations into opportunities for induced efficiency, this
thesis establishes a formal design workflow that bridges the gap
between modern algorithmic requirements and the constraints of
ubiquitous Iol environments.
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Chapter 3. Methodology

RQ1: System Interdependence ]

Key
parameters

y

Limitation
RQ1
addressed

Paper 1 Paper 2

RQ2: Partitioning

Limitation resolved Optimized

but not optimized solution RQ2
Paper 3 » Paper4
New

challenge

-
RQ3: Accuracy Resilience J

Challenge

overcome
( RQ3 )
Paper5 "\ addressed

Figure 3.1: Overview of the research process linking the included papers to the
Research Questions.

¢ A DSE method (co-developed in Paper II) that formalizes these
relationships to guide the selection of efficient partition points.

3.1.1 The systematic analysis method

To characterize the system interdependence, the presented systematic
analysis method isolates the fundamental input parameters governing
the pipeline, specifically image resolution and content density, and
traces their impact on the processing-communication relationship.
The analysis procedure involves:

¢ Input Parameter Variation: Systematically varying input config-
urations (e.g., varying resolution while keeping content constant,
and vice versa) to observe data flow fluctuations.

* Load Characterization: Measuring the resulting variations in two
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Chapter 3. Methodology

1. Pipeline Characterization: The vision pipeline is profiled to extract
the key metrics derived from a data flow analysis: the computa-
tional load (Operations) and the output data volume (D;) for each
task t;.

2. Constraint Application: An energy budget condition (¢) is applied
to filter the design space, identifying configurations that meet node
capabilities.

3. Exhaustive search: The method sweeps through candidate parti-
tion points j, estimating on-node energy consumption by combin-
ing the processing cost (derived from operations) and transmission
cost (derived from data volume).

This DSE method aims to provide the analytical structure to
estimate which actions are necessary, effectively translating the initial
data flow analysis into actionable design decisions for both traditional
and deep learning architectures.

Hardware

> specifications
(Ops/))

Estimated

01 02 03 ON processing
energy
Inputimage v
Energy budget Partitioning
t2 t3 [ In (g) solution
a
Estimated
Dl DZ D3 communication
energy
| Communication

Framework

Figure 3.3: DSE method used to determine the most energy-efficient partition point.
The pipeline is modeled as a sequence of tasks (t1, ..., fyn), each characterized by
a computational load in operations (o1, ...,0x) and an intermediate data volume
(D1, ...,DnN). The processing cost is derived from hardware specifications (oper-
ations per Joule), while the communication cost is estimated using a transceiver
framework. These costs are combined with an energy budget constraint (¢) to iden-
tify the optimal set of tasks that can be executed on the node before offloading.
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Chapter 3. Methodology

stage, the process returns to adjust the co-design strategy parame-
ters. This ensures that the final deployment never compromises the
required baseline accuracy, even when the accuracy recovery method
(QCNet) reaches its theoretical reconstruction limit.

Input baseline accuracy and
Efficiency constraints

|

Select candidate partitioning points
(applying practical heuristic)

!

( p
Efficiency Induction Stage Apply co-design strategy
(data/model optimization)

|\ J

{ 1 3\

Measure on-node energy
consumption and System latency

Adjust co-design Sysﬁem
parameters efficiency
met?
—
Compensation Stage i No

Accuracy
preservation
achieved?

No
Evaluate accuracy

Accuracy
acceptable?

Apply accuracy recovery

method (QCNet)

‘( Optimized partitioned model
'L Node and Server subnetworks

Figure 3.4: Formal design workflow illustrating the decoupled "Induce-and-
Compensate" process. The Efficiency Induction Stage (top) operationalizes system-
level constraints through co-design and partitioning heuristics. Subsequently, the
Accuracy Recovery Stage (bottom) employs QCNet to mitigate precision loss. The
red dashed feedback path ensures system reliability by readjusting co-design pa-
rameters only when the recovery capacity is exceeded.
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3.2 RQ2: Partitioning

The second research question targets the management of high com-
putational and data demands in early DNN layers. Building on the
insights from RQ1, which identified computational load and interme-
diate data volume as the primary determinants of system efficiency,
the methodology for RQ2 focuses on actively manipulating these
specific variables to enable partitioning.

Rather than relying on fixed architectures limited by the structural
barrier, the presented co-design strategy simultaneously reduces the
volume of data transmitted to the server and the processing load
on the node. This approach, explored in Papers III and 1V, applies
transformations at two levels: data-level transformation via extreme
quantization and model-level transformation via structured pruning.

3.2.1 The Co-design Strategy

Data-Level Transformation: Targeting Data Volume

To address the communication bottleneck (Ec and L¢),a data-reduction
pipeline termed "Waist Tightening" is implemented at the potential
partition point. The method investigates the impact of transforming
the feature map f; through a three-stage process:

* Quantization (Q): Reducing the numerical precision of feature ac-
tivations to minimize the bit-width per element. The methodology
evaluates a range of bit-widths, extending to extreme binary (1-bit)
representations.

* Bit-Packing (P): Consolidating the quantized low-bit values into
dense standard data types to maximize channel payload efficiency.

* Lossless Compression (Z): Applying algorithms such as zlib to
exploit the statistical redundancy of the packed data.

The objective of this pipeline is to minimize the transmission payload
¢j, directly targeting the data volume to enhance system efficiency.
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Model-Level Transformation: Targeting Computational Load

Simultaneously, to address on-node energy and latency constraints
(Ep and Lp), structured pruning is applied to the network layers
assigned to the Iol node (layers 1 to j). This step is a core component
of the co-design strategy, as it involves setting entire filters to zero
based on a target sparsity ratio, effectively inducing structured sparsity
without altering the physical network topology. This transformation
serves a dual methodological purpose:

1. Load Reduction: It directly decreases the number of operations
required for local inference, optimizing the first term of the energy
model (Ep and Lp).

2. Sparsity Induction: By reducing model density, pruning increases
the abundance of zero-valued activations. This strategy is based on
the principle that the redundancy induced through pruning can
persist through the bit-packing process, enabling the subsequent
lossless compression stage (Z) to exploit repetitive patterns for
enhanced data reduction.

The integration of these steps establishes the co-design strategy,
designed to force the emergence of an efficient partition point by
aggressively reducing the two key cost drivers identified in the
systematic analysis method.

3.3 RQ3: Accuracy Resilience

The optimization strategies explored in RQ2, specifically extreme
quantization, are designed to aggressively minimize communication
overhead. However, from a theoretical perspective, reducing data
precision (e.g., to 1-bit) inherently results in the degradation of feature
map representations due to information loss. This poses a fundamen-
tal risk to the model’s baseline accuracy. The third research question
addresses accuracy preservation by recovering feature map fidelity
without re-introducing computational burden at the IoT node.
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3.3.1. The Accuracy Recovery Method: Design Strategy

Node partition Server partition

- _1_ _———
System output

Inputi_mage
Pruned Layers
1toj

h
&
N_'n
+
<
&
[Dequantization|
™
.
[Layers j+7 to N|

Channel C

Figure 3.5: Partitioned DNN with combined pruning and feature-map quantization.
Pruning reduces the on-node computational load (operations), while quantization
and compression (P + Z) minimize the transmission payload c; (data volume) over
the channel C.

3.3.1 The Accuracy Recovery Method: Design Strategy

To address the accuracy degradation identified in RQ2, the presented
accuracy recovery method departs from standard loss mitigation
strategies (such as conservative quantization, Quantization-Aware
Training (QAT), or learned on-device encoding) which either constrain
compression ratios or increase computational burden at the node to
preserve signal integrity.

Instead, this work establishes a server-side reconstruction paradigm
through the accuracy recovery method. This design choice effectively
decouples the design process: rather than performing interleaved opti-
mization and accuracy validation, the workflow enables the aggressive
induction of efficiency by optimizing on-node energy consumption
and end-to-end latency in the first stage, with accuracy preservation
addressed as a separate, subsequent recovery phase. By shifting the
burden of accuracy recovery to the server, the system can reach peak
operational efficiency without the design-time overhead of constantly
balancing it against immediate accuracy loss.

3.3.2 Feature Reconstruction via QCNet

To operationalize this strategy, the accuracy recovery method is im-
plemented through the Quantization Compensator Network (QCNet).
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3.3.3. Iterative Architecture Search and Training Method
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Figure 3.6: Processing pipeline for partitioned inference with accuracy recovery. The
IoT node performs extreme quantization (e.g., 1-bit), while the server-side QCNet
module reconstructs the feature map fj’ before passing it to the subsequent layers.

process by avoiding repeated retraining but tends to select more
complex architectures capable of high-fidelity reconstruction without
requiring immediate server-side fine-tuning.

Approach 2: Optimal Efficiency via Post-Adaptation Evaluation

This protocol integrates the fine-tuning step (10 epochs) within the
search loop. Every candidate architecture is trained in isolation,
integrated, and the server is adapted before performance evalua-
tion. This allows simpler, lightweight architectures (which might
initially underperform) to meet the accuracy target by leveraging
the server’s adaptability. While computationally more intensive dur-
ing the search phase, this approach successfully identifies the most
parameter-efficient QCNet configuration capable of restoring baseline
accuracy.
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3.4 Summary

This chapter has established the conceptual foundations of the system-
level methodology. It presents the systematic analysis method and
the DSE method as the investigative basis for identifying system
bottlenecks and design opportunities. These findings are then oper-
ationalized through the formal design workflow, which integrates
the co-design strategy and the accuracy recovery method to actively
induce efficiency and ensure accuracy preservation, effectively over-
coming the structural barriers inherent in standard DNN architectures.
The specific experimental setups, including hardware specifications
and configuration parameters, are detailed alongside their correspond-
ing results in the following chapters.
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Chapter 4. Results

Table 4.4: Experimental configurations for Paper Il

Parameter Range / Values Objective

Application Types Traditional Image Processing ~ Compare contrasting data flow
(2) and CNN-based (2) patterns

Tested Applications People Counting, Particle De-  Validate DSE across different
tection, AlexNet, VGG-16 complexities

Communication Protocols
Energy Constraints (€)

Partition Stages

BLE 5.0, 802.11n, GPRS, HSPA,
LTE Cat.1/Cat.4, LoRa, NB-IoT
5 Levels (0.00005 ] to 0.5 ] per
sample)

Sequential task-level cuts (n =
4 to n = 9 depending on app)

Map energy-efficiency across
varied ranges

Link battery life to duty cy-
cle/offloading

Identify optimal offloading
points

significantly, revealing inherent energy-efficient cut-points that can
be exploited without further data or model transformations.

In sharp contrast, CNNs exhibited a structural barrier. The early
convolutional layers were found to generate the peak data volume
of the entire network while simultaneously demanding the highest
computational effort. Consequently, partitioning within these layers
resulted in higher total energy consumption than simply transmitting
the raw input image (Partition 1). Crucially, the analysis indicated that
standard hardware optimizations (e.g., shifting from floating-point
to fixed-point arithmetic), which might offer up to 4x processing
efficiency, were insufficient. To make partitioning viable in CNNs, an
energy reduction of more than an order of magnitude (> 10x) was
required.

This quantitative finding, derived from the DSE method (Paper
II), provides the definitive answer to why standard offloading fails
for Deep Learning. It proves that efficient partition points in CNNs
cannot be found through passive search; they mustbe actively induced
through aggressive transformations that attack both data volume and
model computational load simultaneously, motivating the co-design
strategy explored in RQ2.

4.2 RQ2: Partitioning
The second research question evaluates whether active transforma-
tions can actively induce efficiency at potential partition points in

Deep Neural Networks, effectively overcoming the structural barriers
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4.3.5. Structural and Semantic Reconstruction

(a) High-Fidelity Reconstruction

(b) Feature Regeneration

Figure 4.9: Comparison of QCNet recovery modes: (a) high-fidelity reconstruction
from partial structure versus (b) feature regeneration from total structural collapse.

(a) Saliency with Original Fea- (b) Saliency with Recon-
tures structed Features

Figure 4.10: Grad-CAM saliency maps for the "sunglasses" class, comparing un-
compressed baseline features with QCNet-reconstructed features from 1-bit data.
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