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ABSTRACT With the growing number of IoT devices generating data at the edge, there is a rising
demand to run machine learning (ML) models directly on these resource-constrained nodes. To overcome
hardware limitations, a common approach is to partition the model between the node and a more
capable edge or cloud server. However, this introduces a communication bottleneck, especially for
transmitting intermediate feature maps. Extreme quantization, such as 1-bit quantization, drastically
reduces communication cost but causes significant accuracy degradation. Existing solutions like full-model
retraining offer limited recovery, while methods such as autoencoders shift computational burden to the
IoT node. In this work, we propose Quantization Compensator Network (QCNet)—a lightweight, server-
side module that reconstructs high-fidelity feature maps directly from 1-bit quantized data. QCNet is used
alongside fine-tuning of the server-side model and introduces no additional computation on the IoT node.
We evaluate QCNet across diverse vision models (ResNet50, ViT-B/16, ConvNeXt Tiny, and YOLOv3
Tiny) and tasks (classification, detection), showing that it consistently outperforms standard dequantization,
autoencoder-based, and Quantization-Aware Training (QAT) approaches. Remarkably, QCNet achieves
accuracy close to—or even surpassing—that of the original unpartitioned models, while maintaining a
favorable accuracy—latency trade-off. QCNet offers a practical and efficient solution for enabling accurate
distributed intelligence on communication- and compute-limited IoT platforms.

INDEX TERMS QCNets, quantization compensation networks, 1-bit quantization, feature map
reconstruction, server-side reconstruction, accuracy recovery, system partitioning, edge computing, Internet
of Things (IoT), deep vision, tiny ML, deep learning.

I. INTRODUCTION

The widespread adoption of the Internet of Things (IoT) has
brought forth a surge in demand for deploying deep learning
(DL) models on resource-constrained devices. These devices,
often tasked with running complex applications such as image
classification, object detection, and speech recognition, face
significant challenges due to their limited computational
power, energy resources, and communication bandwidth [1],
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[2], [3]. The inherent tension between the computational
demands of modern deep learning models and the severe
limitations of IoT devices necessitates innovative solutions
for efficient and effective inference [4].

One promising solution lies in intelligence partitioning
(or split computing), where neural network computations are
split between an [oT node and an edge server [5], [6]. This
paradigm allows for leveraging the strengths of both ends:
initial processing on the lightweight IoT Node and more
intensive computations on the resourceful edge server [7].
However, an intuitive motivation for this approach reveals
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a critical data transmission trade-off. For a standard 224 x
224 input image, a compressed JPEG can range from as
low as 5 KB (at 30% quality) to 50 KB (at 100% quality).
In contrast, the uncompressed intermediate feature maps
generated from this same 224 x 224 input are significantly
larger, ranging from approximately 147 KB to 200 KB in our
models. This challenge is compounded for higher-resolution
inputs (e.g., 416 x 416), where not only does the feature map
size scale accordingly, but the on-device JPEG compression
itself also incurs a non-trivial computational cost. Therefore,
the fundamental challenge is clear: the intermediate data
must be aggressively compressed to make split computing
viable. These resulting high-dimensional feature maps incur
substantial communication overhead, creating challenges
for bandwidth utilization, energy efficiency, and latency in
wireless transmission [8], [9], [10].

To alleviate these challenges, various feature map com-
pression techniques, including aggressive quantization meth-
ods, have been developed for transmission [11], [12].
Techniques such as 1-bit quantization, as explored in this
work and others [13], [14], can significantly reduce data
size, leading to improved energy efficiency and lower
transmission costs. However, this aggressive compression
inevitably results in substantial information loss, degrading
the accuracy of the neural network [15], [16], [17]. While
retraining the model after quantization (Quantization-Aware
Training - QAT) can partially mitigate this loss, it often fails
to fully restore the original accuracy for extreme quantization
levels, particularly for precision-critical tasks. Simpler Post-
Training Quantization (PTQ) methods often face even greater
accuracy challenges, despite ongoing research to improve
their efficacy [18], [19].

This trade-off between data compression and accuracy
retention represents a fundamental limitation in existing
approaches to intelligence partitioning. Models that rely on
extreme quantization of transmitted features often suffer
from degraded inference performance, undermining their
applicability in real-world scenarios where accuracy is
paramount [8], [20]. Moreover, conventional strategies to
address this issue, such as post-quantization retraining or
using autoencoders for feature compression and reconstruc-
tion, frequently introduce additional computational overhead
on the IoT node, increase system latency, and still may fail to
fully recover the original model’s accuracy.

Collectively, these challenges reveal a critical problem:
while extreme feature map compression (e.g., 1-bit quan-
tization) is essential for bandwidth- and energy-efficient
transmission in IoT-edge systems, existing techniques fail
to optimally reconcile: (1) communication/energy reduction,
(2) model accuracy preservation, and (3) computational
feasibility on constrained devices. This creates an urgent
need for a mechanism that compensates for aggressive
compression-induced information loss without adding com-
putational load to the IoT Node, enabling accurate, low-
latency server-side inference while remaining agnostic to the
IoT Node.
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In response to these challenges, we propose the Quan-
tization Compensator Network (QCNet), a novel server-
side solution designed to specifically address the accuracy
degradation caused by extreme 1-bit quantization of feature
maps during their transmission from an IoT Node. QCNet
operates on the edge server, leveraging its computational
resources (including GPU acceleration) to reconstruct the
original fidelity of the feature maps from their heavily
quantized and subsequently decompressed (e.g., via UnZIP,
unpacking) counterparts. By learning an effective inverse
mapping of the information loss induced by the 1-bit
quantization, QCNet aims to restore the neural network’s
accuracy without imposing any additional computational
load on the resource-constrained IoT node or significantly
increasing overall system latency, distinguishing it from
methods that modify the on-device processing. This is
followed by a fine-tuning step of the server-side network
partition to adapt to the characteristics of the restored feature
maps.

The core objectives of this study are twofold: first, to eval-
uate the effectiveness of QCNet in compensating for the
information loss introduced by extreme 1-bit quantization,
and second, to investigate the trade-offs between accuracy
restoration, system latency, and computational efficiency in
distributed IoT systems. To this end, we explore various
QCNet architectures, including convolutional, transpose
convolutional, and transformer-based decoders (the latter
being relevant given the success of transformers in various
restoration tasks [21]), and analyze their performance under
different partitioning scenarios and data complexities using
the Tiny ImageNet-200 dataset [22], [23].

This paper makes the following key contributions:

- Introduction of QCNet: We present QCNet, a scalable
and efficient server-side approach to restoring accuracy in
distributed inference systems by compensating for the effects
of extreme 1-bit feature map quantization.

- Comprehensive Evaluation: We conduct extensive
experiments across diverse neural network architectures and
datasets, including Tiny ImageNet-200, analyzing QCNet’s
impact on accuracy, latency, and system performance. Its
efficacy is demonstrated through comparisons with sev-
eral baseline solutions: a direct dequantization approach
(RefBase, inspired by [15]), a generic autoencoder-based
method for feature reduction and restoration (RefAE), and a
full-network fine-tuning approach using Quantization-Aware
Training (RefQAT).

- Insights into Trade-offs: We provide a detailed exam-
ination of the trade-offs involved in deploying QCNet,
highlighting its advantages over traditional methods and
its competitiveness with established feature compression

techniques such as BottleNet [8].
The remainder of this paper is organized as follows.

Sec. II reviews related work on deploying deep learning
models on resource-constrained devices, existing quantiza-
tion techniques, and feature map handling in distributed
systems. Sec. III describes the design and implementation
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of QCNet, including our exploration of efficient QCNet
architectures, and the experimental setup. Sec. IV presents
the experimental results. Sec. V discusses the implications of
our findings, analyzes the scope and limitations of our work,
and discusses its relevance to real-world IoT deployments.
Sec. VI concludes the paper with a summary of our key
findings and contributions. Finally, an Appendix provides
two comprehensive tables detailing the architectural and
training hyperparameters for all conducted experiments.

Il. RELATED WORK

Early research on offloading deep learning computations
from resource-constrained IoT devices to edge or cloud
platforms primarily focused on partitioning the network
layers without altering the intermediate data format. Neu-
rosurgeon [5] was the first approach to dynamically split
DNNs to optimize latency and energy efficiency, yet trans-
mitted large, uncompressed feature maps that could saturate
network bandwidth. Although this approach preserved base-
line accuracy, the sheer size of intermediate data limited
scalability and responsiveness under real-world conditions.
The general challenges of deploying DL on edge devices,
including resource constraints and the need for optimized
data transmission, have been extensively reviewed [3], [12],
[24].

A. SPLIT COMPUTING AND FEATURE COMPRESSION

Subsequent methods introduced feature map reduction
to alleviate communication overhead. BottleNet [8] and
its successor BottleNet++ [25] applied spatial and chan-
nel compression combined with lossy encodings, while
Deep Compressive Offloading [9] leveraged a learned
encoder—decoder pair. More recent works like Franken-
Split [11] propose efficient neural feature compression using
variational bottlenecks for mobile edge computing, aiming
to significantly reduce bitrate. Other approaches optimize
bottleneck sizes within CNNs for split computing in a
one-shot manner to reduce transmitted data by encourag-
ing sparse outputs [26]. However, a critical drawback of
these encoder-based methods is that the compression logic
must run on the resource-constrained IoT Node, adding
significant computational overhead and latency—a problem
our server-only QCNet approach is explicitly designed to
avoid. Some research also explores alternative transmission
schemes, such as the pseudo-analog transmission proposed
by Xuetal. [10] (FeatureCast), to improve the quality of
wireless feature map transmission by optimizing for task
performance rather than MSE. These methods markedly
cut transmission costs, but as compression ratios grew,
subtle yet measurable accuracy drops emerged. Despite
careful compression-aware retraining, the original precision
was rarely fully regained—these schemes accepted a small
accuracy penalty in exchange for lower latency and band-
width usage. The impact of such aggressive compression on
system reliability has also been noted, with studies showing
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significant accuracy degradation and increased vulnerability
under aggressive strategies [17].

B. FEATURE QUANTIZATION AND ITS LIMITATIONS

To push efficiency further, works like SPINN [27] and
MSFC [28] integrated quantization, early exits, and
multi-scale feature merging. The field of feature map
quantization itself has seen diverse developments. For
instance, Lee and Kim [18] developed feature map-aware
activation quantization for low-bit networks by dividing
activation maps into regions and adaptively setting scale
factors. Choi et al. [4] proposed HLQ, a hardware-friendly
logarithmic quantization-aware training (QAT) technique
shown to be effective on Tiny-ImageNet, while Kim and
Kim [29] focused on improving log-scale post-training quan-
tization (PTQ) by changing the order of log transformation
and quantization. WAPS-Quant [19] further refines low-bit
PTQ using weight-activation product scaling. Others, like
Singh et al. [30] with their Q-Net Compressor, explore adap-
tive quantization precision levels, and Kang et al. [31] used
genetic algorithms for energy-aware mixed-precision quan-
tization in Processing-In-Memory architectures. Bao et al.
[32] also pursued mixed-precision PTQ with a feature map
alignment strategy. While powerful, the goal of these methods
is to optimize the quantization process itself on the [oT Node,
aiming to minimize information loss and make the quantized
representation more robust. Our approach is fundamentally
different: we accept the information loss from aggressive
1-bit quantization and focus on reconstructing the original
data’s fidelity on the server.

For video data, Cai et al. [14] demonstrated highly effi-
cient 3D convolution feature compression, achieving 1-bit
representation by integrating quantization directly into
network training along with temporal prediction coding.
Hussien et al. [13] also explored learning fault-tolerant 1-bit
representations for distributed inference in IoT by focusing
on discriminative binary features. Some works even combine
transform-based methods like Discrete Wavelet Transforms
(DWT) with QAT to create lightweight models [33], or use
quantization within specialized hardware accelerators with
adjustable feature map compression ratios [34].

Meanwhile, SC2 [23] provided a systematic benchmark,
demonstrating that even sophisticated supervised compres-
sion often failed to maintain exact baseline accuracy once
feature maps were heavily reduced. Moreover, highly aggres-
sive quantization strategies—often employing a range of
low-bit precision levels reaching down to 1-bit—or pruning
techniques [15], [16] managed to achieve extreme data
savings (e.g., up to 99% reduction) but also observed that
recovering the original model’s precision was non-trivial.
Across these varied approaches—ranging from learned
encoders and autoencoders to multi-task fusion and selective
pruning—the pattern persisted: strong compression consis-
tently introduced a slight but stubborn accuracy deficit. The
challenges are further compounded in dynamic scenarios,
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leading to research in dynamic split computing-aware mixed-
precision quantization [7] and efficient partitioning for
complex models like hybrid Vision Transformers [21]. Even
approaches like Federated Split Learning incorporate model
pruning and gradient quantization to reduce overhead on edge
devices [35].

Overall, the literature reveals a central, recurring dilemma:
existing solutions force a choice between high commu-
nication costs (no compression), reduced model accuracy
(compression/quantization), or increased on-device compu-
tational load (on-device encoders). Our work, QCNet, carves
a new path by directly addressing the accuracy degradation
on the server side. Instead of preventing information loss,
we compensate for it. This distinguishes our method from
virtually all prior work, as summarized below in Table 1.

lil. METHODOLOGY

In this section, we describe the methods and experimental
setup used to evaluate the proposed Quantization Compen-
sator Network (QCNet) for enhancing image classification
and object detection accuracy on resource-constrained IoT
Nodes.

We define our terminology as follows: The ‘loT Node’
(or simply ‘node’) refers to the resource-constrained end
device where initial model computations were performed.
The ‘Server’ or ‘Edge Server’ will be used interchangeably
to denote the more computationally capable remote resource;
in our context, this typically refers to a device with more
processing power than the node, which could range from an
intermediate network—edge server to a cloud-based platform.
The term ‘Fine-tune server’, particularly when used in
diagrams or process descriptions (e.g., Fig. 4), denotes the
specific action of fine-tuning the server-side model partition
to adapt it to the characteristics of the incoming (often
reconstructed) feature maps.

The methodology in this work follows a two-stage work-
flow. The first stage, System Development and Accuracy
Validation, is conducted entirely on a single development
PC. In this stage, a pre-trained model is prepared for its
conceptual partition by integrating any necessary components
(e.g., data reduction and recovery modules) and performing
the required training or fine-tuning procedures. The final
task accuracy of the complete, end-to-end model is validated
in this simulated environment. The second stage, Latency
Benchmarking, occurs only after a model with an acceptable
accuracy level is finalized. At this point, the model is split
into its two partitions. To measure their execution latency,
these partitions are benchmarked independently on their
respective target hardware (Raspberry Pi 5 and server). The
node-side partition is benchmarked using the original input
images, while the server-side partition is benchmarked using
a set of pre-generated feature maps that simulate the data
it would receive after transmission. The communication
latency itself is then simulated separately based on the final
data size of these feature maps. Our methodology covers
the configuration of the base models and their partitioning,
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the proposed data reduction pipeline incorporating 1-bit
quantization and QCNet-based reconstruction, the definition
of the comparison methods (RefBase, RefAE, and RefQAT),
and the overall experimental setup and evaluation framework.
Figure 1 illustrates the core data processing pipeline of
our proposed method. It shows the sequence of operations
on both the IoT Node—where feature maps (f;) undergo 1-
bit quantization (Q), data packing (P), and ZIP compression
(Z)—and the Edge Server. On the server side, after decom-
pressing (Z —1) and unpacking (U) the received data (c;),
our proposed Quantization Compensator Network (QCNet)
is introduced. This module’s sole purpose is to reconstruct
the feature maps towards their original fidelity before they
are passed to the remaining layers of the primary network.
This diagram provides a clear overview of how QCNet is
integrated to solve the problem of information loss.

Node partition J Edge partition

Input image

2
8
-
+
»
&
o
@
—

Layers 71 toj
System output

Channel C

FIGURE 1. lllustration of the proposed QCNet-based data processing
pipeline. The node partition executes the initial model layers to produce
feature maps (f;), which are then aggressively compressed via 1-bit
quantization (Q), packing (P), and ZIP compression (Z) before
transmission. On the server partition, the data (c;) is decompressed

(Z—1), unpacked (U), and then fed into our proposed Quantization
Compensator Network (QCNet). The QCNet module reconstructs the
high-fidelity feature maps (f/), which are subsequently processed by the

remaining model layers. This architecture enables efficient distributed
inference by minimizing communication costs while restoring accuracy
through server-side reconstruction.

A. PROBLEM FORMULATION

The problem addressed in this paper centers on the effective
deployment of deep neural networks in a partitioned system,
which consists of a resource-constrained ‘IoT Node’ and a
computationally powerful ‘Edge Server’. In this paradigm,
aneural network is split at a layer j, where the initial layers are
executed on the Node and the remaining layers on the Server.

The primary challenge arises from the communication link.
Transmitting the intermediate feature maps, fis from the Node
to the Server creates a significant bottleneck. A common
and effective strategy to mitigate this is to apply aggressive
data reduction techniques, specifically 1-bit quantization,
which converts the rich feature maps f; into a compact binary
representation, d;.

However, this aggressive compression leads to a critical
trade-off: while communication costs are drastically reduced,
the severe information loss results in a significant degra-
dation of the final task accuracy. Conventional approaches
to mitigate this accuracy loss are inadequate. Simply
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TABLE 1. Comparison of QCNet with key related work paradigms.

Method Main Focus Complexity Location Added IoT Overhead Main Drawback

Neurosurgeon [5] Latency-aware Splitting Server None High communication cost due to uncom-
pressed data transmission.

BottleNet [8] Feature Compression via Autoencoder ~ Device (Encoder) & Server High (Runs encoder) Adds significant computational load and la-

QAT Methods [4], [18] Minimize Quantization-induced In- Device & Server

formation Loss

QCNet (Ours) Server-Side Feature Reconstruction

Device (Simple Quantization)
& Server (Reconstruction)

tency to the IoT Node.

Fails to fully recover accuracy for extreme
quantization (e.g., 1-bit).

Requires dedicated computational resources
on the server side for reconstruction.

None (at inference)

None (Trivial operation)

fine-tuning the model to adapt to the quantized data—from
the server-side only approach (RefBase) to full-network
Quantization-Aware Training (RefQAT)—often fails to fully
recover the original performance. Conversely, employing
complex on-device modules like compression autoencoders
(the principle of RefAE) violates the core constraint of
minimizing computational load on the IoT Node.

Therefore, the specific problem studied in this paper is
formally defined as: How to design a mechanism that resolves
this trade-off? The requirements for such a mechanism are:

1) It must operate exclusively on the server side to impose
zero additional computational overhead on the IoT
Node.

2) It must be capable of accurately reconstructing a
high-fidelity representation of the feature maps from
the extremely compressed 1-bit data received.

3) Its ultimate goal is to restore the end-to-end task
accuracy to a level near or equal to the original, un-
partitioned model.

Our proposed methodology, centered on the Quantization

Compensator Network (QCNet), is designed as a direct
solution to this formally stated problem.

B. BASELINE CLASSIFIERS AND PARTITIONING

We use three classifiers as baseline models to evaluate
the proposed approach and its alternative solutions. The
selected classifiers span various architectures, ranging from
traditional convolutional neural networks to more recent
transformer-based models, ensuring a comprehensive analy-
sis. All models, except for ViT, were obtained from the Keras
Applications library [36], while ViT was obtained from a
Vision Transformer library specifically designed for Keras
and TensorFlow [37]. These models were originally trained
on the ImageNet 10k dataset and were subsequently retrained
to adapt them to our specific dataset (Tiny ImageNet).

The classifiers include:

o ResNet50 (RN50): A residual network with 50 layers
designed to mitigate vanishing gradient issues, enabling
deeper architectures.

o ViT-B/16 (VTB16): A vision transformer with 22 lay-
ers leveraging self-attention mechanisms for image
classification.

o ConvNeXt Tiny (CNXT): A modern CNN with 158 lay-
ers inspired by transformer design principles, achieving
competitive performance on vision tasks.
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FIGURE 2. Example of partition point selection for ResNet50 based on
early data reduction. Chart shows output data size (Bytes) vs. network
stage. Point 6 (arrow, e.g., after pool1_pool) was chosen due to the
significant drop in data volume, optimizing communication cost.

These classifiers provide a robust foundation for assessing
the performance of QCNet and its ability to reconstruct
feature maps effectively across diverse architectures.

The selection of the partition point for each model was
guided by the dual perspectives of balancing processing cost
and minimizing communication overhead. Consequently, our
general strategy favored partitioning early in the architecture,
particularly where feature map dimensions undergo signifi-
cant reduction, thereby lessening the communication burden
(Fig. 2).

For instance, in ResNet50, this condition is met at point 6,
providing substantial early data reduction. ViT, however,
lacks such early reduction points, leading us to select point
4—immediately following the first transformer block—as a
logical architectural division. Conversely, ConvNeXt Tiny
presents its most significant data reduction much later,
at point 29. Although this deviates from an early partition
strategy, selecting this point enables the exploration of
partitioning with more semantically rich feature maps, adding
another dimension to our study while still benefiting from
considerable data volume decrease.

After determining the partition points, our focus shifts
to minimizing the data size at these points to optimize
communication efficiency.

C. INFORMATION AND DATA REDUCTION

The intelligence partitioning strategy introduces a new cost
component at the IoT Node: communication overhead.
To address this cost, it is essential to minimize the size
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of the data to be transmitted. Therefore, a combination of
quantization, data packing, and compression techniques is
applied at the node partition. These methods collectively
achieve substantial data reduction, enabling efficient data
transmission to the server.

Firstly, 1-bit quantization is employed to binarize the
feature maps. This is a static thresholding operation where the
threshold, u, is a global constant pre-calculated for each base
model. To obtain it, we perform a calibration pass, feeding
the entire training dataset through the frozen node-side model
and capturing all intermediate feature maps at the partition
point j. The mean of this complete data distribution is then
taken as the single threshold p used for all inferences. This
static, data-driven approach was deliberately chosen over
more complex adaptive or per-channel thresholding methods
to ensure the quantization process itself adds minimal-to-
zero computational overhead to the resource-constrained IoT
Node, a core design objective of this work. The quantization
process for a given feature map f; to produce the binary map
d; is formally defined as:

1 iffi(x,y) > n
0 otherwise

di(x,y) = [ (D

where f;(x, y) is the value at a specific location in the feature
map.

Subsequently, data packing is performed after quantiza-
tion, where each group of eight 1-bit values is packed into
a byte. Finally, data compression is performed using ZIP to
further reduce the size of the packed data. After these steps,
the resulting data packet is transmitted from the IoT Node to
the edge server.

On the server side, this data must be processed. In a simple
baseline approach, the data is decompressed and unpacked.
However, due to the extreme information reduction caused
by the 1-bit quantization, a simple dequantization step cannot
recover the original details, which severely impacts the
performance of the model. The Quantization Compensator
Network (QCNet) is introduced to specifically address this
severe information loss, aiming to reconstruct the feature
maps to a much higher fidelity, as detailed in Sec. III-D.

D. OVERVIEW OF THE PROPOSED APPROACH

The proposed approach aims to restore the accuracy lost
during the extreme 1-bit quantization process by introducing
a Quantization Compensator Network (QCNet). This net-
work is designed to reconstruct the feature maps towards
their original form after they undergo quantization, packing,
and compression on the IoT Node. QCNet is integrated
immediately after the decompression and unpacking steps on
the server side, acting as a dedicated compensator that learns
to reverse the information loss from quantization (Fig. 1).
Specifically, it learns to reconstruct essential feature details
and value distributions from the binary input maps, enabling
the subsequent layers of the original network to operate
effectively.
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The core hypothesis is that by reconstructing feature maps
to resemble their pre-quantized state, QCNet can achieve
classification accuracy levels close to those of the original
model, all while keeping the computational and transmission
overhead minimal. Unlike existing methods that rely on
dequantization and fine-tuning the server side to compensate
for quantization loss—which often fails to fully restore
accuracy—QCNet provides a more targeted solution, learn-
ing to reconstruct a higher-fidelity representation directly
from the quantized input maps.

1) QCNET ARCHITECTURES
We designed and evaluated three distinct QCNet
architectures—Convolutional (C-QCNet), Transposed Con-
volutional (TC-QCNet), and Transformer-based (T-QCNet).
These variants explore different feature reconstruction
strategies based on distinct processing paradigms: C-
QCNet relies on standard convolutions for local feature
refinement, TC-QCNet employs transposed convolutions
common in decoder-like structures, and T-QCNet utilizes
self-attention for context modeling, employing either global,
local, or hybrid attention mechanisms, based on the standard
Transformer encoder architecture [38]. For our systematic
architectural search, key tunable hyperparameters were
defined for each variant: for C-QCNet and TC-QCNet, these
included the number of blocks () and a multiplier for scaling
filters (f,,) and adjusting strides (s;,). Similarly, for T-QCNet,
the tunable parameters included the number of global (n,)
and local (n;) transformer blocks, the number of attention
heads (heads), the feedforward layer dimension (ffdim), and
the embedding dimension (embdim).

These architectures are constructed using different core
building blocks, adapting to input dimensionality:

- ConvBlock: Employs a standard Convolution layer (either
Conv2D or Conv1D based on input rank), followed by Batch
Normalization and an activation function.

- TransposeConvBlock: Utilizes a Transposed Convolution
layer (either Conv2DTranspose or ConvlDTranspose),
also with Batch Normalization and activation.

- TransformerBlock: Implements a Transformer encoder
layer (Multi-Head Self-Attention, Feed-Forward Network,
LayerNorm, Residuals). We utilize two variants of this
block: a Global version where the self-attention mechanism
processes the entire input sequence, and a Local version
where attention is restricted to a smaller, localized window
of the input. The final T-QCNet architecture can consist of
a sequence of only global blocks, only local blocks, or a
combination of both, as detailed in Table 6 of the Appendix.

Insights from our initial comparative evaluation (detailed
in Sec. IV-B), which highlighted the strong and comparable
performance of both the C-QCNet and TC-QCNet architec-
tures, motivated the design of a refined, hybrid architectural
template for the main experiments (Exps. 3—-6), which we
term H-QCNet (Hybrid QCNet). The H-QCNet design modi-
fies the original C-QCNet by prepending an initial Transpose
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Convolution layer (adapted to the input dimensionality, e.g.,
ConvlDTranspose or Conv2DTranspose, with con-
figurable kernel size and strides) before the main sequence
of standard ConvBlock modules. This design combines
the upsampling capability of transposed convolutions—a
beneficial trait observed in TC-QCNet—with the efficient
feature refinement of the standard convolutional blocks. The
specific configuration of an H-QCNet, such as the number of
ConvBlock modules, varies across experiments as detailed
in Table 6 of the Appendix. Figure 3 depicts one such
instance, specifically the multi-block architecture employed
for Experiments 3 and 4.

Quantized Feature map
(197,768)

| Conv1DTranspose |

1(394,1152)

| Conv_Block1D_1 |

(394,1152)

[ conv_BlockiD_2 |

1 (394,1152)
I Conv_Block1D_3 |

(394,1152)

[ conv_BlockiD 4 |

1 (394,1152)
| Conv1D |

l (197,768)
Reconstructed Feature map

FIGURE 3. Architecture of the H-QCNet (Hybrid QCNet) variant used with
the ViT-B/16 base model in Experiments 3 and 4. This network, composed
of six main stages, employs 1D operations suitable for ViT's sequence-like
outputs. It consists of an initial ConviDTranspose layer, followed by four
ConvBlock1D modules, and concludes with a point-wise conv1D layer to
restore the original channel dimension.

All three architecture types conclude with a final
point-wise convolutional layer (1 x 1 kernel, linear activation)
responsible for mapping the processed features back to the
original input channel dimension. The detailed layer-by-layer
structure for the final selected H-QCNet configurations used
in Experiments 1-6 is provided in Table 6 of the Appendix.

2) ARCHITECTURAL SEARCH APPROACHES

We explore two iterative approaches for selecting and
integrating the QCNet architecture into the baseline model
(see Fig. 4). The key difference between them lies in the point
at which model performance is evaluated and how fine-tuning
is incorporated into the process.

Approach 1 begins by initializing the parameters of
the candidate architecture with minimal values. QCNet is
trained independently, without integration into the baseline
model. After training, the system’s classification accuracy
using this QCNet prior to server fine-tuning is evaluated.
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If the performance does not match or closely approach
the reference accuracy, the parameters are adjusted and the
training is repeated. This loop continues until the target
performance is reached. Once a suitable architecture is found,
QCNet is integrated into the primary model, and a final server
fine-tuning step is performed to adapt the main network to the
reconstructed feature maps.

Approach 2 also starts by initializing the parameters
to minimal values and training QCNet separately. How-
ever, instead of evaluating accuracy immediately, server
fine-tuning is performed right after the initial training. The
performance is then measured only after this adaptation step.
If the accuracy still falls short of the reference, the process is
repeated—adjusting parameters, retraining, fine-tuning, and
re-evaluating—until the desired accuracy is achieved.

These two approaches reflect different philosophies: one
emphasizes architecture quality before integration, while the
other evaluates effectiveness after full system adaptation.

In both approaches, the architectural search follows a
manual, iterative process guided by a systematic expansion
methodology. The search begins with a minimal architectural
configuration (e.g., a single core block). If the performance
target is not met, the architecture’s complexity is incre-
mentally increased in the next iteration (e.g., by adding
blocks or increasing filter multipliers). This iterative process
continues until one of three stopping criteria is met: (1) the
system’s accuracy surpasses that of the original, unparti-
tioned baseline model; (2) the accuracy reaches within a
1-percentage-point margin of the baseline and subsequent
architectural expansions yield no further improvement; or
(3) the accuracy stagnates over several iterations, indicating
that a performance ceiling has been reached for that particular
model. This approach effectively searches for the simplest
architecture that meets the optimal possible performance

criteria.
" Int te
Select QCNet Train n :s;ﬂ © = Ref N Fine-tune
architecture separately Accuracy? Server
Get accuracy
1 No

(a) Approach 1

Integrate [
Select QCNet Train and Get
architecture separately Fine-tune accuracy
Server

t

~Ref
Accuracy?

No

(b) Approach 2

FIGURE 4. QCNet Architectural Search Approaches. (a) Approach 1:
Search for an architecture that matches or closely approaches the
baseline model accuracy prior to server fine-tuning. (b) Approach 2:
Search for a QCNet architecture that achieves performance close to
baseline after server fine-tuning.

3) TRAINING AND PARAMETERS

The training process involves two distinct stages with
different configurations, as summarized in Table 2. First, the
QCNet module is trained independently in a self-supervised
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manner. Subsequently, the server-side partition is fine-tuned.
To clarify, this fine-tuning is not performed on the server
partition in isolation. Instead, we construct a full, end-to-end
model and freeze the weights of all layers except for the server
partition. This composite model is then trained on the final
task, ensuring that only the server component learns to adapt
to the reconstructed feature maps produced by the pre-trained
QCNet.

The independent training of QCNet is performed in a self-
supervised manner. It requires a dataset of paired feature
maps: the 1-bit quantized maps (d;) serve as the input data,
and the original, pre-quantized maps (f;) serve as the ground
truth target. In our experiments, to generate this dataset,
we processed the entire training split of the respective dataset
(e.g., all 100,000 images for TinylmageNet-200) through
the frozen, node-side part of the pre-trained base model.
This self-supervised approach provides a crucial flexibility,
which we term label independence. Because the training
process only requires pairs of feature maps and not the
original ground truth class labels, QCNet can be trained on
any available set of relevant images. This is a key strength
of our approach, as it decouples the QCNet training from
the original (and potentially sensitive or proprietary) labeled
training dataset. For example, a QCNet module could be
trained or updated using a large corpus of unlabeled, publicly
available images, even if the baseline model was originally
trained on a private, labeled dataset.

QCNet was then trained to minimize the difference
between its output and the ground truth pre-quantized
maps, essentially learning to reconstruct the higher-fidelity
representation from the quantized input, as depicted in Fig. 5.

While both training stages employed the Adam optimizer,
they differed significantly in key hyperparameters, as detailed
in Table 2. Data augmentation was applied only during the
server fine-tuning stage to enhance generalization for the
final classification task. This included a standard set of
geometric transformations, such as random rotations, width
and height shifts, shearing, zooms, and horizontal flips.
Specifically, QCNet training used Mean Square Error (MSE)
and incorporated early stopping to prevent overfitting. Early
stopping monitored the validation loss computed on a held-
out 20% subset of the feature-map pairs drawn from the
training split, with training halted once the validation loss
failed to improve for several consecutive epochs. In contrast,
server training used Sparse Categorical Crossentropy, applied
a learning rate warm-up phase, and ran for a fixed number of
epochs without early stopping.

E. COMPARISON WITH ALTERNATIVE SOLUTIONS

To evaluate the effectiveness of QCNet in mitigating accuracy
degradation from extreme (1-bit) quantization, we compare it
against three widely used alternative strategies applied at the
partition point: RefBase, RefAE, and RefQAT (Fig. 6). All
strategies, as implemented for our comparison, incorporate
lossless ZIP compression on the data transmitted between the
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fj: Original Features
d;: Quantized Features
f'j: Reconstructed Features|

Node-Side Model
(Layers 1toj)

Reconstruction
Loss
(MSE)

1-bit Quantization

Backpropagation

(a) Training Data Generation (b) QCNet Training

FIGURE 5. The self-supervised training process for QCNet. (a) Training
Data Generation: Pairs of original feature maps (f;) and their 1-bit
quantized versions (d;) are generated using the frozen node-side model.
(b) QCNet Training: The module learns to reconstruct the original features
by taking the quantized maps (d;) as input and minimizing the MSE
between its output (f;.’) and the ground truth (f)-).

TABLE 2. General training settings for QCNet and server fine-tuning.

Parameter QCNet Server
Optimizer Adam Adam

Loss Function MSE Sparse CCE

LR Schedule ReduceLROnPlateau  Poly Decay + Warm-up
Early Stopping Yes (patience 10) No
Warm-up No 5 epochs

Data Augmentation No Yes

Note: Training hyperparameters like epochs, batch size, and learning rates are detailed
in Table A.2.

node and server partitions to further reduce communication
overhead.

The first solution, RefBase, involves fine-tuning the
server partition after 1-bit quantization (at the node par-
tition) and subsequent standard dequantization (at the
server partition). In this approach, the server-side model
component is fine-tuned to adapt to the information loss
introduced by quantization, without adding specialized
compression/reconstruction modules beyond dequantization.
This method serves as a strong baseline, demonstrating
the accuracy recovery potential achievable through model
adaptation alone. The fine-tuning process follows the same
‘Server’ hyperparameters detailed in Table 2 to ensure a fair
comparison.

The second solution, RefAE, employs an autoencoder with
an encoder at the node partition compressing features and
a decoder at the server partition reconstructing them after
transmission (including intermediate ZIP compression). Its
training begins by pre-training the autoencoder components
(encoder and decoder) independently using a reconstruction
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FIGURE 6. Comparative overview of the four partitioning solutions
evaluated in this work, illustrating the data flow from the node partition
to the server partition. (a) The RefBase approach applies standard 1-bit
quantization and dequantization, relying on server-side fine-tuning.

(b) Our proposed QCNet approach replaces the dequantization step with
a dedicated reconstruction network (QCNet) to restore feature fidelity.
(c) The RefAE approach uses a learned encoder on the node to produce a
latent representation, which is then compressed. This compressed
representation is later decompressed and reconstructed by a decoder on
the server. (d) The RefQAT approach uses an end-to-end training strategy
that allows the server model to directly interpret the quantized features
without a separate dequantization block. In all four approaches, ¢;
represents the data to be transmitted from the node to the server.

loss. Subsequently, the pre-trained autoencoder is integrated
into the base model, and then the complete network is trained
end-to-end using the final classification task loss.

Our RefAE baseline is implemented as a 3+3-layer
Convolutional Autoencoder adaptable to sequence or image
inputs. It achieves a 2 x spatial reduction (via a single strided
convolution in the encoder) and a 2x channel reduction (at
the bottleneck layer), resulting in a 4 x overall data reduction
factor before lossless compression. The symmetric decoder
reconstructs the features using transposed convolutions, with
Batch Normalization used throughout and typically a linear
output activation. This relatively shallow architecture was a
deliberate design choice, inspired by principles in works like
BottleNet, to create a baseline that is competitive in terms
of node-side latency, thus ensuring a fair, multi-objective
comparison.

The third solution, RefQAT, is a strong baseline based on
Quantization-Aware Training (QAT). In this approach, the
entire partitioned model—both the node-side and server-side
partitions—is fine-tuned end-to-end. During the training’s
forward pass, the 1-bit quantization step is simulated, allow-
ing all layers of the model to adapt to the quantization noise.
This method represents the upper bound of performance
achievable without a dedicated reconstruction module.

Evaluating QCNet alongside these established methods
allows for a comprehensive assessment of its performance,
highlighting its potential advantages for feature recon-
struction and accuracy recovery in resource-constrained
distributed systems.
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F. EXPERIMENTAL PROCEDURE

Our experimental evaluation is structured progressively
across six experiments. We begin by exploring QCNet
architectures and training/integration strategies on a reduced
dataset to identify the most promising configuration (Experi-
ments 1-2). This selection is then validated on the full dataset
(Experiment 3), followed by a detailed comparison against
standard baseline methods (RefBase, RefAE, and RefQAT)
including accuracy and latency analysis (Experiment 4).
Finally, we benchmark our approach against results from
specific related works (Experiments 5-6). To ensure the
reliability of our findings, multiple independent training runs
were conducted for the main experiments. For our primary
comparative analyses in Experiment 3 (Fig. 9), Experiment 4
(Fig. 10), and the feature reconstruction analysis (Tab. 5),
we report results as mean =+ standard deviation. For the
remaining experiments (Exps. 1-2, 5-6), the reported metric
is the mean of the runs. All latency metrics are the mean of
100 independent runs to account for system jitter.

1) STRATEGY AND ARCHITECTURE EXPLORATION ON
SUBSET

The initial experiments (Exps. 1-2) focus on identifying
the most effective QCNet training/integration strategy and
architecture. Using a reduced dataset (TinyImageNet with
5 classes) for efficient exploration, we first evaluate the three
proposed QCNet architectures (C-QCNet, TC-QCNet, and T-
QCNet) using two different training and integration strategies
(Approach 1 and 2). By directly comparing the resulting
classification accuracy, we determine the superior approach
and the most promising architectures.

2) FULL DATASET VALIDATION AND FINAL ARCHITECTURE
SELECTION

Following our initial exploration, Experiment 3 validated the
H-QCNet architecture on the full TinyImageNet-200 dataset
to test its effectiveness on a larger task. We use the search
strategy from Sec. III-D2 to find the optimal H-QCNet
configuration (e.g., number of blocks, filter multipliers). This
step finalizes the best H-QCNet configuration for the main
comparison against alternative solutions in Experiment 4.

3) COMPARISON WITH ALTERNATIVE SOLUTIONS

Experiment 4 conducts a comprehensive comparison between
the selected QCNet approach (best architecture and strategy
from Exp. 3) and the standard baseline methods, RefBase,
RefAE, and RefQAT, using the full TinylmageNet dataset
and the ViT-B/16 base network. The primary goal is to
evaluate the trade-offs between classification accuracy and
system efficiency. First, we assess the final task accuracy
achieved by each partitioning solution (QCNet, RefBase,
RefAE). Second, we perform a detailed latency analysis
measuring distinct time components: node-side inference and
data compression time (on a Raspberry Pi 5), simulated
communication time (using Long-Term Evolution (LTE)
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Cat.4, and additionally for Bluetooth Low Energy (BLE) 5),
and server-side processing time (including decompression,
QCNet inference if applicable, and subsequent model pro-
cessing on an NVIDIA GeForce RTX 3090 GPU).

4) BENCHMARKING AGAINST BOTTLENET

To contextualize QCNet’s performance against related work
focused specifically on feature compression at partition
points, Experiment 5 replicated the experimental setup of
the BottleNet [8]. Using the MinilmageNet dataset (100
classes) and their specified model architecture and partition
point, we implement our QCNet-based partitioning solution.
We then compare its performance directly against the
reported BottleNet results in terms of classification accuracy
and data reduction ratio achieved.

5) BENCHMARKING ON OBJECT DETECTION WITH YOLOV3
TINY

Finally, Experiment 6 extended our evaluation to object
detection, benchmarking QCNet against a prior study that
employed the RefBase method for partitioning a YOLOvV3
Tiny model [15]. We replicate their specific setup on a Foot
Detection dataset [39], partitioning the model at layer 5.
A key aspect of this benchmark is the study’s particularly
challenging 2-bit quantization scheme. Due to a non-optimal
distribution of quantization levels, this method results in
aggressive information loss. Assessing QCNet under these
demanding conditions therefore provides an interesting test
case for its ability to reconstruct features from severely
degraded representations. We integrate our QCNet solution
and compare the resulting object detection performance
(mean Average Precision, mAP) against the reported RefBase
results to evaluate its potential. This final benchmark is
particularly relevant, as it tests QCNet’s ability to preserve
accuracy in latency-sensitive detection tasks where such
aggressive quantization might be considered necessary.

IV. RESULTS

In this section, we present the results of the experiments
conducted to evaluate the effectiveness of the Quantization
Compensator Network (QCNet) in reconstructing feature
maps after 1-bit quantization. The experiments follow the
procedure detailed in Sec. III-F, designed to answer the
research questions posed in Sec. I and to compare the perfor-
mance of QCNet with existing methods. The baseline models
used in this study span a variety of architectures, including
convolutional, transformer-based, and hybrid designs. Before
presenting the detailed results, Tables 2, 6, and 7 provide
a comprehensive overview of the training settings, QCNet
architectural configurations, and hyperparameters used in our
main experimental validations.

A. EXPERIMENTAL SETUP
This section outlines the hardware and software configu-
rations used to evaluate the proposed approach, detailing
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the setup for the node partition, server partition, and the
communication framework between them.

1) NODE PARTITION

The node partition computations are performed on a Rasp-
berry Pi 5 (RPi 5). This device was chosen for its energy
efficiency and its representativeness of resource-constrained
IoT environments. To accommodate the limited memory and
computational resources, the node-side model components
operate using FP16 precision (converted from FP32), offering
reduced inference time and memory usage, while generally
preserving task accuracy.

2) SERVER PARTITION

The server partition computations ran on a high-performance
server equipped with an NVIDIA GeForce RTX 3090 GPU,
an Intel Core i9-10900K CPU @ 3.70 GHz, and 32 GB
of RAM. This capable hardware supports the potentially
demanding server-side model components and the additional
processing required by feature reconstruction methods like
QCNet or RefAE decoding.

3) COMMUNICATION FRAMEWORK

Data transmission between the node and server partitions was
simulated using technology parameters for LTE Category 4
(Cat.4) [40], following the modeling approach described by
Krug and O’Nils [41]. LTE Cat.4 was selected as it provides
realistic latency characteristics and sufficient throughput for
potential target applications like intelligent camera systems.

4) SOFTWARE ENVIRONMENT

All code is implemented in Python 3.9 using the framework
TensorFlow 2.10 [42]. TensorFlow was chosen for its
versatility, extensive deep learning support, and ease of
implementing custom layers and architectural configurations
as required by QCNet and the baseline methods.

B. COMPARISON OF ARCHITECTURAL SEARCH
APPROACHES (EXPS. 1-2)
The initial experiments compared the two architectural search
approaches detailed in Sec. III-D2 (Approach 1 and Approach
2), using the 5-class TinylmageNet subset for efficiency.
We applied both iterative approaches to find suitable con-
figurations for the three proposed QCNet architecture types:
Convolutional (C-QCNet), Transposed Convolutional (TC-
QCNet), and Transformer-based (T-QCNet). Figs. 7 and 8
visualize the comparative results, presenting bar charts for
each base model (ResNet50, ViT-B/16, ConvNeXt Tiny).
Each chart contrasts the accuracy after standalone QCNet
training (blue bars) with the final system accuracy after the
subsequent server fine-tuning step (pink bars). The original
model’s baseline accuracy is shown for reference (green
dashed line).

Approach 1 (Exp. 1), which iteratively optimizes
QCNet based on its standalone performance before final
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FIGURE 7. Performance evaluation of Experiment 1 using Architecture Search Approach 1 on a 5-class subset of TinylmageNet. Classification accuracy is
shown after integrating different QCNet types into base models that were first modified to include a quantization layer at the chosen partition point.

fine-tuning, generally required relatively complex QCNet
configurations involving multiple core blocks (e.g., between
1 and 6 ConvBlocks, TransposeConvBlocks,
or TransformerBlocks in our tests) and varied filter
multipliers (from 1x to 3x) to achieve high standalone
accuracy (blue bars in Fig. 7) for models like ResNet50 and
ViT-B/16. The final fine-tuning step (pink bars) then often
provided further improvement, surpassing the baseline.
Conversely, Approach 2 (Exp. 2), optimizing based on the
final system accuracy after fine-tuning (pink bars in Fig. 8),
revealed a key finding for this 5-class task. It demonstrated
that very simple QCNet architectures, specifically configu-
rations using only a single core block and a filter multiplier
of 1x, were sufficient to reach or exceed baseline accuracy.
These minimal architectures proved effective because the
server fine-tuning step effectively compensated for residual
imperfections in the QCNet reconstruction (whose stan-
dalone performance, blue bars, was consequently often lower
than in Approach 1). While each iteration in Approach
2 is more computationally intensive, it directly targets the
final system performance and successfully identified highly
efficient QCNet solutions for this specific task complexity.
Based on the results of our initial exploration (Exps.
1-2), Approach 2 was selected as the superior strategy,
as it identified more parameter-efficient solutions. Within
this winning strategy, both the C-QCNet and TC-QCNet
architectures yielded strong and comparable performance,
significantly outperforming the Transformer-based approach.
For instance, for the ViT-B/16 model on the 5-class subset,
the best T-QCNet configuration achieved a lower accuracy
(95.8%) than its convolutional counterpart (97.0%) despite
having nearly 21 times more parameters (approx. 7.7M
vs. 0.37M). This clear trend of lower performance for a
significantly higher parametric cost motivated our decision
to focus on convolutional architectures. Our detailed results
in the Appendix further show that the most effective T-QCNet
configurations trended towards simpler, global-only atten-
tion mechanisms. Therefore, for our main experiments,
we designed the hybrid H-QCNet architecture. This new
architecture combines the respective strengths of the two
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top-performing convolutional paradigms: the efficient feature
refinement of C-QCNet and the upsampling capability of
TC-QCNet. The specific H-QCNet configuration varies per
experiment, as detailed in Table 6 of the Appendix. For
instance, the architecture used for the ViT-B/16 model in
Experiments 3 and 4 is illustrated in Fig. 3.

C. FULL DATASET VALIDATION AND FINAL ARCHITECTURE
SELECTION (EXP. 3)

Experiment 3 validates the H-QCNet architecture, using the
selected Approach 2 strategy, on the full TinyImageNet-200
dataset. Reflecting the increased task complexity compared to
the 5-class subset, the optimal H-QCNet configurations found
during this phase were more complex, as detailed in Table 6
of the Appendix (e.g., requiring more blocks).

Figure 9 compares the final classification accuracy of
the baseline models (ResNet50, ViT-B/16, ConvNeXt Tiny)
against their counterparts using the H-QCNet approach. The
results demonstrated that the H-QCNet solution performs
competitively, remaining close to the original baseline accu-
racies across all architectures. Specifically, for ResNet50, the
H-QCNet configuration achieved an accuracy of 72.06 =+
0.06% compared to the 73.19% baseline. For ViT-B/16, H-
QCNet reached 87.97 0.05% versus the baseline’s 88.64%.
Lastly, for ConvNeXt Tiny, the accuracy with H-QCNet
was 83.47 £ 0.05% compared to the 84.03% baseline. The
competitive performance on the full dataset confirms that
the H-QCNet architecture provides strong reconstruction
capabilities at scale, validating it as the definitive approach
for our subsequent experiments. For the detailed comparisons
in Experiment 4, ViT-B/16 was selected as the primary base
model.

D. COMPARISON WITH ALTERNATIVE SOLUTIONS:
ACCURACY AND LATENCY (EXP. 4)

Experiment 4 directly compares the optimized H-QCNet
solution against the RefBase, RefAE, and RefQAT baseline
methods, evaluated using the ViT-B/16 base model on
TinyImageNet-200.
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FIGURE 8. Performance evaluation of Experiment 2 using Architecture Search Approach 2 on a 5-class subset of TinylmageNet. Classification accuracy is
shown after integrating different QCNet types into base models that were first modified to include a quantization layer at the chosen partition point.
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FIGURE 9. Accuracy comparison on TinylmageNet-200 (Experiment 3):
Baseline models vs. H-QCNet. The figure contrasts the accuracy of the
original baseline models (ResNet50, ViT-B/16, ConvNeXt Tiny) with the
final system accuracy achieved using the selected H-QCNet, reported as
mean + standard deviation over three independent runs.

Accuracy results, shown in Figure 10, are reported as the
mean and standard deviation over three independent runs
and demonstrate a clear advantage for our method. Our H-
QCNet achieves a mean accuracy of 87.9740.05%, markedly
outperforming the RefBase method (78.54 £ 0.08%), the
RefAE autoencoder (79.27 £+ 0.09%), and the RefQAT
baseline (84.67 £ 0.14%).

Latency analysis, presented in Figure 11, compares the
aggregated ‘Node’ and ‘Server’ latency stages for all
solutions (RefBase, H-QCNet, RefAE, and RefQAT using
ViT-B/16). The results reveal distinct latency profiles. In the
‘Node’ stage, RefAE incurs the highest latency (645.80 ms)
due to its on-device encoder. In contrast, H-QCNet, RefBase,
and RefQAT exhibit nearly identical and lower node-side
latencies (approx. 585-587 ms), as they share the same
simple on-node operations (inference, quantization, ZIP, and
communication). Notably, the simulated LTE Cat.4 com-
munication latency component was similar for all methods,
ranging between 1 and 3 ms.

To elaborate on the compression and communication
effectiveness, we detail the data payload at the partition
point for the H-QCNet method. The ViT-B/16 feature map
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FIGURE 10. Accuracy comparison of partitioning solutions for the
ViT-B/16 base model on TinyimageNet-200 (Experiment 4). The final
classification accuracy is shown for the RefBase, H-QCNet, RefAE, and
RefQAT methods. Results are reported as mean + standard deviation over
three runs.

has dimensions of 197 x 768, resulting in 151,296 features.
After 1-bit quantization and packing into bytes, this data
corresponds to an intermediate payload of 18,912 Bytes.
The subsequent ZIP compression stage further reduces this
payload to 14,903 Bytes, a tangible 21.2% data reduction.
This compressibility is possible because the byte stream,
generated after quantizing and packing the bits, is not
statistically random. The significant redundancy observed
across the channels of the original feature maps creates
structural patterns that persist even after binarization and
packing, resulting in a byte stream with enough regularity
for lossless algorithms like ZIP to effectively exploit.
These findings confirm the utility of including a standard
compression step in the pipeline.

The communication latency was derived using the estab-
lished framework for modeling IoT data transfers by Krug
and O’Nils [41], which provides estimates based on defined
technology parameters. We used this model to estimate the
latency for our specific payloads over an LTE Cat.4 link.
We chose this high-throughput scenario to analyze the
system’s performance under conditions where computation,
rather than raw transmission time, is the dominant factor
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in the end-to-end latency. The presented latency results
should therefore be interpreted as a performance baseline
for such scenarios. For our RefAE payload of 4,388 Bytes,
the model yields a latency estimate of approximately 1 ms,
while for the larger H-QCNet payload of 14,903 Bytes, the
estimated latency is approximately 3 ms. While no longer
identical, both latencies remain very small in the context of
the total end-to-end system latency (which is over 600 ms).
Therefore, even with payload differences, the communication
component is not the primary differentiator in overall
latency for these methods in a high-throughput scenario.
It is important to note, however, that this characteristic is
typical of such channels; for significantly lower-bandwidth
technologies (e.g., Bluetooth Low Energy), the transmission
time itself would likely constitute a more substantial portion
of the total latency, making payload size differences more
impactful. To analyze the performance trade-offs under
more stringent low-power IoT constraints, we conducted an
additional simulation using parameters for a Bluetooth Low
Energy 5 (BLES) link. In this low-bandwidth scenario, the
latency dynamics changed significantly as predicted. The
transmission latency for the RefAE payload (4,388 Bytes)
was approximately 28 ms, while the latency for the larger
H-QCNet payload (14,903 Bytes) increased to approximately
93 ms. The stark contrast in the BLES latencies (28 ms
vs. 93 ms) demonstrates that the choice of communication
technology is a critical factor, and for low-power applications
where communication latency is dominant, the trade-offs
between methods would need to be re-evaluated.

On the server side, the processing latencies are comparable,
with H-QCNet (87.14 ms) and RefAE (80.10 ms) requiring
slightly more time for their reconstruction/decoding steps
compared to the simpler RefBase (73.64 ms) and RefQAT
(72.81 ms) approaches. Consequently, RefAE remains the
slowest end-to-end solution (725.90 ms) while H-QCNet
(673.82 ms) is marginally slower than RefBase (660.32 ms)
and RefQAT (657.49 ms).

However, interpreting latency alongside accuracy and
data reduction results is crucial. While H-QCNet has a
slightly higher end-to-end latency than RefBase (13.5 ms
difference) and RefQAT (16.33 ms difference), it achieves
a dramatic gain in accuracy (+9.47 pp over RefBase and
+3.3 pp over RefQAT) while all three methods achieve
similar, extremely high data reduction (90.15%) due to
the underlying 1-bit quantization and ZIP. Compared to
RefAE (Tab. 4, first data column), H-QCNet is both notably
faster (52 ms lower latency) and much more accurate
(+8.74 pp over RefAE), while still achieving very high, albeit
moderately lower, data reduction (90.15% vs. 97.1%). This
analysis underscores QCNet’s ability to provide a highly
favorable accuracy-latency-reduction trade-off: it achieves
near-baseline accuracy, clearly outperforming alternatives in
accuracy, maintains lower overall latency than the autoen-
coder approach with zero node overhead, and achieves this
with massive data reduction, making only a small sacrifice
in compression ratio compared to RefAE for substantial
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FIGURE 11. Aggregated Node and Server latency comparison (ms) for
RefBase, H-QCNet, RefAE, and RefQAT (Experiment 4b, ViT-B/16 on
TinylmageNet-200). ‘Node’ includes node-side inference, compression
(method-specific + ZIP) and communication; ‘Server’ includes
decompression, reconstruction and server-side inference.

gains elsewhere. In terms of computational complexity, our
H-QCNet approach maintains zero overhead on the IoT node
by placing a reconstructor module with 19.5M trainable
parameters entirely on the server. In contrast, the RefAE
baseline comprises a total of 5.8M parameters, which are
split between an encoder on the node and a decoder on the
server, thereby increasing the node’s computational burden.
The specific QCNet configuration is detailed in Table 6 of
the Appendix.

To contextualize these latency results, Table 3 compares
the full end-to-end latency breakdown across all evaluated
deployment strategies, including All-in-Node, the four parti-
tioned variants (RefBase, H-QCNet, RefAE, and RefQAT),
and a server-centric All-in-Server baseline. The All-in-
Server strategy benefited substantially from the use of JPEG
compression at quality level 30, which reduces the input size
enough to achieve a communication latency of only 1 ms
under LTE Cat 4, while maintaining an accuracy comparable
to that of H-QCNet. This highlights the potential of
pairing lightweight image compression with cloud inference.
However, it’s important to consider that factors beyond
latency, such as privacy, security, and the management
of computational resources, must also be evaluated when
selecting an approach. For example, while All-in-Server
reduces latency effectively with compression, the sensitive
data being transmitted could raise privacy concerns in certain
use cases. Conversely, partitioned solutions like H-QCNet,
which process some of the inference locally, could help
mitigate these risks by reducing the need for sensitive data
transmission, at the cost of slightly higher latency.

E. BENCHMARKING AGAINST BOTTLENET (EXP. 5)

To evaluate QCNet’s performance against prior work in
partition-point feature compression, Experiment 5 replicates
the experimental setup of the BottleNet study [8]. Using
the MinilmageNet dataset (100 classes) and their specified
ResNet50 architecture and the same early partition point,
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TABLE 3. Latency comparison (in ms) for different inference strategies
using ViT-B/16 and LTE Cat 4 communication.

Strategy Device (ms) Server (ms)  Total Latency (ms)
All-in-Node 2182.36 - 2182.36
RefBase 586.68 73.64 660.32
H-QCNet 586.68 87.14 673.82
RefAE 645.80 80.10 725.90
RefQAT 584.68 72.81 657.49
All-in-Server 12.30 107.15 120.45

we implement our H-QCNet-based partitioning solution.
The results, summarized in Table 4 (second data column),
reveal a clear trade-off between the two approaches. While
BottleNet maximizes data reduction (99.96%) at the expense
of accuracy (-2.0 pp drop vs. original baseline), our
H-QCNet approach prioritizes performance recovery after
aggressive quantization. QCNet achieves a +0.6 pp accuracy
gain over the original baseline, a marked improvement
compared to BottleNet, while still delivering very high
data reduction (90.26%), albeit lower than BottleNet’s
near-maximal compression. These results demonstrates that
QCNet offers a potentially superior operating point on the
accuracy-compression curve, particularly for applications
where maintaining or even improving accuracy is paramount
despite the need for significant data reduction. The specific
1-block H-QCNet configuration used for this experiment
is detailed in Table 6 of the Appendix. Differences in
reference accuracy values in Table 4 arise due to variations
in training settings and runtime environments between our
implementation and the original BottleNet study. These
discrepancies do not affect the validity of the comparison,
as the focus is on the relative performance trends under
equivalent conditions.

F. BENCHMARKING ON OBJECT DETECTION (EXP. 6)

Finally, Experiment 6 extends our evaluation to object detec-
tion, benchmarking QCNet against the prior study [15] that
employed the RefBase method for partitioning a YOLOvV3
Tiny model on a Foot Detection dataset. We replicated their
setup, partitioning at layer 5, which notably involved handling
a challenging 2-bit quantization scheme known to cause
aggressive information loss due to its quantization level distri-
bution. Assessing QCNet under these demanding conditions
provides an interesting test case for its ability to reconstruct
features even from severely degraded representations. The
comparative results are presented in Table 4 (third data
column). While the RefBase approach in the reference study
resulted in a significant 3 pp drop in detection accuracy (rela-
tive to their baseline) alongside high data reduction (99.8%),
our QCNet solution achieved the same level of data reduction
(99.8%) with a drastically smaller accuracy degradation (only
-0.26 pp). This result is particularly compelling given the
difficulty imposed by the 2-bit quantization, highlighting
QCNet’s strong feature reconstruction capability even under
different and challenging quantization schemes. It suggests
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that QCNet is a highly viable and advantageous solution for
preserving performance in latency-sensitive object detection
pipelines employing aggressive data reduction. Table 6 of
the Appendix details the 1-block H-QCNet configuration
employed.

G. ANALYSIS OF FEATURE RECONSTRUCTION FIDELITY

To provide robust evidence of QCNet’s effectiveness, we ana-
lyzed the feature reconstruction fidelity using both visual and
quantitative methods.

First, Figure 12 visualizes the feature space for the ViT
model from Experiment 3 using t-SNE plots, offering a clear
visual narrative. It clearly shows the feature space structure
collapsing into a near-random state after 1-bit quantization
(b), and its recovery after reconstruction by H-QCNet (c),
which closely resembles the original feature distribution (a).

To quantify this recovery, Figure 13 plots the distributions
of similarity scores for the different base models evaluated
in Experiment 3. In each panel, the green (solid) histogram
represents the severe degradation caused by quantization,
while the blue histogram (solid, with white dashes) shows
the strong recovery achieved by H-QCNet. The precise
numerical results of this analysis, including Raw MSE and
similarity metrics reported as mean =+ standard deviation,
are consolidated in Table 5. This analysis utilizes metrics
appropriate for each feature type: Cosine Similarity for the
sequence-like features of ViT, and the Structural Similarity
Index Measure (SSIM) for the image-like features of the
CNNE.

The initial impact of 1-bit quantization varies notably with
the base model. For ResNet50, the high initial MSE (%9.35)
is accompanied by a total collapse of structural similarity,
reflected in a mean SSIM of -10.91% (as visualized by
the green/solid distribution in Fig. 13a). In contrast, ViT
and ConvNeXt Tiny show lower initial MSE degradation
(~0.4-0.7), though they still suffer a dramatic loss of their
respective structural metrics (Fig. 13b and 13c).

Evaluating H-QCNet’s reconstruction capability reveals its
effectiveness across these different feature types. For ViT,
it demonstrates excellent restoration of feature orientation,
recovering the Cosine Similarity to a mean of 96.86 £ 0.03%
(Fig. 13b). For the CNNs, where SSIM measures structural
integrity, the results are also compelling. For ConvNeXt Tiny,
QCNet achieves an excellent SSIM recovery to 85.04£0.04%
(Fig. 13c), while for ResNet50, it achieves a partial but
significant recovery to 42.85 £ 0.02% from a negative-SSIM
state (Fig. 13a). This suggests that for a successful final task
accuracy, a perfect feature map replication is not required.
Instead, it is sufficient for QCNet to act as a ‘regenerator’,
creating a semantically valid feature map that the subsequent
fine-tuned server partition can effectively learn to interpret.

Overall, these findings, combining visual evidence from
t-SNE and score distributions with the robust numerical data
from Table 5, show that H-QCNet consistently recovers cru-
cial information. This feature-level reconstruction underpins
the high task accuracies observed after server fine-tuning.
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TABLE 4. Comparative performance of QCNet vs. alternative methods on accuracy change and data reduction.

ViT Partitioning ResNet50 Partitioning YOLOV3 Tiny
Partitioning
Dataset Tiny ImageNet-200 Mini ImageNet Foot dataset
Common Experiment Layer name Transformer/posembed_input conv2_blockl_add Conv_5/Conv2D
Details 7 4 17 5
Original FM Size (int8) 151296 B 802816 B 173056 B
Reference Autoencoder Based QAT Based [6] BottleNet [9] Waist Tightening
Alternative Methods: Ref. Accuracy 88.64% 88.64% 76.10% 99.11%
: A Accuracy —9.41 pp (79.23%) —3.97 pp (84.67%) —2 pp (74.10%) —3 pp (96.10%)
FM reduction 97.1% (4388 B) 90.15% (14903 B) 99.96% (320 B) 99.8% (346 B)
P Ref. Accuracy 88.64% 84.53% 99.11%
tizat CNet:
Q“a"(t'lffs '::r;)Q A Accuracy —0.67 pp (87.97%) 40.6 pp (85.13%) —0.26 pp (98.85%)
FM reduction 90.15% (14903 B) 90.26% (78194 B) 99.8% (346 B)

* j: Index of the layer used for partitioning (applied to the layer’s output feature map).

#* FM = Feature Map.

##% Reference Accuracy (Ref. Accuracy) corresponds to the original accuracy of each unmodified base model before any integration or compression method is applied.
##% Accuracy change values (A Accuracy) are reported as percentage point (pp) changes with respect to the reference accuracies, with resulting accuracies in parentheses.
####% FM reduction values show the reduction relative to the *Original FM Size (int8)’, with the final data size in Bytes (B) in parentheses.

sk Autoencoder Based’ (RefAE) and *QAT Based’ (RefQAT) represent our implementations of their respective baselines for comparison purposes.

® 101443537
® n01629819

" 4 " ® 101641577

®  n01644900

3 ® n01698640

® 101742172

E , E »  n01768244

8 g o ® 101770393
2 2 2 n01774384
g0 e E g0 ® n01774750
a go P a o0 ofs =} ® n01784675
w i Yoo & o © n01855672
2., 2 so e 2, e n01882714
-1 ® n01910747

® n01917289

» o » ® n01944390
n01945685

s ® n01950731

-8 -2 2 0 3 2 5 6 7 ) 6 —a -2 0 n01983481

t-SNE Dimension 1 t-SNE Dimension 1 t-SNE Dimension 1 ® n01984695

(a) t-SNE of original features (b) t-SNE of quantized features (c) t-SNE of reconstructed features (d) Labels

FIGURE 12. t-SNE visualization of the Vision Transformer (ViT) feature space from Experiment 3 on the TinyimageNet-200. Each point represents the
entire feature map of a single image, projected into 2D. The panels show the feature space: (a) in its original state, (b) after 1-bit quantization, which
causes a structural collapse, and (c) after reconstruction from the quantized state. Panel (d) provides the class legend. The strong resemblance between
the original (a) and reconstructed (c) plots visually confirms the reconstruction model’s effectiveness.

2000

&= Original vs. Reconstructed 1000 &1 Original vs. Reconstructed 1 === Original vs. Reconstructed
mmm Original vs. Quantized == Original vs. Quantized 1750 mmm Original vs. Quantized ]
2000
800 1500 ‘|
51500 ol 31250
£ £ 600 -
3 3 5 1000
g1000 £ o
& = 400 = 750
500
500 200
250
0 0 ~ . . . . 0
-0.4 -0.2 0.0 02 0.4 0.4 0.5 0.6 0.7 0.8 0.9 1.0 0.0 02 04 06 08
SSIM Cosine Similarity SSIM
(a) SSIM distribution for ResNet50 (b) Cosine similarity distribution for ViT-B/16 (c) SSIM distribution for ConvNeXt Tiny

FIGURE 13. Visualization of feature map reconstruction fidelity using distributions of similarity metrics from Experiment 3 on the TinylmageNet-200.

In each panel, the solid green distribution shows the similarity between the original and the 1-bit quantized features, illustrating the information loss.
The solid blue with white dashes distribution shows the similarity between the original and the QCNet-reconstructed features, illustrating the recovery.
The figure compares performance across different models and metrics.

TABLE 5. Quantization and reconstruction performance across models and dataset complexities. Metrics include raw MSE, cosine similarity, and SSIM
between original, quantized, and reconstructed features. N/A indicates metrics that are not applicable for the given model.

Model Error (Raw MSE) Cosine Similarity (%) SSIM (%)
(Degradation / Reconstruction) (After Quantization / After Reconstruction) (After Quantization / After Reconstruction)
5 classes 200 classes 5 classes 200 classes 5 classes 200 classes
ResNet50 10.336/0.387 + 0.0058 9.351/1.268 4+ 0.0216 N/A N/A 9.62/41.77 + 0.02 -10.91/42.85 + 0.02
ViT-B/16 0.418/0.0126 + 0.0001 0.430/0.0162 4+ 0.0002 48.33/97.55 + 0.02 46.49/96.86 + 0.03
ConvNeXt Tiny 0.5548/0.0477 + 0.0006 0.671/0.0518 4+ 0.0008 N/A N/A 5.08/85.49 4+ 0.03 4.95/85.04 + 0.04
To complement the quantitative metrics and global t-SNE process at the level of a single feature map. Figure 14 provides
visualizations, it is insightful to inspect the reconstruction this direct, qualitative comparison, illustrating two primary
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FIGURE 14. Illustration of QCNet’s Two Primary Recovery Mechanisms.
The figure shows two distinct operational modes. (a) High-Fidelity
Reconstruction: This panel illustrates the case where the 1-bit quantized
map retains key structural information, allowing QCNet to produce a
near-identical reconstruction of the original feature map. (b) Feature
Regeneration: This panel illustrates the case where quantization causes a
total structural collapse. Here, QCNet acts as a generative model to create
a new, semantically plausible feature map that is not a direct replica of
the original. The images shown are representative examples from the
validation set.

recovery mechanisms. In many cases, where the quantized
map retains structural contours, QCNet performs a High-
Fidelity Reconstruction. More interestingly, in instances
where quantization causes a total structural collapse, QCNet
acts as a generative model, performing Feature Regeneration
to create a new, semantically plausible feature map. This
regenerative capability, likely enabled by channel redundancy
in the original features, helps explain how final task accuracy
can be so effectively restored.

To offer a more direct, qualitative assessment of semantic
retention, we supplement our analysis with a visualization
of the model’s saliency using our ResNet50 architecture.
We employ Gradient-weighted Class Activation Mapping
(Grad-CAM) to generate heatmaps that highlight the image
regions most influential to the classifier’s final decision.
This method allows us to verify whether the server-side
model maintains the same semantic focus when operating on
original features versus features reconstructed by QCNet.

Figure 15 presents this comparison for the *“‘sunglasses”
class. It is visually evident that the saliency map generated
using the reconstructed features (Fig. 15b) is remarkably
similar to that from the baseline path using original features
(Fig. 15a). Both heatmaps correctly and strongly activate
on the sunglasses. This result provides evidence that our
reconstruction process effectively preserves the high-level
semantic features necessary for the classifier to execute its
reasoning process correctly.

It is important to note that while QCNet demonstrates a
remarkable ability to recover feature fidelity, these results
have been validated on the specific datasets and model
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(a) Saliency with Original Features (b) Saliency with Reconstructed

Features

FIGURE 15. Visualizing Semantic Retention with Grad-CAM Heatmaps.
This figure compares the model’s saliency maps for the “sunglasses”
class under two inference paths. (a) The heatmap for the baseline path,
where the server model processes original (unquantized) features,
correctly focusing on the sunglasses. (b) The heatmap for the proposed
QCNet path, where the server processes features reconstructed from 1-bit
quantized data. The remarkable similarity between the two heatmaps
provides visual evidence that the QCNet reconstruction process
successfully preserves the crucial semantic information, allowing the
classifier to focus on the same relevant object features as the baseline
model.

architectures in this study. The effectiveness of the recon-
struction may vary for different data domains. Therefore,
we recommend that the level of recovery be carefully
measured and validated for each new application, dataset, and
architectural setting.

V. DISCUSSION

In this section, we examine the implications of our experi-
mental results to assess the effectiveness and practicality of
integrating QCNets into distributed deep learning systems.
We highlight how QCNet mitigates the critical trade-off
between communication efficiency—enabled by extreme
quantization—and the resulting loss in accuracy. This is
especially relevant in resource-constrained IoT environments.
Our findings offer insights into best practices for deploy-
ing QCNet in real-world scenarios, guiding its adoption
for low-latency, high-accuracy inference across partitioned
architectures.

A. QCNET EFFECTIVELY OVERCOMES EXTREME
QUANTIZATION ACCURACY LOSS

A primary finding across our experiments is the ability
of the QCNet approach, particularly when combined with
subsequent server-side fine-tuning, to effectively overcome
the severe accuracy degradation caused by extreme 1-bit
quantization (Secs. IV-B, IV-E, IV-F), often recovering or
even exceeding the original baseline performance. This
success stems from QCNet’s targeted feature reconstruction
mechanism. By learning to reconstruct a higher-fidelity rep-
resentation from the quantized input before server processing,
QCNet provides a cleaner signal for the downstream task.
The subsequent fine-tuning allows the server partition to
optimally adapt, achieving a synergistic effect that signifi-
cantly surpasses all evaluated alternatives. As demonstrated
conclusively in Experiment 4 (Sec. IV-D, Fig. 10), our
approach outperforms not only the simpler baselines like
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RefBase (server-only retraining) and RefAE (autoencoder-
based compression), but also the Quantization-Aware Train-
ing (RefQAT) approach. This indicates that the combination
of targeted reconstruction and server adaptation can effec-
tively break the commonly assumed direct trade-off between
extreme quantization for communication savings and signif-
icant accuracy loss. Even on the challenging full TinyIma-
geNet dataset (Exp. 3), where baseline accuracy was not fully
matched, the QCNet approach remained highly competitive
(Fig. 9).

B. ARCHITECTURAL AND STRATEGIC INSIGHTS FOR
QCNET IMPLEMENTATION

Our exploration favored the Hybrid QCNet (H-QCNet)
architecture type for its consistent performance and efficiency
balance across diverse settings. A key finding relates
to required complexity: while parameter-efficient, often
simpler, H-QCNet configurations proved sufficient for the 5-
class task when using our selected search strategy (Approach
2), tackling the 200-class dataset and other benchmarks
necessitated more complex, multi-block H-QCNet archi-
tectures, a specific example of which is illustrated for
Experiments 3 and 4 in Fig. 3 (see also Tab. 6 for all
configurations). This suggests that the required capacity for
effective feature reconstruction scales with the complexity of
the task and the information density of the feature maps being
processed. Furthermore, the comparison of search strategies
(Sec. III-D2) confirmed that evaluating based on final
system performance after server fine-tuning (Approach 2) is
crucial for identifying the most parameter-efficient QCNet
solutions for a given performance target. Consequently,
the recommended application workflow involves standalone
pre-training of the selected H-QCNet configuration followed
by integration and dedicated server fine-tuning.

C. FEATURE RECONSTRUCTION MECHANISMS

Our visual analysis of individual feature maps, presented in
Sec. IV (Fig. 14), provides deeper insight into how QCNet
operates. This analysis revealed two primary recovery mech-
anisms. (a) High-Fidelity Reconstruction: In many cases,
where the 1-bit quantized map retains the main structural
contours of the original, QCNet acts as a high-fidelity
reconstructor. (b) Feature Regeneration: More interestingly,
in cases where quantization causes a total structural collapse
(e.g., the map becomes a single value), QCNet does not fail.
Instead, it appears to act as a generative model, creating a new,
plausible feature map that, while not identical, is semantically
valid. A key factor that likely enables this generative
capability is the high degree of redundancy observed across
the channels of the original feature maps. This redundancy
suggests that the network has learned multiple, similar filters
for the same underlying concepts, simplifying QCNet’s task:
rather than generating dozens of unique channels from a
collapsed input, it primarily needs to learn and regenerate a
few characteristic, redundant patterns. We hypothesize that
this ‘regenerative’ capability could explain why the final
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system accuracy, after fine-tuning, sometimes surpasses the
baseline, as these new, enriched feature patterns may be
highly effective for the classification task.

D. EFFICIENCY ADVANTAGES FOR
RESOURCE-CONSTRAINED ENVIRONMENTS

A critical advantage solidifying QCNet’s suitability for
resource-constrained environments is its zero additional
computational or memory footprint on the IoT Node. The
node is only responsible for the initial 1-bit quantization
(or other quantization schemes, as explored in Exp. 6) and
standard lossless compression (e.g., ZIP). This operational
simplicity contrasts sharply with autoencoder solutions
(RefAE), which burden the node with an often complex
encoder, resulting in significantly higher node processing
latency (Exp. 4, Fig. 11). This makes QCNet a viable
option for IoT Nodes where the computational budget strictly
prohibits onboard encoders, unlike RefAE. While QCNet
introduces a manageable server-side inference latency, this
occurs on more capable hardware. Our analysis showed
this resulted in a favorable overall accuracy-latency profile
compared to all baselines, providing substantial accuracy
gains over RefBase, RefAE, and the RefQAT baseline for a
manageable latency increase, positioning QCNet as a highly
practical and balanced solution.

E. SCALABILITY AND SERVER-SIDE CONSIDERATIONS
While QCNet successfully offloads complexity from the
node, it introduces computational overhead on the server,
raising valid questions about scalability. Our results quantify
this overhead, showing that the H-QCNet module adds
approximately 13.5 to 14.3 ms of GPU time per inference
compared to the baselines without a reconstruction module
(RefBase and RefQAT). In a large-scale IoT system with
thousands of devices, this per-inference cost would translate
to a significant aggregate load, requiring more powerful
server infrastructure or load-balancing strategies compared
to simpler methods like RefBase and RefQAT. Therefore,
the decision to deploy QCNet is a system-level trade-off: the
substantial gains in task accuracy must be weighed against
the higher operational and capacity costs on the server side.

F. POSITIONING QCNET WITHIN RELATED WORK AND
SCOPE OF VALIDATION

Our QCNet approach offers a distinct strategy compared to
prevalent methods for data reduction in partitioned models.
Unlike techniques that deploy computationally significant
encoders on the IoT Node at the cost of node latency
(e.g., [8], [9], [22], [25]), QCNet maintains node simplicity
by relying on extreme quantization, with the resulting
accuracy degradation addressed via dedicated server-side
feature reconstruction. This contrasts significantly with
simpler approaches like RefBase [15], which rely on server
fine-tuning and often result in incomplete accuracy recovery.
It also differs fundamentally from Quantization-Aware Train-
ing (QAT), which adapts the entire network to quantization
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TABLE 6. Architectural configuration of the QCNet used in the experiments.

Experiment Baseline QCNet Architecture n fm Sm ng ny heads ffdim embdim
1 RNS50 C-QCNet 5 2 1 -
1 RN50 TC-QCNet 4 3 1 - - -
1 RNS50 T-QCNet - 2 - 2 2 2 3 1
1 VITB16 C-QCNet 6 2 1 - - -
1 VITB16 TC-QCNet 5 2 1 - - -
1 VITB16 T-QCNet - 2 - 2 2 2 3 1
1 CNEXTT C-QCNet 1 1 1 - - -
1 CNEXTT TC-QCNet 2 1 1 - -
1 CNEXTT T-QCNet - 1 - 1 1 2 3 1
2 RNS50 C-QCNet 1 1 1 - -
2 RN50 TC-QCNet 1 1 1 - - -
2 RNS50 T-QCNet - 2 - 1 0 2 2 1
2 VITB16 C-QCNet 1 1 1 - - -
2 VITB16 TC-QCNet 1 1 1 - - -
2 VITB16 T-QCNet - 2 - 1 0 2 2 1
2 CNEXTT C-QCNet 1 1 1 - - -
2 CNEXTT TC-QCNet 1 1 1 - - -
2 CNEXTT T-QCNet - 2 - 1 0 2 2 1
3 RNS50 H-QCNet 3 2 1 - - -
3 VITB16 H-QCNet 6 L5 2 -
3 CNEXTT H-QCNet 1 1.5 1 -
4 VITB16 H-QCNet 6 1.5 2 -
5 RNS50 H-QCNet 1 2 2 -
6 YOLOV3T H-QCNet 1 2 2 -

* n denotes the number of blocks (convolutional or transpose convolutional).
#% flsm: filter/stride multiplier factor.

##* For T-QCNet: n g/n;: num. of global/local transformer blocks; heads: num. of attention heads; f fdim: feedforward layer dimension; embdim: embedding dimension.

noise, whereas QCNet introduces a specialized module to
explicitly reconstruct the features. As demonstrated by our
direct benchmarks against BottleNet (Sec. IV-E) and a
RefBase implementation for object detection (Sec. IV-F),
QCNet provides a highly competitive performance profile by
decoupling data reduction from node complexity.
Furthermore, the effectiveness of QCNet was validated
across a diverse range of settings. These included standard
many-class benchmarks (TinyImageNet-200, MinilmageNet-
100), a few-class scenario, different task domains (image
classification, object detection), varied base architectures
(ResNet50, ViT-B/16, ConvNeXt Tiny, YOLOv3 Tiny), and
multiple quantization schemes (1-bit and 2-bit). This robust-
ness underscores its practical relevance and generalizability.

G. COMPARISON WITH FEDERATED LEARNING

Our split computing approach shares conceptual similarities
with Federated Learning (FL) as both split tasks between
a server and edge nodes while aiming to preserve privacy.
However, they address different problems. FL’s primary goal
is collaborative model training on decentralized data; raw
data never leaves the node and only model updates (e.g.,
gradients) are transmitted. Our architecture, in contrast, is for
efficient model inference. It addresses the challenge of exe-
cuting a single, large, pre-trained model whose computational
requirements exceed the node’s capacity. While sending
intermediate features is inherently less private than sending
only gradients, it is a significant privacy enhancement
over sending raw input data (e.g., images). Therefore, our
approach is preferable for applications focused on deploying
powerful inference capabilities at the edge, whereas FL is the
paradigm for training models on distributed, private datasets.
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H. PRIVACY AND SECURITY CONSIDERATIONS

The deployment of split computing systems, while effi-
cient, introduces important privacy and security trade-offs.
Transmitting intermediate feature maps, as proposed in our
work, offers a significant privacy enhancement compared to
sending raw input data (e.g., images or video streams), as the
features are an abstract, non-human-readable representation.
However, these features are not perfectly private. Research
in model inversion and reconstruction attacks has shown
that an adversary with access to the intermediate features
and knowledge of the model architecture could potentially
approximate the original input data [43]. It is important
to note, however, that our specific use of extreme 1-bit
quantization provides an inherent layer of security through
obfuscation. By collapsing the rich feature representation
into a binary format, a massive amount of information is
discarded, which significantly increases the difficulty of such
reconstruction attacks compared to systems that transmit full-
precision features. Therefore, the use of split computing,
particularly when combined with aggressive quantization,
represents a compelling trade-off between on-device com-
putational constraints, communication efficiency, and the
desired level of privacy. For applications handling highly
sensitive data, our proposed method could be augmented
with additional security measures, such as encryption of
the feature maps before transmission or the application of
differential privacy techniques, which represent important
avenues for future work.

I. SCOPE AND LIMITATIONS
This study focuses on validating a novel server-side recon-
struction mechanism, and several choices define its scope and
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TABLE 7. Hyperparameters used to train the partitioning solution and to fine-tune the server-side network.

Experiment Baseline Partitioning Solution Train Partitioning Solution Fine-Tuning Server Network

#Epochs  Batch ILR FLR #Epochs  Batch ILR FLR
1 RNS50 C-QCNet 100 32 1E-3 1E-9 10 32 1E-5 1E-9
1 RNS50 TC-QCNet 100 32 1E-3 1E—6 10 32 1E-5 1E-9
1 RNS50 T-QCNet 100 32 1E-3 1E-5 10 32 1E—4 1E-9
1 VITB16 C-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
1 VITB16 TC-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
1 VITB16 T-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
1 CNEXTT C-QCNet 100 32 1E-3 1E-9 10 16 1E—4 1E-9
1 CNEXTT TC-QCNet 100 32 1E-3 1E-9 10 16 1E—4 1E-9
1 CNEXTT T-QCNet 100 16 1E-5 1E—9 10 16 1E—4 1E—9
2 RNS50 C-QCNet 100 32 1E-3 1E-9 10 32 1E—-4 1E-9
2 RN50 TC-QCNet 100 32 1E-3 1E—-9 10 16 1E—4 1E-9
2 RN50 T-QCNet 100 32 1E-3 1E-5 10 32 1E—4 1E-9
2 VITB16 C-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
2 VITB16 TC-QCNet 100 16 1E-3 1E-9 10 32 1E—4 1E-9
2 VITB16 T-QCNet 100 32 1E-3 1E-9 10 32 1IE—-4 1E-9
2 CNEXTT C-QCNet 100 32 1E-3 1E-9 10 16 1E—4 1E-9
2 CNEXTT TC-QCNet 100 16 1E-2 1E-9 10 16 1E—4 1E-9
2 CNEXTT T-QCNet 100 32 1E-3 1E-9 10 16 1E—4 1E-9
3 RNS50 H-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
3 VITB16 H-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
3 CNEXTT H-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
4 VITB16 RefBase - - - - 10 32 1E-5 1E—6
4 VITB16 H-QCNet 100 32 1E-3 1E-9 10 32 1E—4 1E-9
4 VITB16 RefAE 100 64 1E-3 1E-9 507 64 1E-5 1E—6
4 VITB16 RefQAT - - - - 10f 32 1E-5 1E—6
5 RNS50 BottleNet 100 64 1E-3 1E-9 50" 64 1E—-6 1E-8
5 RN50 H-QCNet 100 32 1E-3 1E-9 10 32 1E-5 1E-9
6 YOLOV3T RefBase - - - - 10 4 1E-3 1E—4
6 YOLOV3T H-QCNet 100 32 1E-3 1E-9 10 4 1E-3 1E—4

* [ LR/ F L R: Initial/Final Learning Rate.
T Epoch counts refer to training the full model.

limitations. We caution that the remarkable reconstruction
performance observed is specific to the tested datasets
and models, and must be re-validated for new domains
and settings. Our latency analysis is based on simulated
communication links (LTE Cat.4 and BLES), a deliberate
choice made to isolate and compare the algorithm’s perfor-
mance under different bandwidth constraints. Furthermore,
our architectural search was systematic but not exhaustive
(e.g., due to the high computational cost of NAS), and
our use of a static quantization threshold was a deliberate
design choice to ensure zero node-side overhead. Our study
validates in-domain performance across several datasets and
tasks, but does not evaluate generalization to unseen domains.
These limitations motivate several avenues for future work,
including evaluating the system on real-world wireless
testbeds, benchmarking against state-of-the-art compression
methods, employing automated neural architecture search
(NAS) to discover optimal QCNet configurations, exploring
lightweight adaptive thresholding techniques, rigorously
evaluating the robustness of our method to domain shift, and
performing a detailed ablation study on the transformer-based
architecture to better understand its specific limitations for
this reconstruction task.

VI. CONCLUSION

Model partitioning enables deep learning on constrained
devices but creates a severe communication bottleneck,
necessitating aggressive data reduction. While extreme
quantization is an effective technique for this, it severely
degrades accuracy; this paper introduces the Quantization
Compensator Network (QCNet) to restore feature map
fidelity and resolve this critical trade-off.
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Our primary findings demonstrated that the QCNet
approach consistently recovers task accuracy to levels
near or exceeding the original baseline, significantly out-
performing a range of alternatives including standard
dequantization, autoencoder-based compression, and a strong
Quantization-Aware Training (QAT) baseline. By offloading
all reconstruction complexity to the server, it adds zero
computational overhead to the IoT Node, offering a practical
and robust solution across diverse models and tasks.

In conclusion, QCNet presents an effective and highly
scalable method for accurate distributed intelligence in
communication-constrained environments. The limitations
identified in this work, and detailed in the Discussion, provide
clear and promising directions for future research.

APPENDIX
See Tables 6 and 7.
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