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Abstract—Understanding large-scale software systems remains
a significant challenge in software engineering, particularly for
tasks such as on-boarding, maintenance, and documentation.
While existing code summarization tools can assist in understand-
ing isolated code snippets or individual functions, they often fall
short in delivering comprehensive, system-level descriptions of
complex code-bases.

In this thesis, we propose the System Description Generator
(SDG), a proof-of-concept tool that automatically generates high-
level textual descriptions of Java software systems by combining
static code analysis, knowledge graph (KG) modeling, and large
language models (LLMs). SDG extracts architectural data using
abstract syntax trees (ASTs), stores it in a Neodj graph, ranks
key components based on outgoing-relationships, and prompts an
LLM with a structured JSON representation to generate natural
language descriptions.

To evaluate SDG, we applied it to 34 open-source Java projects
and assessed the generated descriptions across three dimensions:
correctness, relevance, and usefulness. We used the automated
G-Eval framework for scalable assessment and selected a subset
of four representative projects for manual evaluation to ensure
alignment between human judgments and automated scores. The
results showed high median scores for correctness (0.81) and
relevance (0.77), confirming the structural and contextual fidelity.
The usefulness score (0.52), though lower than correctness and
relevance, remains reasonably strong given the subjective nature
of user-perceived value, rather than indicating a deficiency of the
tool.

Overall, we demonstrate the feasibility of combining ASTs,
KGs, and LLMs to support system-level software comprehension.
The SDG tool and evaluation framework are available on
the project’s GitHub repository to support reproducibility and
inspire future tools that aid large-scale software comprehension.

Index Terms—Software Engineering; Software Comprehen-
sion; Artificial Intelligence for Software Engineering; System De-
scription Generator; Abstract descriptions for complex software
systems;
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I. INTRODUCTION

The complexity of modern software systems continues to
grow due to evolving business requirements, increased system
connectivity, expanding functionality demands, and the need
to integrate with a diverse range of platforms and services.
Over time, these factors contribute to the gradual deteriora-
tion of software architectures, forcing developers to spend a
significant portion of their time, up to 58%, on understanding
existing code before they can implement changes or add
new features [1]]-[4]. Although developers depend on code
documentation for understanding software, it is often outdated
or incomplete, highlighting the need for effective techniques to
streamline and support this process [5]]. Other recent practices
such as code reviews, adherence to best practices, software
quality metrics, and linting, along with advanced features
in Integrated Development Environments (IDEs) like syntax
highlighting, code navigation, and refactoring, help maintain
code quality [6], the challenge of code comprehension remains
a critical bottleneck that can lead to substantial cost savings
if improved.

Recent advancements in Large Language Models (LLMs),
such as GPT-4 [7], Claude 3.5 Sonnet [8], and deepSeek-
coder-v2 [9], have introduced powerful capabilities in both
code generation and software comprehension. These models
demonstrate expert-level performance on many programming
tasks and are increasingly used in software development [1]],
[10]-[13]. However, LLMs are still prone to hallucinations
and may generate inaccurate conclusions [7[], [[14], [15]], par-
ticularly when lacking clear and extended details. This is
true for human developers also; developers require a com-
prehensive view of a system to accurately interpret individual
components. While top-down comprehension (starting from
domain-level understanding) is often noisy due to misaligned



assumptions, bottom-up comprehension (analyzing code line-
by-line) is more precise but limited in scalability [16].

As LLM-based code generation tools become increasingly
prevalent, the demand for effective support in code compre-
hension continues to grow [1]]. Since all software functionality
is expressed through source code, summarizing it remains
one of the most intuitive and effective way for enhancing
both comprehension and maintainability [17]]. However, cur-
rent LLMs often emphasize textual summaries, which may
overlook the deeper structural and semantic relationships em-
bedded in software systems [12]. To bridge this gap, inte-
grating Knowledge Graphs (KGs) and Abstract Syntax Trees
(ASTs) offers a promising solution. KGs provide a structured
representation of the relationships between different software
entities, while ASTs capture the syntactic structure of the
code. By combining these with the capabilities of LLMs, we
proposed System Description Generator (SDG) as a working
proof of concept, that captures both the syntactic details and
the semantic relationships within a Java code-base, offering a
new direction for system-level software comprehension.

II. PURPOSE AND CONTRIBUTIONS

Several approaches have been proposed to facilitate software
comprehension, including Call Graphs (CGs) [18] and Class
Collaboration Networks (CCNs) [[19], which provide structural
insights by identifying relationships between components, and
extracting key classes from source code. More recently, LLMs
have shown promise in generating textual summaries of source
code [[10], [11]], assisting developers in understanding complex
software components. However, most existing research has
primarily focused on low-level code comprehension, such as
summarizing isolated functions or small code snippets, rather
than addressing system-wide understanding [20], [21]. Addi-
tionally, existing tools including GitHub Copilot, CodeT5, and
Codex provide valuable code completion and local function-
level explanations, they are generally language-agnostic and
focused on small code snippets. This creates a gap in achieving
comprehensive, system-wide understanding. As a result, there
is need for a concrete tool that is capable of generating the
high-level view of the complex, interdependent components of
entire software systems to enhance software comprehension.

Existing approaches to software comprehension can be
broadly categorized into static analysis-based methods and
machine learning-driven techniques. Static analysis methods,
such as ASTs, CGs and CCNs, extract syntactic and structural
information from source code, offering insights into program
structure without requiring execution traces. These techniques
have been widely used to improve software maintainability
and facilitate program comprehension [22]. However, they lack
semantic depth, making it challenging to capture the intent
and functionality of code in a meaningful way [20], [22]. The
review by Wyrich et al. [20] highlights that traditional static
analysis methods primarily emphasize syntactic and structural
attributes, such as control structures and class relationships,
but fail to effectively represent higher-level semantics, which
are essential for program comprehension. Additionally, these

representations do not convey information in natural language,
limiting their usability for developers seeking abstract high-
level descriptions.

To address these challenges, machine learning-based tech-
niques, particularly those using LLMs and KGs have gained
popularity in software comprehension [[10], [23]]. While LLMs
are capable of generating natural language summaries of code,
these summaries frequently face issues related to explainability
and computational overhead [12], [24]], [25]]. Palacio et al. [25]]
addressed the explainability challenge of LLMs by proposing
the Abstract Syntax Concept (ASTxplainer) approach, which
evaluates the impact of different syntactic features on LLM
performance for code comprehension. Their study found that
LLM cross-entropy loss is significantly influenced by ab-
stract syntax concepts, even after controlling for code-specific
confounders. The authors suggest that LLMs alone struggle
with code comprehension across diverse programming lan-
guages, monolingual models outperform multilingual LLMs
when predicting syntax-related concepts and complex software
structures. Furthermore, their findings highlighted that model
size alone does not guarantee superior understanding; instead,
fine-tuning strategies play a crucial role in optimizing LLM
performance for software comprehension. These insights align
with our assertion that LLM-generated textual summaries
alone are insufficient for providing a structured understanding
of complex software systems.

To this end, we propose SDG, as a working proof of concept
that combines static code analysis, knowledge graph and
LLMs to generate accurate and comprehensive system-level
textual descriptions for java software projects. The purpose of
this thesis is to validate the technical feasibility and practical
utility of SDG. This approach fills a gap in the current
landscape, where some other existing tools focus on Python
and C/C++.

A. Contribution

This thesis contributes the development and validation
of SDG, an automated tool that enhances software com-
prehension by generating high-level textual descriptions of
Java systems. By integrating ASTs, KGs, and LLMs, SDG
provides a structured view of both syntactic structure and
semantic relationships. Unlike existing approaches that focus
either on low-level summarization or static analysis, SDG
generates descriptions by contextualizing classes, methods,
and relationships, to bridge the gap in system-level software
comprehension.

SDG utilizes JavaParser for static code analysis, Neo4j for
knowledge representation, and LLM-based APIs to generate
descriptions in natural language. A key technical contribution
lies in the integration of these components, ensuring consis-
tency and coherence between structural and semantic represen-
tations. This required the development of customized routines
to align AST-derived code structures with LLM-generated
textual descriptions, resulting in a scalable, monolingual tool.
It provides a high-level summary of the entire software code



base, offering an abstract yet comprehensive overview of its
purpose, key classes, and core technologies.

From an engineering perspective, SDG is intended to assist
a diverse range of users including professional developers,
novice programmers, educators, and software maintainers by
offering clear explanations of complex code bases. It aims to
streamline code reviews and assists in debugging and long-
term maintenance by reducing the cognitive effort needed
for understanding large systems. By offering immediate and
understandable descriptions, SDG may also promote broader
participation in open-source communities by lowering the
entry barrier for contributors.

To evaluate SDG’s capability as a proof of concept for
system-level software comprehension, we aim to answer the
following research questions:

o RQI1: How can a high-level textual description of low-
level software code be generated?

e RQ2: To what extent does the generated high-level
textual description represent the actual system behavior
and structure in terms of correctness, relevance, and
usefulness?

By answering these questions, this thesis aims to contribute
to software engineering research with both theoretical and
practical insights. Scientifically, it demonstrates the value of
a novel hybrid tool to source code comprehension, aiming
to enhance productivity, maintainability, and knowledge ac-
cessibility. Technically, it delivers a functioning system that
integrates existing tools into a cohesive pipeline, offering new
capabilities for comprehending complex Java systems.

III. BACKGROUND

Software comprehension refers to the process where de-
velopers gain an understanding of a software system by ex-
amining its components, such as source code, documentation,
and other related artifacts [2]. This understanding plays a
central role in supporting various software engineering tasks,
including debugging, adding new features, reusing code, and
maintaining documentation.

One foundational tool for structural code analysis is the
Abstract Syntax Tree (AST). ASTs represent the syntactic
structure of source code in a hierarchical tree format, where
each node corresponds to a syntactic element like a class,
method, loop, or expression. ASTs allow for precise, language-
aware parsing, and are commonly used in compilers, static an-
alyzers, and modern development tools. ASTs are commonly
used to represent source code in various downstream tasks,
including code classification, clone detection, code search, and
summarization [26].

To extract ASTs from Java projects, tools such as JavaParser
are often used. JavaParser Bs a robust, open-source library for
parsing Java source code into ASTs. It provides programmatic
access to syntactic elements, enabling automated analysis,
transformation, and comprehension of Java code-bases.

Uhttps://javaparser.org/

While ASTs help with understanding local code structure,
Knowledge Graphs (KGs) can offer a higher-level view by
modeling semantic relationships between software entities,
such as classes, methods, and variables, as nodes, with edges
denoting relationships such as inheritance, method calls, or
dependencies. This representation can be useful for reasoning
about software architecture and identifying critical components
[27]].

To store and query these graphs efficiently, Neo4j graph
database || is used. Neo4j is a high-performance, native graph
database that supports expressive queries through the Cypher
language. It enables fast traversal and analysis of software
knowledge graphs, such as identifying key classes or tracking
dependency chains.

LLMs are deep learning models trained on massive datasets
that include both natural language and programming lan-
guages. These models are capable of tasks like code gen-
eration, summarization, and explanation. LLMs have shown
impressive results in automating various aspects of software
development. However, due to their context window limita-
tions and lack of access to complete project structures, they
may produce incorrect outputs (known as hallucinations) when
asked reason with noisy input.

By integrating LLMs with AST-based structural informa-
tion and KG-based semantic relationship we aim to create a
context-aware and robust foundation for software comprehen-
sion.

IV. RELATED WORK

Source code summarization has gained increasing attention
as a means to help developers quickly understand the func-
tionalities of software systems. The goal is to automatically
generate human-readable descriptions of source code, and
numerous techniques have emerged to address this challenge.

Early efforts in automatic code summarization adopted deep
learning (DL) models to learn representations of code. Iyer et
al. [28] were first to apply Deep Learning (DL) to automatic
code summarization. They adopted Long-Short Term Memory
(LSTM) networks with attention to leverage the code vectors
and generate natural sentences that describe C# code snippets
and SQL queries. Building on this, Hu et al. [29] introduced
an additional encoder to encode API sequences and improve
the summary generation by learning the API knowledge.

Subsequent approaches have enriched code representations
by integrating various structural and contextual features. For
example, Abstract Syntax Trees (ASTs) have been widely used
to capture syntactic structure. Gong et al. [[30] proposed StruC-
tural Relatlve Position guided Transformer (SCRIPT) model,
which employs structural relative positions within ASTs to
enhance the learning of code semantics. Their analysis reveals
that SCRIPT effectively captures structural dependencies be-
tween code tokens, even those distant in sequential input but
close within the AST, leading to more comprehensive and
accurate code summaries. Similarly, Lin et al. [31] proposed

Zhttps://meo4j.com/docs/getting- started/graph-database/
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Block-wise Abstract Syntax Tree Spliting (BASTS) method
to overcome limitations of standard LSTM-based models.
Their approach first partitions ASTs into smaller blocks,
which are then encoded using a Tree-LSTM to capture local
syntactic structures. These encoded blocks are subsequently
integrated with source code representations using a Trans-
former architecture. To further enhance the model’s ability to
capture structural patterns, a pretraining strategy is employed,
where the model learns to predict the next split AST block
in the dominator tree. This design allows BASTS to learn
both long-term dependencies on tokens and local hierarchical
dependencies on syntax structures, leading to more accurate
code summaries [31]].

Beyond syntax, semantic structures such as data flow
graphs have also been utilized. Gao et al. [32] proposed
Structure—Guided Transformer (SG-Trans), incorporating the
structural properties using multiple types of self-attention
mechanisms, including token-guided, statement-guided, and
data-flow-guided attention. SG-Trans integrates code struc-
ture information into the transformer, addressing issues like
attention collapse and redundancy. The results demonstrates
the effectiveness of SG-trans in generating high-quality code
summaries.

Project-specific knowledge has also been explored to en-
hance code summarization in real-world scenarios. Xie et al.
[33] introduced MPCos, a meta-transfer learning approach that
employs prefix tuning (a lightweight fine-tuning method that
inserts a prefix vector into each transformer layer) to adapt pre-
trained Transformers to project-specific contexts. The model is
initially pre-trained on a general code summarization dataset
and then optimized using a meta-transfer learning strategy
(an approach to train the model on a set of diverse projects,
enabling it to learn generalizable knowledge that can be
quickly adapted to new projects). The meta-transfer learning
process uses a two-level optimization strategy. The inner
optimization adapts the model to a specific project, while the
outer optimization learns a set of parameters that facilitate
faster adaptation to new projects. The results demonstrated that
MPCos, effectively captures project-specific knowledge from
limited training samples, significantly outperforming general
code summarization (GCS) models and transfer-learning-based
models in low-resource project-specific code summarization
tasks.

Furthermore, following the success of the pre-training and
fine-tuning paradigm in Natural Language Processing (NLP)
[34], [35], this approach has been widely adopted to en-
hance neural code summarization. Models such as Code-
BERT [36], CodeT5 [37]], and UniXcoder [38] apply this
strategy by initially pre-training on general language modeling
tasks like Masked Language Modeling (MLM) and Unidi-
rectional Language Modeling (ULM), before fine-tuning on
code summarization tasks [36]—[38]]. While these pre-trained
models have made significant progress in learning general
code representations, they still face challenges in accurately
aligning code with corresponding summaries. Moreover, it is
also important to highlight that most of these efforts focus

primarily on summarizing individual code snippets rather than
entire software projects.

Recently, the success of LLMs in NLP [39]], [40] has
motivated software engineering (SE) researchers to explore
their potential in tracking many SE related tasks [41]], [42],
including code summarization. For instance, Ahmed et al.
[23]] investigate few-shot training using LLMs to generate
project-specific code summaries in the low-resource scenario.
They randomly sample a small number of code-summary
pairs from the project and use them as few-shot examples
to guide Codex [43]. The study demonstrated that few-shot
learning significantly enhances Codex’s performance, surpass-
ing smaller pre-trained language models like CodeT5 [43].
Geng et al. [44] prompt LLMs by incorporating developers’
intent. They retrieve relevant code-summary pairs from all
projects based on the semantics of the target code. Then
they assume developers’ intent is known and pick few-shot
examples from the retrieved pairs with the ground-truth intent.
The approach retrieves more relevant in-context examples and
generates summaries with higher quality.

Lomshakov et al. [11] introduced PROCONSUL, a frame-
work designed to enhance code summarization by providing
project-level context extracted from formal code analysis.
PROCONSUL builds call graphs, gathers callee information,
and trains LLMs using supervised fine-tuning and preference
alignment techniques to generate context-aware function sum-
maries. Their approach significantly reduces hallucinations
and improves sufficiency and factual correctness compared to
baseline models like CodelLlama-7B-instruct. However, PRO-
CONSUL focuses mainly on C/C++ functions and primarily
targets function-level summarization.

Previous studies on code summarization [45]], [46] have
primarily relied on reference-based metrics such as BLEU,
METEOR, and ROUGE-L for evaluation of generated code
descriptions. These metrics compare the generated summary
against a reference text, which limits their applicability when
high-quality reference descriptions are unavailable. Notably,
there is currently no publicly available benchmark for eval-
uating system-level textual descriptions of entire software
projects. As a result, following recent work [47], [48]], this
thesis adopts an alternative evaluation approach that prompts
an LLM with task- and aspect-specific instructions to assess
the quality of SDG-generated descriptions without relying on
reference texts.

To support this automated evaluation method, Liu et al.
[49] proposed G-EVAL, a new framework for evaluating
natural language generation (NLG) tasks using GPT-4 with
chain-of-thought reasoning and a form-filling paradigm. G-
EVAL avoids the limitations of traditional metrics like BLEU
and ROUGE by directly assessing coherence, relevance, and
fluency without reference summaries. The results shows that
G-EVAL achieves significantly higher correlation with human
judgments across summarization and dialogue tasks. This
makes it a suitable evaluation method for assessing the quality
of high-level textual descriptions generated by SDG.

Although prior studies share a common goal of improving



source code comprehension, they are limited in scope. Despite
significant progress has been made through static analysis,
deep learning, and large language models, these studies still
emphasize small-scale code units (e.g., isolated functions or
classes) rather than providing a comprehensive, system-level
understanding of entire software projects. Additionally, most
research targets on languages like Python or C/C++, with
relatively limited attention to Java, despite its widespread
industrial use.

In addition, while large language models excel at natu-
ral language generation, they often struggle with semantic
explainability and structural representation of complex soft-
ware components. Existing techniques lack a unified approach
that combines syntactic structure, semantic relationships, and
human-readable descriptions into a coherent, navigable repre-
sentation of a software system.

To address this gap, this thesis proposes SDG, a working
proof of concept for generating high-level textual descriptions
of Java software systems. SDG integrates ASTs, KGs, and
LLM-generated descriptions to construct structured, system-
level representations. Through this approach, this thesis aims
to complement and extend existing research by bridging the
gap between low-level code summarization and high-level
system-wide comprehension.

V. RESEARCH METHODOLOGY

To address the aim of this thesis, enhancing software com-
prehension through development and evaluation of a proof-of-
concept tool, SDG, which generates high-level textual descrip-
tions of Java software systems, a Design Science Research
(DSR) methodology [50] was applied. DSR is particularly
well-suited for this thesis, as it focuses on the creation and
evaluation of artifacts intended to solve real-world problems.
In this context, SDG functions as an artifact aimed at ad-
dressing challenges in system-level software understanding.
The iterative structure of DSR aligns closely with the design,
implementation, and evaluation process followed in this thesis.

The research process followed these key steps:

o Problem Identification and Motivation: A comprehen-
sive literature review was conducted to identify chal-
lenges in software comprehension and to investigate
the potential of integrating ASTs, LLMs, and KGs to
automatically generate system-level descriptions.

o Definition of Objectives and Requirements: Based on
the insights from the literature, functional and quality
requirements were defined to guide the design of the
SDG.

o Design and Development: The SDG tool was designed
and implemented as a proof of concept.

« Data collection: SDG was applied to 34 open-source Java
repositories to generate system-level textual summaries.
The repositories were chosen to reflect a range of project
sizes and domains.

o Evaluation: A two-phase evaluation strategy was
adopted. First, the SDG outputs were assessed using

automated framework G-Eval [49]]. To validate the auto-
mated results, a subset of four repositories was manually
reviewed. This involved analyzing the system’s structure
and behavior, and applying a predefined grading schema
to evaluate the correctness, relevance, and usefulness of
the generated system descriptions.

o Communication: The research findings, methodology,
and evaluation results are documented in this thesis to
communicate the contributions and limitations of SDG
as a foundation for future work.

By structuring the research process around these DSR
phases, this thesis aims to ensure iterative refinement and
initial validation of the SDG artifact, supporting its role
as a proof of concept for enhancing system-level software
comprehension. The evaluation was conducted to explicitly
address the research questions of this thesis and focused on
three key criteria: correctness, usefulness, and relevance. These
metrics were used to assess how well the SDG-generated
descriptions aligned with the actual structure and behavior of
the software systems. A detailed explanation of the evaluation
process is provided in the following sections.

A. Data collection

To preliminarily evaluate the descriptions generated by the
SDG, a total of 34 open-source Java projects were systemati-
cally selected from GitHub. The selection process was guided
by clearly defined inclusion criteria to ensure the projects
were representative, sufficiently complex, and aligned with the
objectives of this study:

o Project Size: The project should consist of at least 1,000
Java files. Clo a designated tool, was used to count the
number of files in the project. Smaller projects are easier
to understand without automated descriptions, reducing
the need for high-level descriptions. The project should
be complex enough to challenge comprehension but still
understandable within the experiment session.

o Activity Status: The project should be actively main-
tained, with recent contributions within the last 6 months,
ensuring the structure and documentation are up-to-date
and relevant.

« Popularity: The project should have over 1,000 GitHub
stars. Popular projects tend to have structured documen-
tation, which supports software comprehension during
evaluation.

e Programming Language: The project must be written
in Java, ensuring compatibility with SDG’s analysis ca-
pabilities

o Licensing: The project must have a permissive license,
allowing unrestricted analysis without legal concern.

o Number of Contributors: The project should have at
least 100 contributors, as larger teams typically follow
structured development practices as well as it ensures
that the project is large enough to pose challenges in
comprehension, which is the focus of this study.

3https://github.com/AlDanial/cloc
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o Documentation Quality: The project should have well-
structured and comprehensive documentation, making it
easier to evaluate the SDG-generated descriptions.

A total of 34 open-source Java projects were collected based
on the inclusion criteria. These projects were processed us-
ing SDG to generate high-level textual descriptions, which
were then evaluated using a customized version of the G-
Eval framework (see SectionV-B). A complete list of all 34
evaluated projects is provided in Appendix 2 (see page [19).

To assess the reliability of the automated evaluation, four
representative projects—]avaParse RuneLit J Um'tﬂ and
AssertJl—were selected for both automated and manual eval-
uation. The manual evaluation served a dual purpose: (1) to
directly assess the correctness, usefulness, and relevance of
SDG-generated descriptions, and (2) to calibrate and vali-
date the reliability of the G-Eval-based automated evaluation
method. Once the automated evaluation was deemed reliable,
it was applied to the remaining 30 projects. See Figure [T] for
a visual description of these evaluation steps.

Automatically
evaluate remaining 30
projects

Collect 34 projects

Calibrate automated
evaluation

Generate 34
descriptions

Automatically
evaluate 4 projects

Manually evaluate
same 4 projects

Fig. 1: Evaluation workflow for SDG-generated descriptions.

1) Collect 34 Java projects meeting the inclusion criteria

2) Generate high-level textual descriptions for all 34
projects using the SDG tool

3) Conduct automated evaluation of 4 selected projects
using G-Eval framework

4) Conduct manual evaluation of the same 4 projects to
establish ground truth

5) Calibrate the automated evaluation approach based on
comparison with manual evaluation results

6) Apply the calibrated automated evaluation to the remain-
ing 30 projects

4https://javaparser.org/
Shttps://github.com/runelite/runelite
Shttps://github.com/junit-team/junit5/
"https://github.com/assertj/assertj

B. Automated evaluation

We employed the G-Eval framework [49], utilizing its
implementation in the Python library DeepEvaﬂ and adapted
to our specific context inspired by recent study [51].

G-Eval performs prompt-based evaluations by using an
LLM as a simulated human judge [49]. By adopting the
DeepEval implementation, we eliminated the need to build
the evaluation framework from scratch. Furthermore, while the
original G-Eval approach involves normalizing scores based on
the LLM’s output token probabilities- a process that introduces
additional complexity and uncertainty- this functionality is
seamlessly handled by DeepEval.

An overview of G-Eval workflow is illustrated in Figure
[2l It begins by prompting the LLM with a task introduction
that defines the evaluation task and describes the evaluation
criteria. Then, the LLM is prompted to generate evaluation
steps using Chain of Thought (CoT) reasoning, which serves
as a structured guide for conducting the assessment. Finally,
a scoring function prompts the LLM to apply these steps and
produce a numerical evaluation score.

For our context, we provided the G-Eval function with:

o The task introduction (shown in Figure [3))

o The evaluation criteria for the evaluation metric to eval-
uate. These are the same criteria used for the manual
evaluation defined in Table [I

o The input passed to the LLM within the System Descrip-
tion Generator (both the JSON-encoded knowledge graph
query and the task prompt for generating the high-level
description)

o The SDG-generated description to be evaluated

By providing these inputs to the G-Eval function, we
produced a final evaluation score ranging from 0 to 1. All
evaluation scripts and documentation are available on GitHut’}

C. Reliability Assessment of G-Eval

To assess the reliability of the automated evaluation using
G-Eval, a manual review was conducted on four representative
projects. We evaluated SDG-generated descriptions using the
manual evaluation guidelines outlined in Section and the
results were compared to the corresponding G-Eval outputs.
This reliability check had two key objectives:

o To confirm the alignment between human judgment and

automated scoring.

o To identify weaknesses in the G-Eval—particularly in
cases where semantic correctness or practical usefulness
may not be fully captured by numeric similarity scores.

This assessment followed an iterative process, where dis-
crepancies between manual and G-Eval scores were analyzed
and used to fine-tune the G-Eval setup such as modifying
the prompts, and refining scoring guidelines. This process
was repeated to improve the reliability of G-Eval as a proxy
for human judgment. The detailed steps followed for manual
evaluation are outlined in the next subsection.

8https://www.deepeval.com/docs/metrics-lim-evals
9https://github.com/Tribulations/system-description- generator-eval
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Metric

Correctness:

How well the generated description
matched the actual behavior and
structure of the system.

Usefulness:

How helpful the generated description
was to a user.

Relevance:

How well the generated description
addressed the key components of the
system, avoiding irrelevant details.

Score 1

Score 2

Score 3

Score 4

Score 5

Major inaccuracies, misleading or factually
incorrect information about system compo-
nents, behavior, or interactions.

Frequent inaccuracies or misunderstand-
ings of key architectural elements, with
some information being correct but overall
misleading.

Mostly correct, with some minor errors or
omissions, captures the main architectural
elements but lacks important details.

Generally correct and accurate, minor de-
tails may be missing or slightly imprecise,
but the main structure and behavior are
well described.

Fully correct. Aligns with the system’s

behavior, structure, and architecture. Con-
tains no factual errors.

Does not provide any actionable or in-
sightful information for understanding the
system.

Provides little useful information. Most im-
portant, helpful information, are missing or
unclear. Low support for comprehension.

Provides a generally helpful overview for
understanding the system. Includes some
useful insights but could be clearer or more
focused in certain parts.

Provides clear and mostly useful insights
into the system’s architecture. Supports un-
derstanding with only minor gaps.

Very useful. Offers actionable insights that
significantly support understanding of the
system’s architecture.

Entirely irrelevant to the system, it does not
relate to the system at all.

Mostly irrelevant, only minor parts relate
to the high-level view of the system, but
the majority does not.

Partially relevant, describes some correct
architectural elements but includes unnec-
essary or unrelated information.

Mostly relevant. Nearly all content relates
to the system, with only slight deviations.

Fully relevant. All information directly re-
lates to the described system and its archi-
tecture.

TABLE I: The grading schema used in the manual evaluation, based on a Likert-type scale, to assess the correctness, relevance,
and usefulness of the high-level descriptions. It served as a reference to help maintain consistent scoring across the authors’

evaluations.

D. Manual evaluation

This section begins with the grading schema creation,
continues with the manual study of repositories, and finishes
with the manual evaluation process.

The manual evaluation was designed to validate whether
the SDG-generated descriptions accurately represented the
system’s behavior and structure, and whether they were both
relevant and useful for understanding the system. The results
from the manual evaluation were then compared with those
of the automated evaluation to assess the reliability and
effectiveness of the automated approach.

1) Grading schema creation: The high-level descriptions
generated by SDG were evaluated on correctness, relevance,
and usefulness inspired by recent studies [S1]], [52] and graded
in each metric using a Likert-type ordinal scale, ranging
from 1 to 5 [53[|-[55]. The authors collaboratively developed
the grading schema to ensure consistency in the evaluation
approach.

Table |I| provides the detailed grading schema with descrip-
tions for all score levels 1 (lowest quality) to 5 (highest
quality), covering each metric. The evaluation metrics were
assessed as follows:

Correctness was evaluated based on how well the generated
description matched the actual behavior and structure of the
system.

Relevance was evaluated based on how well the generated
description addressed the key components of the system,
avoiding irrelevant details.

Usefulness was evaluated based on how helpful the gener-
ated description was to a user.

2) Manual study of selected repositories: To make an ac-
curate evaluation of the SDG-generated descriptions, a manual

study was conducted on each of the selected software systems,
and involved the following steps:

+ Reviewing documentation: Analyzing available docu-
mentation such as README files, wikis, official web-
sites, JavaDocs, and UML diagrams (e.g., package and
architecture diagrams) to understand the system’s purpose
and design.

o Architecture analysis: Examining the overall architec-
ture by looking for major components and design patterns
used in the system, including analysis of the package
structure, dependency relationships between key classes,
and inheritance hierarchies.

o Module analysis: Examining existing modules and cate-
gorizing them to identify their responsibilities, and struc-
ture within the system.

e Code inspection: Studying important parts of the code
base identified during previous steps in more detail to
either verify or refine our high-level understanding. For
example, inspecting relationships between classes, the
most frequently used classes, method signatures, and
interface implementations to understand the system’s
functionality.

Tools such as the analyze dependencies feature in IntelliJ
IDEA[]E] were used across multiple analysis steps, particularly
for architecture and module analysis.

The outlined steps were performed iteratively and with
partial overlap. The insights gained from the manual study
were documented and used as a reference when evaluating the
SDG-generated descriptions of the selected software projects

10https://www.jetbrains.com/help/idea/dependencies-analysis.html
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Fig. 2: G-Eval evaluation workflow.

The left box (1), contains the inputs passed to the G-Eval
function to generate a score for a high-level description
based on one of the evaluation metrics (correctness,
relevance, or usefulness). These inputs are the following:

o Task introduction: The prompt to G-Eval defining the
evaluation task. Figure shows the text used when
evaluating correctness.

« Evaluation criteria: The scoring guidelines defining how
G-Eval should assess and assign scores (1-5) for each
evaluation metric (Correctness, Relevance, Usefulness).

o Task prompt + KG: The task prompt and the retrieved
data from the knowledge graph (JSON encoded) sent to
the LLM within the SDG, to initiate the generation of
the high-level description. The task prompt specifies how
the high-level description should be structured and what
it should include based on the knowledge graph.

o Generated description: The generated high-level de-
scription to evaluate.

in terms of- correctness, usefulness, and relevance- as defined
by the grading schema.

3) Manual Evaluation Process: Once the manual study of
the selected repository was completed, we proceeded with
the manual grading of each evaluation metric. Since studying
software systems manually takes significant time, the four
projects used in the evaluation were divided, with each author
evaluating two projects to enable accurate evaluation within
the time constraints.

We followed the defined grading criteria in Table[[]to ensure
consistency in evaluations. The scores (1-5) were interpreted
as percentage ranges representing the approximate proportion

You will be given a high-level description of an existing
software system. This description is intended for developers
who will maintain, extend, or contribute new code to the
system. Your task is to evaluate the CORRECTNESS of this
description without comparing it to any reference text.
Please carefully read and understand these instructions,
keeping them available for reference throughout your
evaluation.

J

Fig. 3: G-Eval Task Introduction.

The task introduction passed to G-Eval when evaluating the
correctness of a generated high-level description. The same
task introduction text was used for the other evaluations,
differing only in the name of the evaluation metric.

of software system elements (such as classes, dependencies,
key components, and technologies), included in the generated
description under evaluation, aligning with the metrics descrip-
tions: score 1 (0%), 2 (25%), 3 (50%), 4 (75%), and 5 (100%).

The grading process began by using the description of score
3 as the baseline for the metric being evaluated — comparing it
with the generated description under evaluation. After this, the
descriptions for scores 2 and 4 were read and also compared
with the generated description to determine if a score lower
or higher than 3 aligned better. If the lower score aligned
better with the description, it became the new baseline, and
the process was repeated, that is, the descriptions for one score
lower and one score higher than the current baseline were read
and compared.

For example, when evaluating the usefulness of a de-
scription, the definition of score 3 was read first. Then, the
definitions for scores 2 and 4 were referred to and compared
with the generated description. If approximately 50% of the
elements mentioned in the generated description were con-
sidered useful, score 3 was chosen. If fewer than 50% were
useful, the evaluator moved on to score 2, and possibly score
1. Conversely, if more than 50% of the elements were useful,
the evaluator referred to score 4, and so on.

The entire grading process for each metric was documented,
including the reasons for assigning a specific grade to each
metric, and stored in the evaluation repository on GitHu

E. Data analysis

To enable comparison between the manual and automated
evaluations, the manual grading scores were normalized from
a 1-5 scale to a 0-1 scale using min-max normalization,
following the approach in [56], [57], and aligning with the
scale used by the automated evaluation via G-Eval. The

normalization was performed using the formula: ' = —“”21

https://github.com/Tribulations/system-description- generator-eval
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where 2’ represents the normalized value and x is the original
score.

Since automated scores were continuous values between 0
and 1, while manually assigned scores were normalized to
five discrete levels (0, 0.25, 0.5, 0.75, and 1), a consistent
method for comparing the two was required. To address this,
we defined an equivalence threshold of (+0.125), exactly half
of the distance between two adjacent manual scoring levels.
This choice reflects the midpoint between the consecutive
manual score levels, ensuring the each automated score is
mapped to the nearest normalized manual value. For example,
an automated score of 0.36 would be considered aligned with
a manual score of 0.25, whereas a score of 0.38 would round
up to 0.5. Boundary values such as 0.125 or 0.375 were thus
assigned to the higher of the two nearest discrete levels. This
interval-based approach provides a principled and interpretable
mechanism for aligning automated and manual evaluation
metrics.

Median and inter-quartile range (IQR) were applied to the
automated evaluation data and visualized using box plots for
comparison of each evaluation metric.

FE. Artifact construction

To investigate the potential of automated high-level system
description, we developed the SDG as a proof-of-concept
artifact. The SDG generates high-level system descriptions
by leveraging static analysis, knowledge graph, and large
language models (LLMs). An overview of the SDG pipeline
is illustrated in figure [4]

The tool accepts a Java project either from a local direc-
tory or a public GitHub repository. Once imported, all Java
source files are extracted and parsed into Abstract Syntax
Trees (ASTs) using the JavaParser library{ﬂ These ASTs
are traversed to identify and extract architectural elements,
including class declarations, inheritance and implementation
relationships, imports, and public method definitions.

The extracted elements are then stored in a knowledge graph
constructed using Neo4 To support this, we designed a
dedicated data model representing the architectural level of the
system (see Figure[5). The model is structured around a central
Class node, which maintains relationships such as EXTENDS
(to another Class), IMPORTS (to Import), HAS_METHOD (to
Method), and IMPLEMENTS (to Interface). In turn, Method
nodes can link to MethodCall nodes, thereby capturing internal
method interactions. Each node contains relevant metadata
(e.g., className, methodName, interfaceName), al-
lowing for semantic queries across the graph.

To identify the most significant components within the soft-
ware system, the SDG employs a heuristic that selects the top
three classes based on the number of outgoing relationships.
This approach assumes that classes with a greater number
of outgoing connections are more likely to coordinate or
influence multiple components within the system. Although

Zhttps://javaparser.org/
Bhttps://neodj.com/

Traverse

Extract Java files Abstract Syntax Tree

Code entities

System source code

User Interface

Knowledge Graph

Display description Architectural elements

1 7 6 5
Java system 8 Description
User

Fig. 4: Overview of the SDG pipeline. The process consists
of the following steps: (1) the user imports a Java project
using the user interface; (2) the project’s Java files are
extracted; (3) an AST is created for each Java file and
traversed to extract architectural code entities; (4) the
extracted architectural code entities are inserted into a Neo4;j
knowledge graph; (5) key architectural elements are queried
and serialized into JSON; (6) the JSON is sent alongside a
customized prompt to the Large Language Model (LLM).
JSON is sent as a prompt to a LLM; (7) the generated
high-level system description is returned and displayed in the
user interface.

EXTENDS

className: String

packageName: String methodName: String

methodVisibility: String

IMPORTS
Import

Method
importName: String
MethodCall

Interface

interfaceName: String

calledMethod: String

Fig. 5: Data model used for generating knowledge graphs in
the System Description Generator, showing node types and
their relationships.

our method relies on unweighted relationship counts within
the Neo4j knowledge graph, it aligns conceptually with the
MinClass method proposed by [19], which identifies key
classes through weighted coupling metrics. By omitting ex-
plicit weighting, our approach simplifies the process by fo-
cusing solely on graph connectivity. The selection is currently
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limited to three classes due to token constraints imposed by
the LLMs used for generating the descriptions.

After retrieving these significant components from the
knowledge graph, the data are serialized into JSON format
using the Jackson library{ﬂ The JSON object, along with a
specialized prompt is then sent to the LLM via application
programming interface (API).

The SDG is designed to interface with state-of-the-art
LLMs and currently supports both the AnthropicE] and Google
Gemin APIs. To ensure consistency and reproducibility
in the output, the LLMs are configured with a temperature
parameter set to zero, minimizing randomness and promoting
deterministic behavior in the generated descriptions.

To use the tool, users are required to obtain an API key
for either the Anthropic or Gemini service and install a local
instance of the Neo4 graph database, which is used to
construct and query the system’s architectural representation.
The entire SDG tool chain has been made publicly available
as open-source software and can be accessed via the project’s
GitHub repository|”}

VI. RESULTS

This section presents the results from the research conducted
to address the research questions introduced in Section |lI-A|

A. RQI: How can a high-level textual description of low-level
software code be generated?

To addess RQ1, we developed SDG, a tool that leverages
AST parsing, KG modeling via Neo4j, and LLM to gener-
ate high-level textual descriptions of Java software systems.
The tool extracts structural and behavioral elements—such
as classes, imports, methods, method calls, interfaces, and
inheritance relationship from the code and identifies those
that best represent the system’s high-level view by ranking
the most important classes based on their number of outgoing
relations. By focusing on key components identified through
graph-based analysis, SDG generates the textual description
focusing on the purpose of the system, key components and
key technologies used within the system. An example of a
generated system description for JavaParser is provided in
Figure [6] Additional generated descriptions for other Java
systems are available in the thesis evaluation repository on

GitHut™

B. RQ2: To what extent does the generated high-level textual
description represent the actual system behavior and structure
in terms of correctness, relevance, and usefulness?

This section begins by presenting the reliability check of
the automated evaluation method, followed by the results that
answer the research question.

https://github.com/FasterXML/jackson

Bhttps://www.anthropic.com/api

16https://ai.google.dev/

Thttps://neodj.com/

8https://github.com/Tribulations/system-description- generator

1https://github.com/Tribulations/system-description- generator-eval/tree/
main/evaluation/g-eval

“Yhttps://javaparser.org/
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System Description: Here’s a structured high-level
summary of the javaparser system:

1. System Purpose JavaParser is a Java source code
parsing and analysis tool that provides programmatic
access to Java source code structure. It enables parsing
Java code into an Abstract Syntax Tree (AST) for

analysis, manipulation, and transformation.
2. Key Components & Responsibilities
Expression Class:
e Handles all Java expression types
method calls, operators, etc.)
o Provides comprehensive type checking and ex-

(literals,

pression validation
« Implements visitor pattern for traversing expres-
sions
GeneratedJavaParser Class:

o Core parsing engine that converts Java source into
AST

o Implements detailed parsing rules for all Java
language constructs
« Manages token processing and syntax validation
Node Class:

o Base class for all AST nodes
o Provides common functionality for tree traversal

« Handles parent-child relationships and node vis-
itors

« Manages source code position tracking and com-
ments

3. Core Technologies & Dependencies
Technologies:

o Pure Java implementation

o Visitor pattern for AST traversal

o Observer pattern for AST modifications
Key Dependencies:

o Java Collections Framework

o Java Stream API

o Internal metamodel framework for reflection

« Symbol resolution system for type analysis

The system is designed as a standalone Java library
with minimal external dependencies, focusing on ro-
bust parsing and AST manipulation capabilities while
maintaining a clean object-oriented structure.

Fig. 6: High-level system description generated by SDG for
JavaParse


https://github.com/FasterXML/jackson
https://www.anthropic.com/api
https://ai.google.dev/
https://neo4j.com/
https://github.com/Tribulations/system-description-generator
https://github.com/Tribulations/system-description-generator-eval/tree/main/evaluation/g-eval
https://github.com/Tribulations/system-description-generator-eval/tree/main/evaluation/g-eval
https://javaparser.org/

1) Reliability check: The initial reliability check indicated
that the automated evaluation of the first two projects resulted
in overly high scores for each of the three metrics, with the
largest discrepancy in the usefulness metric. For JavaParser,
automated scores were 0.93, 0.90, and 0.91 for correctness,
relevance, and usefulness, respectively. For JUnit5, the scores
were 0.93, 0.94, and 0.91 for the same metrics. In contrast, the
manual evaluation scores for both JavaParser and JUnit5 were
0.75, 0.75, and 0.5 after applying min-max normalization. The
automated scores exceeded the manual scores by 0.18 for
correctness (both projects), 0.15 and 0.19 for relevance, and
0.41 for usefulness (both projects).

To mitigate the misalignment between automated and man-
ual scores, the G-Eval configuration was refined by providing
predefined evaluation steps tailored to each metric, rather than
relying on its default behavior of generating evaluation steps
automatically for every execution. These steps were initially
derived from G-Eval’s default four-step format and were
subsequently refined and extended. The finalized steps were
applied consistently throughout all automated evaluations. Full
details of the evaluation steps are provided in Appendix 3 (see
page [20).

To validate the updated evaluation G-Eval setup, two ad-
ditional projects Assert and RuneLite were evaluated both
manually and automatically. The automated scores for AssertJ
were 0.87, 0.81, and 0.54, while RuneLite scored 0.86, 0.74,
and 0.49 across correctness, relevance, and usefulness, re-
spectively. The manual evaluations for both projects remained
consistent with prior scores at 0.75, 0.75, and 0.50.

Following this calibration, the difference between automated
and manual evaluations fell within an acceptable tolerance
threshold of +0.125, as defined in Section This alignment
indicated that the revised G-Eval configuration better captured
human evaluators’ judgment, thereby increasing the reliability
of automated evaluation in the context of the study.

To finalize the reliability check, the initial two sys-
tems—JavaParser and JUnit5—were re-evaluated using the
revised G-Eval configuration. Their updated scores were 0.81,
0.86, and 0.55 for JavaParser, and 0.84, 0.83, and 0.57 for
JUnit5. As shown in Table [[ll and Table these results fur-
ther confirmed the alignment between automated and manual
evaluation, justifying the use of G-Eval for the remaining 30
projects in the automated evaluation phase.

2) Automated evaluation results:

o Correctness scores ranged from 0.45 to 0.91, with a
median of 0.81 and an interquartile range of 0.14. The
majority of projects (68%) received scores above 0.75.
Relevance scores ranged from 0.45 to 0.87, with a
median of 0.77 and an interquartile range of 0.11. 58%
of the projects received scores of 0.75 or higher.
Usefulness scores ranged from 0.43 to 0.72, with a
median of 0.52 and an interquartile range of 0.09. In
contrast to the other two metrics, 98% of the usefulness
scores were below 0.7.

Figure[7] visualizes the distribution of scores for each metric.
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RQ2: The evaluation across 34 open-source Java projects
showed that SDG-generated descriptions are generally
correct and relevant, but only moderately useful. Specif-
ically:

Correctness scores were consistently high (me-
dian: 0.81), indicating that the generated summaries
aligned well with the actual system behavior and
structural intent.

Relevance scores were also strong (median: 0.77),
suggesting that the extracted key classes effectively
focus on important parts of the software.
Usefulness, however, had a notably lower median
score (0.52), which suggests a disconnect between
what is summarized and what users actually need to
understand the system as a whole.

Score

'
—_—

05 06 07 08 09

o o N

Correctness Relevance Usefulness

Fig. 7: Distribution of automated scores across the 34 Java
projects evaluated using the modified G-Eval approach.

VII. DISCUSSION

The goal of this study was to investigate how high-level
textual descriptions of Java software systems could be gen-
erated automatically (RQ1) and how well these descriptions
represented the system’s structure and behavior in terms of
correctness, relevance, and usefulness (RQ2). In this section,
we interpret the results in light of these research questions,
compare our findings to related work, discuss the study’s
limitations, and reflect on societal and ethical aspects.

The results indicate that SDG-generated descriptions are
structurally sound and contextually aligned with the under-
lying software, as reflected by the high median scores for
correctness (0.81) and relevance (0.77). These findings suggest
that the selected key classes effectively capture the system’s
architectural core. While the usefulness score (0.52) appears
lower than other two metrics, this reflects the inherently sub-
jective nature of usefulness judgments, which are influenced
by individual users’ goals, experience levels, and expecta-
tions rather than indicating a deficiency in the generated
descriptions. This discrepancy highlights a critical direction for
improving description quality: aligning output not only with



structural fidelity but also with developer’s expectations and
comprehension needs. Future work could involve collecting
feedback from developers to better understand their needs and
expectations for high-level system descriptions. This feedback
could then be used to refine and improve the SDG approach.

Our findings support RQ1 by showing that a high-level sys-
tem description can be generated by combining static analysis,
graph-based modeling of structural and semantic relationships,
and large language models. SDG parses source code using
JavaParser, constructs a Neo4j knowledge graph representing
classes, methods, inheritance, and imports, and selects key
classes based on their structural centrality—specifically, outgo-
ing relationships—before passing them to an LLM for natural
language generation. This end-to-end pipeline proves techni-
cally feasible and produces coherent high-level descriptions.

Performance optimization was necessary to make this
pipeline viable at scale. The graph construction phase, initially
a bottleneck, was improved through schema indexing and
batch insertion strategies in Neo4j. Although these changes
enhanced scalability, limitations remain for extremely large
codebases, suggesting that further engineering work is required
to ensure consistent performance without reducing semantic
granularity.

The results for RQ2, meanwhile, illustrate that while struc-
tural and semantic fidelity is achievable, usefulness still lags
behind. This may be attributed to the generic framing of the
description, lack of context personalization, or limitations in
prompt design for the LLM. A more user-centric description
strategy, perhaps incorporating developer intent, task context,
or role-specific detail could help bridge this gap.

These findings align with the state of related work. Most
prior research on code summarization has concentrated on
low-level artifacts such as methods or small code snippets.
For example, recent work (e.g. Gong et al.’s SCRIPT model
[30], Lin et al.’s BASTS model [31], Gao et al.’s SG-Trans
model [32]) likewise focus on incorporating AST informa-
tion into neural networks for method-level summaries. These
approaches achieve impressive improvements in automated
metrics, but they do not address the system-level context.
A notable exception is the recent ProConSuL framework by
Lomshakov et al. [11]], which provides an LLM with program
analysis—derived context (a call graph) to improve summa-
rization of C/C++ functions; ProConSuL’s results show that
including project-level context can indeed improve summary
quality and reduce hallucinations. However, ProConSulL still
targets summaries of individual functions and focuses on
C/C++ projects. By contrast, SDG is, to our knowledge, among
the first approaches aimed specifically at generating system-
level descriptions for Java projects, leveraging the structural
connectivity of classes. In this sense, SDG complements
existing work by filling the gap between fine-grained summa-
rization and whole-program comprehension. Unlike general-
purpose code models like CodeBERT [36] or CodeT5 [37],
which are trained on large corpora and can produce generic
code summaries, SDG is explicitly grounded in the program’s
AST and inter-class relations. This structural grounding helps
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ensure the descriptions are about truly important elements of
the code (as judged by connectivity) rather than being only
statistically typical phrases. Our results also directly reflect
the research questions and contributions laid out in the thesis.

In summary, SDG introduces a novel pipeline that bridges
gaps in current code comprehension research by targeting the
system level, grounding its outputs in structural data, and
demonstrating practical feasibility. While correctness and rel-
evance are strong, the observed limitations in usefulness point
to opportunities for refinement—particularly in enhancing the
human-centric quality of the output.

A. Limitations and validity threats

Despite promising results, several limitations constrain the
scope and generalization of our conclusions. First, the SDG
prototype currently struggles with scalability on extremely
large code-bases (above 3 million lines of code), primarily
due to performance bottlenecks in graph construction. Al-
though optimizations like batch insertion improved processing
times, further engineering is required to support industrial-
scale projects efficiently.

Second, the manual evaluation is subject to potential flaws.
Although we manually studied the systems, our limited famil-
iarity with the evaluated projects and limited experience in un-
derstanding systems at a high architectural level may have led
to biased or inaccurate assessments. Manual evaluations are
inherently subjective, and time constraints may have further
reduced the accuracy of the evaluations by limiting the depth
of analysis for each system. Since the automated evaluation
approach was calibrated based on the manual evaluation, any
weaknesses in the manual assessment would directly affect
the reliability of the automated scores. Initially, the prompts
used with G-Eval led to misaligned results compared to
the manual scores. However, after modifying the evaluation
steps provided to G-Eval, the alignment improved, indicating
greater reliability. Still, the calibration was based on only four
projects, which may not be sufficient to ensure the robustness
and generalization of the automated evaluation approach.
Additionally, the configuration of the automated evaluation
pipeline may contain flaws due to our limited experience with
evaluation frameworks like G-Eval. Consequently, the design
of the prompts could be suboptimal, potentially leading to
inaccurate scores.

An interesting observation that emerged during the evalua-
tion was the disparity between the metrics: while the gener-
ated descriptions consistently scored high in correctness and
relevance, their usefulness scores were notably lower. At first
glance, this may seem counterintuitive—one might reasonably
expect that if a description is both factually accurate and
focused on relevant aspects of the system, it should also be
perceived as useful. This discrepancy prompted further reflec-
tion. One possible explanation is that the manual evaluations
used to calibrate the automated scoring may have introduced
biases or inaccuracies due to our limited familiarity with the
evaluated systems or the inherent subjectivity of the task.
Another possibility is that, although the descriptions captured



correct and relevant content, they may have lacked practical
insights or context needed to support common developer tasks,
such as on-boarding or maintenance. It is also plausible that
the prompt configuration used with G-Eval was not equally
well-tuned across all three evaluation dimensions, thereby
affecting the consistency of the usefulness metric.

Moreover, G-Eval is itself a subjective tool, and the auto-
mated evaluation could have been further strengthened by in-
corporating alternative or complementary evaluation methods.
However, since no existing benchmark or dataset of reference
texts describing the high-level view of systems was found, this
approach was, to the best of our knowledge, the most suitable.

Third, the reliance on external LLM APIs introduces vari-
ability and potential limitations related to token limits, context
windows, and model biases, which can affect description’s
completeness and accuracy.

Finally, the heuristic for selecting key classes based on
outgoing relationships may omit crucial components or in-
clude less relevant ones, potentially impacting the quality and
usefulness of the generated descriptions. Evaluating different
strategies for finding key classes (e.g. page ranking) should be
replicated and validated in future work.

These limitations highlight important directions for future
work but also clarify that the current findings should be
interpreted as a proof of concept demonstrating feasibility
rather than a fully matured tool ready for widespread adoption.

B. Ethical considerations

From a engineering perspective, SDG contributes positively
to software engineering by facilitating understanding of com-
plex systems, which can support learning, maintenance, and
documentation. However, reliance on LLMs raises questions
around interpretability (analyzing the model’s architecture,
weights, and activations to understand how it processes data),
transparency, and potential biases inherited from pretraining
data. Care must also be taken not to overstate the capabili-
ties of such tools, particularly in safety-critical or regulated
domains.

C. Future work

Several directions for future research emerge from this
work, aimed at enhancing the generation and utility of high-
level software system descriptions. One of the most immediate
opportunities lies in integrating visual representation capabil-
ities, such as the automated generation of UML diagrams or
architecture charts. Visual aids can serve as complementary
artifacts to textual summaries, significantly improving users’
ability to grasp complex structural and behavioral aspects
of software systems. Such integration would be especially
beneficial for tasks like on-boarding, documentation, and
design review. Another important direction involves refining
the construction and content of the underlying knowledge
graph. Current implementations primarily focus on object-
oriented representations, which may not adequately capture
alternative paradigms such as functional or service-oriented
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architectures. Expanding the graph to encode richer seman-
tic relationships—including control flow, data dependencies,
and runtime behaviors—can lead to more comprehensive and
context-aware summaries. Identifying what elements best rep-
resent a system’s high-level view will be essential to improving
the relevance and accuracy of generated descriptions.

Supporting a broader range of programming languages is
another key consideration. By accommodating diverse lan-
guages and software paradigms, the system can be generalized
to suit a wider array of development environments. This
includes not only popular languages from different ecosystems
but also domain-specific and declarative languages, which may
require distinct modeling strategies.

Furthermore real-world validation of the system’s effective-
ness remains an essential step. Future studies should mea-
sure how these high-level summaries affect actual software
engineering workflows. Evaluating their impact on tasks like
on-boarding new developers, identifying bugs, or conducting
design reviews would yield valuable insights into the system’s
external validity and inform future enhancements.

VIII. CONCLUSIONS

We explored the feasibility of generating high-level textual
descriptions of Java software systems through a pipeline that
integrates static code analysis, semantic modeling, and natural
language generation. Specifically, we addressed two research
questions: (RQ1) how such descriptions can be automatically
generated, and (RQ2) how well they capture the structural and
behavioral characteristics of a system in terms of correctness,
relevance, and usefulness.

The results demonstrated the feasibility of SDG, which can
successfully produce structurally grounded system overviews
by leveraging Abstract Syntax Trees, knowledge graphs in
Neo4j, and large language models. Empirical evaluation across
34 open-source Java projects yielded high correctness (median:
0.81) and relevance (median: 0.77) scores, indicating that the
generated descriptions align with actual software structure
and functionality. The comparatively lower usefulness score
(median: 0.52) reflects subjective user perceptions rather than
flaws in the descriptions themselves. Future work can build on
these findings to enhance the perceived practical value based
on specific user role.

From a research perspective, this study contributes to the
emerging area of system-level software comprehension, which
remains underexplored compared to method or function-level
summarization. Unlike prior approaches that rely solely on
statistical patterns learned from large corpora, SDG combines
structural insights derived from static analysis with LLM-
based generation, offering a more interpretable and control-
lable software comprehension framework.

To promote reproducibility and future research, we have
made the SDG tool and evaluation setup publicly available.
This provides a foundation for follow-up studies, comparative
evaluations, and iterative refinement of system-level software
comprehension approaches.



Project Evaluation Before Modification  After Modification

Corr.  Rel. Use. Corr. Rel. Use.

JavaParser Manual 075 075 050 075 075 0.50
Automated 093 090 091 081 0.86 0.55
Difference  +0.18 +0.15 +0.41 +0.06 +0.11 +0.05

JUnit5 Manual 075 075 050 075 0.75 0.50
Automated 093 094 091 0.84 0.83 0.57
Difference  +0.18 +0.19 +0.41 +0.09 +0.08 +0.07

TABLE II: Comparison of manual and automated evaluation
scores before and after G-Eval modification for the two
initially assessed projects. Highlighted values show how the
modified approach enhanced the alignment between automated
and manual scores, and thus, improved reliability, with use-
fulness score differences decreasing from +0.41 to between
+0.05 and +0.07.

Project Evaluation Correctness Relevance Usefulness
JavaParser Manual 0.75 0.75 0.50
Automated 0.81 0.86 0.55
Difference +0.06 +0.11 +0.05
JUnit5 Manual 0.75 0.75 0.50
Automated 0.84 0.83 0.57
Difference +0.09 +0.08 +0.07
Assert] Manual 0.75 0.75 0.50
Automated 0.87 0.81 0.54
Difference +0.12 +0.06 +0.04
RuneLite = Manual 0.75 0.75 0.50
Automated 0.86 0.74 0.49
Difference +0.11 -0.01 -0.01
Mean absolute difference: 0.095 0.065 0.043

TABLE III: Comparison of manual and automated evaluation
scores for all projects included in the reliability check, follow-
ing the modification of evaluation steps provided to G-Eval.
As all score differences fell within +0.125, the automated and
manual evaluations were considered aligned.



[1]

[2]

[3]

[4]

[5]

[6]

[7]

[8]
[9]

[10]

(11]

[12]

[13]

[14]

[15]

[16]

REFERENCES

D. Nam, A. Macvean, V. Hellendoorn, B. Vasilescu, and B. Myers,
“Using an llm to help with code understanding,” in Proceedings of the
IEEE/ACM 46th International Conference on Software Engineering, ser.
ICSE "24. New York, NY, USA: Association for Computing Machinery,
2024. [Online]. Available: https://doi.org/10.1145/3597503.3639187

X. Xia, L. Bao, D. Lo, Z. Xing, A. E. Hassan, and S. Li, “Measuring
program comprehension: A large-scale field study with professionals,”
IEEE Transactions on Software Engineering, vol. 44, no. 10, pp. 951—
976, 2018. [Online]. Available: https://ieeexplore-ieee-org.proxybib.
miun.se/abstract/document/7997917

J. Siegmund, “Program comprehension: Past, present, and future,”
in 2016 IEEE 23rd International Conference on Software Analysis,
Evolution, and Reengineering (SANER), vol. 5, 2016, pp. 13—
20. [Online]. Available: |https://ieeexplore-ieee-org.proxybib.miun.se/
document/7476769

S. Stapleton, Y. Gambhir, A. LeClair, Z. Eberhart, W. Weimer,
K. Leach, and Y. Huang, “A human study of comprehension and code
summarization,” in Proceedings of the 28th International Conference
on Program Comprehension, ser. ICPC ’20. New York, NY, USA:
Association for Computing Machinery, 2020, p. 2-13. [Online].
Available: https://doi.org/10.1145/3387904.3389258

W. Pan, X. Du, H. Ming, D.-K. Kim, and Z. Yang, “Identifying
key classes for initial software comprehension: Can we do it
better?” in 2023 IEEE/ACM 45th International Conference on Software
Engineering (ICSE), 2023, pp. 1878-1889. [Online]. Available: https:
/lieeexplore-ieee-org.proxybib.miun.se/abstract/document/10172749

N. A. Al-Saiyd, “Source code comprehension analysis in
software maintenance,” in 2017 2nd International Conference on
Computer and Communication Systems (ICCCS), 2017, pp. 1-5.
[Online]. Available: https://ieeexplore-ieee-org.proxybib.miun.se/stamp/
stamp.jsp?tp=&arnumber=8075175

J. Achiam, S. Adler, S. Agarwal, L. Ahmad, I. Akkaya, F. L. Aleman,
D. Almeida, J. Altenschmidt, S. Altman, S. Anadkat et al., “Gpt-4
technical report,” arXiv preprint arXiv:2303.08774, 2023. [Online].
Available: https://arxiv.org/abs/2303.08774

A. Anthropic, “Introducing the next generation of claude,” 2024. [On-
line]. Available: https://www.anthropic.com/news/introducing-claude
Q. Zhu, D. Guo, Z. Shao, D. Yang, P. Wang, R. Xu, Y. Wu, Y. Li, H. Gao,
S. Ma et al., “Deepseek-coder-v2: Breaking the barrier of closed-source
models in code intelligence,” arXiv preprint arXiv:2406.11931, 2024.
[Online]. Available: https://arxiv.org/abs/2406.11931

W. Sun, Y. Miao, Y. Li, H. Zhang, C. Fang, Y. Liu, G. Deng, Y. Liu,
and Z. Chen, “Source code summarization in the era of large language
models,” arXiv preprint arXiv:2407.07959, 2024. [Online]. Available:
https://arxiv.org/abs/2407.07959

V. Lomshakov, A. Podivilov, S. Savin, O. Baryshnikov, A. Lisevych, and
S. Nikolenko, “ProConSuL: Project context for code summarization with
LLMs,” in Proceedings of the 2024 Conference on Empirical Methods
in Natural Language Processing: Industry Track, F. Dernoncourt,
D. Preotiuc-Pietro, and A. Shimorina, Eds. Miami, Florida, US:
Association for Computational Linguistics, Nov. 2024, pp. 866-880.
[Online]. Available: https://aclanthology.org/2024.emnlp-industry.65/
R. Haldar and J. Hockenmaier, “Analyzing the performance of
large language models on code summarization,” arXiv preprint
arXiv:2404.08018, 2024. [Online]. Available: https://arxiv.org/pdf/2404.
08018

Y. Ma, Q. Yang, R. Cao, B. Li, F. Huang, and Y. Li, “Alibaba
lingmaagent: Improving automated issue resolution via comprehensive
repository exploration,” arXiv preprint arXiv:2406.01422, 2024.
[Online]. Available: https://arxiv.org/pdf/2406.1422

G. Team, P. Georgiev, V. I. Lei, R. Burnell, L. Bai, A. Gulati et al.,
“Gemini 1.5: Unlocking multimodal understanding across millions of
tokens of context, 2024,” URL https://arxiv. org/abs/2403.05530, 2024.
[Online]. Available: https://arxiv.org/abs/2403.05530

H. Liu, M. Zaharia, and P. Abbeel, “Ring attention with blockwise
transformers for near-infinite context,” arXiv preprint arXiv:2310.01889,
2023. [Online]. Available: https://arxiv.org/abs/2310.01889

J. Siegmund, C. Kistner, S. Apel, C. Parnin, A. Bethmann, T. Leich,
G. Saake, and A. Brechmann, “Understanding understanding source
code with functional magnetic resonance imaging,” in Proceedings of the
36th International Conference on Software Engineering, ser. ICSE 2014.

15

(17]

(18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

[27]

(28]

[29]

[30]

[31]

[32]

New York, NY, USA: Association for Computing Machinery, 2014, p.
378-389. [Online]. Available: https://doi.org/10.1145/2568225.2568252
C. Zhang, J. Wang, Q. Zhou, T. Xu, K. Tang, H. Gui, and F. Liu, “A
survey of automatic source code summarization,” Symmetry, vol. 14,
no. 3, 2022. [Online]. Available: https://www.mdpi.com/2073-8994/14/
3/471

R. Alanazi, G. Gharibi, and Y. Lee, “Facilitating program comprehension
with call graph multilevel hierarchical abstractions,” Journal of Systems
and Software, vol. 176, p. 110945, 2021. [Online]. Available:
https://www.sciencedirect.com/science/article/pii/S016412122100042X
H. Li, T. Wang, W. Pan, M. Wang, C. Chai, P. Chen,
J. Wang, and J. Wang, “Mining key classes in java projects by
examining a very small number of classes: A complex network-
based approach,” IEEE Access, vol. 9, pp. 28076-28088, 2021.
[Online]. Available: https://ieeexplore-ieee-org.proxybib.miun.se/stamp/|
stamp.jsp?tp=&arnumber=9351963

M. Wyrich, J. Bogner, and S. Wagner, “40 years of designing
code comprehension experiments: A systematic mapping study,” ACM
Comput. Surv., vol. 56, no. 4, Nov. 2023. [Online]. Available:
https://doi-org.proxybib.miun.se/10.1145/3626522

O. Levy and D. G. Feitelson, “Understanding large-scale software
systems—structure and flows,” Empirical Software Engineering, vol. 26,
no. 3, p. 48, 2021. [Online]. Available: https:/link-springer-com.
proxybib.miun.se/article/10.1007/s10664-021-09938-8

K. Borowski, B. Balis, and T. Orzechowski, “Semantic code graph—an
information model to facilitate software comprehension,” [EEE
Access, vol. 12, pp. 27279-27310, 2024. [Online]. Available: https:
/lieeexplore-ieee-org.proxybib.miun.se/abstract/document/10385091

T. Ahmed and P. Devanbu, “Few-shot training llms for project-
specific code-summarization,” in Proceedings of the 37th IEEE/ACM
international conference on automated software engineering, 2022, pp.
1-5. [Online]. Available: https://dl.acm.org/doi/pdf/10.1145/3551349.
3559555

S. Kang, G. An, and S. Yoo, “A quantitative and qualitative evaluation of
Ilm-based explainable fault localization,” Proc. ACM Softw. Eng., vol. 1,
no. FSE, Jul. 2024. [Online]. Available: https://doi.org/10.1145/3660771
D. N. Palacio, A. Velasco, D. Rodriguez-Cardenas, K. Moran, and
D. Poshyvanyk, “Evaluating and explaining large language models
for code using syntactic structures,” arXiv preprint arXiv:2308.03873,
2023. [Online]. Available: https://arxiv.org/abs/2308.03873

W. Sun, C. Fang, Y. Miao, Y. You, M. Yuan, Y. Chen, Q. Zhang,
A. Guo, X. Chen, Y. Liu er al., “Abstract syntax tree for
programming language understanding and representation: How far
are we?” arXiv preprint arXiv:2312.00413, 2023. [Online]. Available:
https://arxiv.org/pdf/2312.00413

Y. Zhou, J. Shen, X. Zhang, W. Yang, T. Han, and T. Chen,
“Automatic source code summarization with graph attention
networks,” Journal of Systems and Software, vol. 188, p.
111257, 2022. [Online]. Available: https://www-sciencedirect-com.
proxybib.miun.se/science/article/pii/S0164121222000279/
pdtft?md5=b78eba6902d482bdd61falfe82ed4673&pid=1-s2.
0-S0164121222000279-main.pdf

S. Iyer, 1. Konstas, A. Cheung, and L. Zettlemoyer, “Summarizing
source code using a neural attention model,” in Proceedings of the
54th Annual Meeting of the Association for Computational Linguistics
(Volume 1: Long Papers), K. Erk and N. A. Smith, Eds. Berlin,
Germany: Association for Computational Linguistics, Aug. 2016, pp.
2073-2083. [Online]. Available: https://aclanthology.org/P16-1195/

X. Hu, G. Li, X. Xia, D. Lo, S. Lu, and Z. Jin, “Summarizing
source code with transferred api knowledge,” in International Joint
Conference on Artificial Intelligence, 2018. [Online]. Available:
https://api.semanticscholar.org/CorpusID:49584957

Z. Gong, C. Gao, Y. Wang, W. Gu, Y. Peng, and Z. Xu, “Source code
summarization with structural relative position guided transformer,” in
2022 IEEE International Conference on Software Analysis, Evolution
and Reengineering (SANER), 2022, pp. 13-24.

C. Lin, Z. Ouyang, J. Zhuang, J. Chen, H. Li, and R. Wu, “Improving
code summarization with block-wise abstract syntax tree splitting,” in
2021 IEEE/ACM 29th International Conference on Program Compre-
hension (ICPC), 2021, pp. 184-195.

S. Gao, C. Gao, Y. He, J. Zeng, L. Nie, X. Xia, and M. Lyu, “Code
structure—guided transformer for source code summarization,” ACM
Trans. Softw. Eng. Methodol., vol. 32, no. 1, Feb. 2023. [Online].
Available: https://doi-org.proxybib.miun.se/10.1145/3522674


https://doi.org/10.1145/3597503.3639187
https://ieeexplore-ieee-org.proxybib.miun.se/abstract/document/7997917
https://ieeexplore-ieee-org.proxybib.miun.se/abstract/document/7997917
https://ieeexplore-ieee-org.proxybib.miun.se/document/7476769
https://ieeexplore-ieee-org.proxybib.miun.se/document/7476769
https://doi.org/10.1145/3387904.3389258
https://ieeexplore-ieee-org.proxybib.miun.se/abstract/document/10172749
https://ieeexplore-ieee-org.proxybib.miun.se/abstract/document/10172749
https://ieeexplore-ieee-org.proxybib.miun.se/stamp/stamp.jsp?tp=&arnumber=8075175
https://ieeexplore-ieee-org.proxybib.miun.se/stamp/stamp.jsp?tp=&arnumber=8075175
https://arxiv.org/abs/2303.08774
https://www.anthropic.com/news/introducing-claude
https://arxiv.org/abs/2406.11931
https://arxiv.org/abs/2407.07959
https://aclanthology.org/2024.emnlp-industry.65/
https://arxiv.org/pdf/2404.08018
https://arxiv.org/pdf/2404.08018
https://arxiv.org/pdf/2406.1422
https://arxiv.org/abs/2403.05530
https://arxiv.org/abs/2310.01889
https://doi.org/10.1145/2568225.2568252
https://www.mdpi.com/2073-8994/14/3/471
https://www.mdpi.com/2073-8994/14/3/471
https://www.sciencedirect.com/science/article/pii/S016412122100042X
https://ieeexplore-ieee-org.proxybib.miun.se/stamp/stamp.jsp?tp=&arnumber=9351963
https://ieeexplore-ieee-org.proxybib.miun.se/stamp/stamp.jsp?tp=&arnumber=9351963
https://doi-org.proxybib.miun.se/10.1145/3626522
https://link-springer-com.proxybib.miun.se/article/10.1007/s10664-021-09938-8
https://link-springer-com.proxybib.miun.se/article/10.1007/s10664-021-09938-8
https://ieeexplore-ieee-org.proxybib.miun.se/abstract/document/10385091
https://ieeexplore-ieee-org.proxybib.miun.se/abstract/document/10385091
https://dl.acm.org/doi/pdf/10.1145/3551349.3559555
https://dl.acm.org/doi/pdf/10.1145/3551349.3559555
https://doi.org/10.1145/3660771
https://arxiv.org/abs/2308.03873
https://arxiv.org/pdf/2312.00413
https://www-sciencedirect-com.proxybib.miun.se/science/article/pii/S0164121222000279/pdfft?md5=b78eba6902d482bdd61fa1fe82ed4673&pid=1-s2.0-S0164121222000279-main.pdf
https://www-sciencedirect-com.proxybib.miun.se/science/article/pii/S0164121222000279/pdfft?md5=b78eba6902d482bdd61fa1fe82ed4673&pid=1-s2.0-S0164121222000279-main.pdf
https://www-sciencedirect-com.proxybib.miun.se/science/article/pii/S0164121222000279/pdfft?md5=b78eba6902d482bdd61fa1fe82ed4673&pid=1-s2.0-S0164121222000279-main.pdf
https://www-sciencedirect-com.proxybib.miun.se/science/article/pii/S0164121222000279/pdfft?md5=b78eba6902d482bdd61fa1fe82ed4673&pid=1-s2.0-S0164121222000279-main.pdf
https://aclanthology.org/P16-1195/
https://api.semanticscholar.org/CorpusID:49584957
https://doi-org.proxybib.miun.se/10.1145/3522674

[33]

[34]

[35]

[36]

[37]

[38]

[39]

[40]

[41]

[42]

[43]

[44]

[45]

[46]

[47]

[48]

R. Xie, T. Hu, W. Ye, and S. Zhang, “Low-resources project-
specific code summarization,” in Proceedings of the 37th IEEE/ACM
International Conference on Automated Software Engineering, ser. ASE
’22. New York, NY, USA: Association for Computing Machinery,
2023. [Online]. Available: |https://doi-org.proxybib.miun.se/10.1145/
3551349.3556909

J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova, “BERT: Pre-
training of deep bidirectional transformers for language understanding,”
in Proceedings of the 2019 Conference of the North American
Chapter of the Association for Computational Linguistics: Human
Language Technologies, Volume 1 (Long and Short Papers), J. Burstein,
C. Doran, and T. Solorio, Eds. Minneapolis, Minnesota: Association
for Computational Linguistics, Jun. 2019. [Online]. Available: https:
/faclanthology.org/N19-1423/

C. Raffel, N. Shazeer, A. Roberts, K. Lee, S. Narang, M. Matena,
Y. Zhou, W. Li, and P. J. Liu, “Exploring the limits of transfer
learning with a unified text-to-text transformer,” Journal of machine
learning research, vol. 21, no. 140, pp. 1-67, 2020. [Online]. Available:
https://www.jmlr.org/papers/volume21/20-074/20-074.pdf

Z. Feng, D. Guo, D. Tang, N. Duan, X. Feng, M. Gong, L. Shou, B. Qin,
T. Liu, D. Jiang et al., “Codebert: A pre-trained model for programming
and natural languages,” arXiv preprint arXiv:2002.08155, 2020.

Y. Wang, W. Wang, S. Joty, and S. C. Hoi, “Codet5: Identifier-aware
unified pre-trained encoder-decoder models for code understanding
and generation,” arXiv preprint arXiv:2109.00859, 2021. [Online].
Available: https://arxiv.org/pdf/2109.00859

D. Guo, S. Lu, N. Duan, Y. Wang, M. Zhou, and J. Yin,
“Unixcoder: Unified cross-modal pre-training for code representation,”
in Annual Meeting of the Association for Computational Linguistics,
2022. [Online]. Available: https://api.semanticscholar.org/CorpusID:
247315559

M. Du, F. He, N. Zou, D. Tao, and X. Hu, “Shortcut learning of large
language models in natural language understanding,” Communications
of the ACM, vol. 67, no. 1, pp. 110-120, 2023. [Online]. Available:
https://dl-acm-org.proxybib.miun.se/doi/pdf/10.1145/3596490

C. Qin, A. Zhang, Z. Zhang, J. Chen, M. Yasunaga, and D. Yang,
“Is chatgpt a general-purpose natural language processing task
solver?” arXiv preprint arXiv:2302.06476, 2023. [Online]. Available:
https://arxiv.org/pdf/2302.06476

Q. Zhang, C. Fang, Y. Xie, Y. Zhang, Y. Yang, W. Sun,
S. Yu, and Z. Chen, “A survey on large language models
for software engineering,” arXiv preprint arXiv:2312.15223, 2023.
[Online]. Available: https://arxiv.org/pdf/2312.15223

A. Fan, B. Gokkaya, M. Harman, M. Lyubarskiy, S. Sengupta, S. Yoo,
and J. M. Zhang, “Large language models for software engineering: Sur-
vey and open problems,” in 2023 IEEE/ACM International Conference
on Software Engineering: Future of Software Engineering (ICSE-FoSE),
2023, pp. 31-53.

M. Chen, J. Tworek, H. Jun, Q. Yuan, H. P. D. O. Pinto, J. Kaplan,
H. Edwards, Y. Burda, N. Joseph, G. Brockman ef al., “Evaluating large
language models trained on code,” arXiv preprint arXiv:2107.03374,
2021. [Online]. Available: https://arxiv.org/pdf/2107.03374

M. Geng, S. Wang, D. Dong, H. Wang, G. Li, Z. Jin, X. Mao, and
X. Liao, “Large language models are few-shot summarizers: Multi-
intent comment generation via in-context learning,” in Proceedings of
the IEEE/ACM 46th International Conference on Software Engineering,
ser. ICSE °24. New York, NY, USA: Association for Computing
Machinery, 2024. [Online]. Available: https://doi-org.proxybib.miun.se/
10.1145/3597503.3608134

T. Ahmed, K. S. Pai, P. Devanbu, and E. Barr, “Automatic semantic
augmentation of language model prompts (for code summarization),”
in Proceedings of the IEEE/ACM 46th International Conference on
Software Engineering. Lisbon, Portugal: ACM, April 2024, pp. 1-13,
accessed March 31, 2025.

Y. Zhou, J. Shen, X. Zhang, W. Yang, T. Han, and T. Chen, “Automatic
source code summarization with graph attention networks,” Journal of
Systems and Software, vol. 188, p. 111257, June 2022, accessed March
31, 2025.

J. Fu, S.-K. Ng, Z. Jiang, and P. Liu, “Gptscore: Evaluate as you
desire,” arXiv, February 2023, accessed March 31, 2025. [Online].
Auvailable: https://arxiv.org/pdf/2302.04166

J. Wang et al., “Is chatgpt a good nlg evaluator? a preliminary study,”
arXiv, October 2023, accessed March 31, 2025. [Online]. Available:
https://arxiv.org/pdf/2303.04048

16

[49]

[50]

[51]

[52]

[53]

[54]

[55]

[56]

(571

Y. Liu, D. Iter, Y. Xu, S. Wang, R. Xu, and C. Zhu, “G-
eval: Nlg evaluation using gpt-4 with better human alignment,”
arXiv, May 2023, accessed March 4, 2025. [Online]. Available:
https://arxiv.org/pdf/2303.16634

R. Wieringa, “Design science methodology,” University of Twente, 2014.
[Online]. Available: https://ris.utwente.nl/ws/portalfiles/portal/5123327/
Wieringa_2014_-Design_science_methodology_-_front_matter.pdf

T. Y. Zhuo, “Ice-score: Instructing large language models to evaluate
code,” arXiv, January 2024, accessed May 1, 2025. [Online]. Available:
https://arxiv.org/pdf/2304.14317

R. Awasthi, S. Mishra, D. Mahapatra, A. Khanna, K. Maheshwari,
J. Cywinski, F. Papay, and P. Mathur, “Humanely: Human evaluation
of 1lm yield, using a novel web-based evaluation tool,” medRxiv,
December 2023, accessed April 30, 2025. [Online]. Available:
https://www.medrxiv.org/content/10.1101/2023.12.22.23300458v 1

S. Kabir, D. N. Udo-Imeh, B. Kou, and T. Zhang, “Is stack overflow
obsolete? an empirical study of the characteristics of chatgpt answers
to stack overflow questions,” in Proceedings of the CHI Conference on
Human Factors in Computing Systems. Honolulu, HI, USA: ACM,
May 2024, pp. 1-17, accessed April 30, 2025. [Online]. Available:
https://doi.org/10.1145/3613904.3642596

H. N. J. Boone and D. A. Boone, “Analyzing likert data,” The Journal
of Extension, vol. 50, no. 2, p. Article 48, April 2012, accessed April 30,
2025. [Online]. Available: https://archives.joe.org/joe/2012april/tt2.php
K. R. Larsen and M. Edvall, “Investigating the impact of generative ai
on newcomers’ understanding of software projects,” Diva Portal, 2024,
accessed April 30, 2025. [Online]. Available: https://www.diva-portal.
org/smash/get/diva2:1880230/FULLTEXTO1.pdf

S. G. K. Patro and K. K. Sahu, “Normalization: A preprocessing stage,”
International Advanced Research Journal in Science, Engineering
and Technology, vol. 2, no. 3, pp. 20-22, March 2015, accessed
May 1, 2025. [Online]. Available: https://www.iarjset.com/upload/2015/
march- 15/IARJSET%205.pdf

P. J. Muhammad Ali, “Investigating the impact of min-max
data normalization on the regression performance of k-nearest
neighbor with different similarity measurements,” ARO - The
Scientific Journal of Koya University, vol. 10, no. 1, pp. 85-
91, June 2022, accessed May 1, 2025. [Online]. Available: https:
/faro.koyauniversity.org/index.php/aro/article/view/955


https://doi-org.proxybib.miun.se/10.1145/3551349.3556909
https://doi-org.proxybib.miun.se/10.1145/3551349.3556909
https://aclanthology.org/N19-1423/
https://aclanthology.org/N19-1423/
https://www.jmlr.org/papers/volume21/20-074/20-074.pdf
https://arxiv.org/pdf/2109.00859
https://api.semanticscholar.org/CorpusID:247315559
https://api.semanticscholar.org/CorpusID:247315559
https://dl-acm-org.proxybib.miun.se/doi/pdf/10.1145/3596490
https://arxiv.org/pdf/2302.06476
https://arxiv.org/pdf/2312.15223
https://arxiv.org/pdf/2107.03374
https://doi-org.proxybib.miun.se/10.1145/3597503.3608134
https://doi-org.proxybib.miun.se/10.1145/3597503.3608134
https://arxiv.org/pdf/2302.04166
https://arxiv.org/pdf/2303.04048
https://arxiv.org/pdf/2303.16634
https://ris.utwente.nl/ws/portalfiles/portal/5123327/Wieringa_2014_-Design_science_methodology_-_front_matter.pdf
https://ris.utwente.nl/ws/portalfiles/portal/5123327/Wieringa_2014_-Design_science_methodology_-_front_matter.pdf
https://arxiv.org/pdf/2304.14317
https://www.medrxiv.org/content/10.1101/2023.12.22.23300458v1
https://doi.org/10.1145/3613904.3642596
https://archives.joe.org/joe/2012april/tt2.php
https://www.diva-portal.org/smash/get/diva2:1880230/FULLTEXT01.pdf
https://www.diva-portal.org/smash/get/diva2:1880230/FULLTEXT01.pdf
https://www.iarjset.com/upload/2015/march-15/IARJSET%205.pdf
https://www.iarjset.com/upload/2015/march-15/IARJSET%205.pdf
https://aro.koyauniversity.org/index.php/aro/article/view/955
https://aro.koyauniversity.org/index.php/aro/article/view/955

Week

APPENDIX 1: TIME PLAN
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Thesis proposal

Information gathering

Write introduction

Write purpose

Write background

Write method

Data collection

Midterm check 4/5

Improve artifact

Write results

Write discussion

Write conclusion

Completeness check 25/5

Prepare presentation

Fig. 8: Initial time plan.
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Thesis proposal

Information gathering

Write introduction

Write purpose

Write background

Write related work

Write method

Data collection

Midterm check 4/5

Improve artifact

Implement eval artifact

Write results

Write discussion

Write conclusion

Completeness check 25/5

Prepare presentation

Finalize report

Fig. 9: Actual time plan.
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APPENDIX 2: PROJECTS USED IN THE AUTOMATED EVALUATION

Repository ‘ Correctness Relevance Usefulness
ActiveMQ 091 0.84 0.61
Accumulo 0.80 0.78 0.46
Alluxio 0.79 0.71 0.51
Ambari 0.88 0.85 0.58
Armeria 0.85 0.82 0.53
Assert]J. 0.87 0.81 0.54
Atlas 0.89 0.87 0.72
Besu 0.77 0.75 0.51
BookKeeper 0.78 0.70 0.57
CAS 0.84 0.75 0.58
CGeo 0.88 0.85 0.59
Checkstyle 0.87 0.74 0.62
DBeaver 0.88 0.86 0.51
Debezium 0.67 0.71 0.50
Dubbo 0.45 0.45 0.43
FreePlane 0.89 0.86 0.64
GATK 0.78 0.71 0.53
Gobblin 0.58 0.60 0.45
GoCD 0.65 0.76 0.48
gRPC-Java 0.75 0.61 0.48
Guava 0.82 0.67 0.46
JavaParser 0.81 0.86 0.55
JUnit5 0.84 0.83 0.57
Neo4j 0.70 0.71 0.56
Netty 0.85 0.75 0.47
OpenTripPlanner 0.60 0.81 0.48
Paimon 0.52 0.75 0.46
Phoenix 0.85 0.82 0.51
Pinpoint 0.73 0.82 0.56
Rewrite 0.58 0.56 0.53
RuneLite 0.86 0.74 0.48
RxJava 0.88 0.85 0.58
SmartTube 0.74 0.80 0.47
XChange 0.78 0.79 0.50

TABLE IV: Scores from the automated evaluation of high-level system descriptions for each of the 34 projects, conducted
using G-Eval. The scores range from 0 to 1, with higher values reflecting better quality.
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APPENDIX 3: EVALUATION STEPS USED WITH G-EVAL
Correctness Evaluation Steps

1) Critically examine the system description against the
provided knowledge graph data, identifying any factual
errors or misrepresentations about components, relation-
ships, or system behavior.

Check for logical inconsistencies or contradictions
within the description itself that would indicate a mis-
understanding of the system architecture.

Evaluate whether the technical terms and concepts used
in the description are applied accurately and appropri-
ately for the described system.

Identify any statements that make unfounded assump-
tions beyond what’s supported by the input data or that
inappropriately extrapolate system functionality.
Compare the system components and relationships men-
tioned in the input data against those described in the
output to identify missing or incorrectly characterized
elements.

Assess whether the description captures the correct
system purpose and primary functions according to the
input data.

Assign a correctness score, defaulting to a lower score
(2-3) unless the description demonstrates exceptional
accuracy and fidelity to the provided system information.

2)

3)

4)

5)

0)

7

Relevance Evaluation Steps

1) Critically analyze whether the description focuses on
truly essential system components or dilutes its value
with tangential information that would not help a devel-
oper understand the system’s core functionality.
Identify specific instances where the description in-
troduces irrelevant technical details, unnecessary back-
ground information, or unfocused explanations that de-
tract from understanding the system architecture.
Assess whether the description maintains appropriate
focus on the system’s most important architectural ele-
ments or if it gives undue attention to minor or peripheral
aspects.

Check if the description provides information at a con-
sistent and appropriate level of abstraction, or if it mixes
high-level concepts with unnecessarily low-level details.
Evaluate whether the description prioritizes information
based on what would be most valuable to a developer
approaching the system for the first time.

Compare what was provided in the input data against
what appears in the output to identify irrelevant infor-
mation that doesn’t correspond to the system described
in the input.

Assign a relevance score, defaulting to a lower score (2-
3) unless the description demonstrates exceptional focus
and appropriate selection of information.

2)

3)

4)

5)

6)

7

Usefulness Evaluation Steps

1) Examine the actual output critically, identifying specific
areas where it fails to provide actionable insights or re-
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lies on generic descriptions rather than precise technical
explanations.

Identify missing technical details that would be essential
for a developer to understand the system architecture -
be specific about what information should have been
included but wasn’t.

Assess whether the description provides concrete exam-
ples or merely abstract generalizations. Concrete exam-
ples should be weighted more heavily.

Check if the description clearly explains component
relationships and dependencies or if these connections
are vague or implied.

Evaluate whether technical terminology is used precisely
and accurately or if terms are used in a way that suggests
limited understanding.

Compare what was provided in the input data against
what appears in the output to identify missing or mis-
represented information.

Assign a usefulness score, defaulting to a lower score
(3-4) unless the description demonstrates exceptional
clarity and completeness.

2)

3)

4)

5)

6)

7)

APPENDIX 4: CONTRIBUTIONS

This thesis was conducted through close collaboration be-
tween the two authors, employing an agile, task-based work-
flow using Trello for task management. While tasks were
assigned and completed individually, all significant decisions-
such as addressing technical challenges and refining evaluation
criteria—were made collectively during regular meetings.

Suraj’s significant contribution lay in synthesizing existing
literature to establish the foundation and motivation for the
study, particularly within the background section. Joakim’s pri-
mary contribution focused on writing the evaluation method-
ology. Both authors actively participated in reviewing prior
work relevant to the domain.

The results, discussion, and conclusion sections were writ-
ten jointly. The refinement of the G-Eval evaluation frame-
work were carried out collaboratively, reflecting an iterative
approach to improving the experimental design. Furthermore,
the manual evaluation process involved both authors indepen-
dently reviewing two projects each.

Overall, the implementation, evaluation, and writing tasks
were shared equitably, with continuous communication and
mutual feedback throughout the project, reflecting a balanced
and cooperative research effort.
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Abstract

We propose System Description Generator (SDG), a
working proof of concept tool that generates high-level
descriptions of Java projects by combining:

. Abstract Syntax Trees (ASTs) to capture
code structure

. Knowledge Graphs (KGs) to extract
relationships

0 Large Language Models (LLMs) to generate
descriptions

We evaluated SDG on 34 open-source projects to
assess the quality of its generated descriptions.

Methodology

Automatically
evaluate remaining 30 3
projects

Collect 34 projects

Calibrate automated
evaluation

Generate 34
descriptions

Manually evaluate
same 4 projects

Automatically
evaluate 4 projects

Fig. 1. Methodology overview for evaluating SDG’s output.

Introduction
Understanding large-scale software systems is
time-consuming and cognitively demanding. Traditional
code summarization tools focus on low-level elements
like methods or classes, but lack system-wide context.
Q why spG?
. Developers need to quickly grasp how a
system works, not just what individual parts
do.
. Software engineering (SE) tasks like
onboarding, maintenance, and more benefit
from a clear high-level overviews.

SDG fills this gap by automatically generating concise,
high-level descriptions of Java systems.

@ Objective

To investigate how high-level textual descriptions can
be generated from Java source code, and to what
extent those descriptions reflect a system’s structure
and behavior in terms of:

. Correctness
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Fig. 2 illustrates the SDG's performance across 34 projects. The generated system
descriptions demonstrate high correctness (median: 0.81) and relevance (median:
0.77), along with a solid level of usefulness (median: 0.52), suggesting the approach
effectively supports understanding and can be further enhanced based on user
feedback.

Conclusions

@Feasibility confirmed: Promising results demonstrates the feasibility to generate
high-level system descriptions combining ASTs, KGs, and LLMs.

4, New perspective: Shifts focus from code snippets to system-level understanding.
“Z Boosts comprehension: Reduces cognitive load and aids productivity in SE tasks.
4’ Foundation for future work: Open-source tool and evaluation setup enable

reproducibility and further exploration.

Fig. 10: Poster: System Description Generator (SDG). The poster illustrates the methodology, evaluation, and results of SDG.
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