Check for
Updates

2024 ACM/IEEE International Workshop on NL-based Software Engineering (NLBSE)

Unveiling Disparities: NLP Analysis of Software Industry and
Vocational Education Gaps

Emil Backstrand®

Rasmus Djupedal®
Mid Sweden University
Dept. of Quality Management,
Communication and Inf. Systems
Ostersund, Sweden
{emba2001,radj2000}@student.miun.se

ABSTRACT

The rapid growth of software industry highlights the importance
of the education system in producing competent professionals to
meet industry demands. Previous research has identified a gap be-
tween industry needs and the content of educational programs. This
study presents Vocational Education and Labour Market Analyser
(VELMA), a tool designed to extract information from job ads and
educational curricula (both from Sweden), utilising topic modelling
to identify the diverse technologies and skills in demand within the
industry and those covered by professional education. Particularly,
we use Latent Dirichlet Allocation (LDA) to categorise keywords
into cohesive themes for document frequency analysis. Our find-
ings highlight industry demand for skills in cloud and embedded
technologies, security engineering, and software architecture. In
contrast, the Higher Vocational Education (HVE) curricula empha-
sise the education of web developers and general object-oriented
programming languages.
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1 INTRODUCTION

The education sector aims to prepare qualified software engineering
graduates to meet the job market needs. However, the knowledge
gap between graduate capabilities and industry expectations is
a long-time recognized challenge [5, 10, 12]. A survey involving
circa 4,600 companies revealed a deficit in technical skills among
graduates, necessitating additional training before employment [1,
17]. Natural Language Processing (NLP) can support tools able to
estimate this knowledge gap. For instance, JMAR! is a custom-built
tool that verifies whether job ads include sets of keywords present
in Stackoverflow developer surveys.?. While tools like JMAR are
easy to construct and can highlight in-demand skills for tools or
framework (e.g., Docker or Kubernetes), they are constrained by
focusing primarily on discussion topics, potentially exhibiting bias
towards technical skills or troubleshooting [9]. NLP also has been
used to compare the competency demands in job ads for the public
sector over several years (2006 — 2020), revealing that the public
sector lags behind in hiring software developers compared to the
private sector [16].

Many studies have focused on University-level degrees [10],
which can take several years and might be inaccessible to many
due to high tuition fees. Some governments offer education in-
stitutions able to offer higher vocational education (HVE), which
should supply the labour market with the demanded competencies.
Throughout this paper, we focus particularly on the HVE from the
Swedish government that targets both theoretical and practical
studies in close cooperation with the industry. This make this dataset
valuable to test the tool with since the education is pre-determined
to fulfil the needs of the industry due to shorter and more practical
oriented educations.

Hence, we propose the tool VELMA (Vocational Education and
Labour Market Analyser)? that automatically collects job ads and
HVE curricula and uses topic modelling via LDA (Latent Dirich-
let Allocation) to identify higher-level categories between those
documents. Using topic modelling allows us to compare HVE cur-
ricula and job ads by clustering keywords such as CSS, HTML, and
JavaScript into topics that can be labelled as “Frontend” or “Web
Engineering”. Besides using topic modelling, VELMA benefits from
existing APIs to retrieve job ad announcements (from job portals)
and HVE curricula (from Swedish public institutions). The research
questions that will be leading the work in this study are:

Uhttps://github.com/kristian-angelin/JMAR
Zhttps://insights.stackoverflow.com/survey/2021#overview
3VELMA can be found in our Github repository https://github.com/embaradj/VELMA.
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e RQ1: What is the identifiable noise when conducting topic
modelling on curricula and job ads?

e RQ2: What technologies are in high demand in the Swedish
software industry today?

e RQ3: What technologies are delivered by HVE today?

e RQ4: Are there technologies and skills in demand by the
industry that are not being delivered in higher vocational
education?

We answer our RQs by applying VELMA to a set of 127 HVE
curricula, and 4,749 job ads to identify trends and clusters of topics
that convey software competence in Swedish industry. We focus on
Swedish industry due to the availability of APIs that allow for auto-
matically retrieving curricula and job ad information. Moreover, we
verify the robustness of the NLP approach in identifying variances
between Swedish and English job ads as many Swedish companies
use both languages to advertise their positions. Our findings indi-
cate a demand for expertise in embedded, and security-related tech-
nologies, which is not being met by Swedish HVE which, currently,
focus on web-related technologies or object-oriented programming.
In short, our paper makes the following contributions:

o Introduction of VELMA as a tool for conducting topic model-
ing on HVE syllabi and job ads. The version of the tool used
in this paper is available in a Zenodo package [6].

o Identification of in-demand expertise from the Swedish in-
dustry that should be integrated into vocational education
curricula.

e Recommendations on utilizing topic modeling to assess the
knowledge gap between vocational education and industry
expertise.

2 BACKGROUND AND TERMINOLOGY

Here, we share some background on how information about HVE
curricula is accessible and what kind of information is available.
Additionally, we introduce terminology related to topic modeling,
helping to grasp how we spot knowledge gaps between HVE and
education.

2.1 HVE Curricula and APIs

The length of HVE programmes varies, but the majority of those
within Software Engineering (SE) last for about two years, which is
also the minimum duration required to issue an Advanced Higher
Education Diploma as regulated by the The Swedish National
Agency for Higher Vocational Education (MYH)*. MYH is the au-
thority responsible for issuing permits to start and run HVE pro-
grammes in Sweden, as well as deciding the number of students
each programme can have.

Both public and private organisers can provide HVE programmes,
but there must always be a management group consisting of mem-
bers from the industry behind the application. Most of the HVE
programmes receive public funding but they are free of charge for
the students. Generally, they are also partly financed by the industry.
An important part of HVE is to learn in a work environment (LIA),
which is a form of an internship in an organization. Companies
which are engaged in the HVE programmes have both the ability to

4https://www.myh.se/in-english
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influence the theoretical parts of education, but also the ability to
form the students during their internship. This close relationship
between industry and HVE boards offer a unique opportunity to
reduce the knowledge gap between industry and SE education in
Sweden.

2.2 Topic Modelling

Topic modelling is an unsupervised method for generating a sta-
tistical model of a dataset in the realm of NLP. This procedure is
useful when there is a need to analyze many text documents to
discover what the documents constitute [3]. There are several meth-
ods for conducting topic modelling, where the models are more or
less suited for different types of datasets. One such model is LDA
described in Figure 1.

LDA involves the analysis of a pre-processed dataset, known as
a corpus, to assign words to a predefined number of topics (K) over
multiple iterations (N). The algorithm probabilistically distributes
words within “clusters” that should then be assigned a label, i.e., a
topic. LDA uses unsupervised learning technique, hence minimis-
ing or filtering out irrelevant words (noise) is an important step of
the process. This can be achieved through manual addition of iden-
tified noise to a stopwords file or by employing techniques such as
stemming and lemmatization, which analyze the meaning behind
words. Stemming simplifies by removing word endings (e.g., ‘tool’s’
to 'tool’), while lemmatization groups derivative words into a single
word, known as the lemma. However, stemmers can introduce a
risk of ambiguity in the data [19] and, thus, will not be explored
further in this study.

Topic 0 Topic K
Corpus Cats  Horses Word i
Bears Dogs Word i+1
Topic 1

Monstera  Clover

Aloe Vera Laurel

Figure 1: Overview of the LDA process, including its param-
eters: number of target topics (K), number of iterations (N),
and the priors for the likelihood of topic (), and word (5)
distributions. In this illustration, LDA found two topics that
could be labelled as Animals (Topic 0), and Plants (Topic 1).

Moreover, LDA is a sampling-based model, utilising the Gibbs
sampling algorithm[3] which iteratively assigns topics to words
based on conditional probabilities, refining the estimation of latent
topic structures in a collection of documents. This conditional prob-
ability relies on two parameters referred to as prios: « and f. The
variable « tells the model the likelihood of topic distribution per
document, where a higher value indicates documents are likely to
include a higher number of topics. In turn, § defines the likelihood
of word distribution for each topic, where a higher value indicates
a topic is likely to include a greater mixture of words.
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3 RELATED WORK

Previous studies employ various methods to investigate potential
knowledge gaps between software engineering industry and educa-
tion. Andersson et al. [1] conducted a study in collaboration with
SWEDSOFT? and the National Swedish Agency for Statistics Statis-
tiska centralbyran (SCB)®, engaging 4,598 companies in a survey
on software development and general software usage. The survey
included questions concerning the competence of recent graduates,
what kind of competencies were most sought after, and which they
found most lacking.

Results show that graduates require supplementary training
before they can take on a job [1]. Moreover, most companies found
graduates are lacking in technical and software skills, together
with organisation working methods. Our research complements
their industry-focused view by incorporating the HVE curricula
in our comparison. Moreover, while the previous study examined
technical and software skills at an abstract level, our study aims to
focus on specific technologies and skills, providing a more granular
perspective.

Aiming to identify knowledge gaps in specific technologies, Dob-
slaw et al. used JMAR to compare keywords from 24,498 job ads
with syllabi from 17 University Programs [9]. Those keywords were
based on Stack Overflow forums which tend to include questions
and discussion around specific technologies or frameworks, such
as Kubernetes, Docker, React, etc. The paper reveals that while
some discrepancies could be observed, the method of analysing the
supply and demand of technical skills was insufficient to warrant
any changes to the explored syllabi. Our research complements
Dobslaw et al. in several ways: (i) we delve into HVE, which, unlike
university-level curricula, is directly influenced by industry; (ii)
we programmatically gather HVE curricula and job ads through
APIs from MYH; and (iii) we leverage NLP to generate topics for
document frequency analysis.

Topic modelling was built to dynamically extract clusters of key-
words to remove the dependency of a static keywords list of tech-
nologies. The reason is that a static list needs continuous updates to
include the latest technologies. Moreover, creating an inclusion list
containing relevant technologies introduces bias as it is impossible
to ascertain that all information has been included. Lee et al. [15]
compared four models; latent semantic analysis (LSA), probabilistic
latent semantic analysis (PLSA), latent Dirichlet allocation (LDA)
and correlated topic model (CTM). The findings show that LSA
and PLSA are most suitable when the documents comprise a single
topic. Moreover, LDA outperforms the aforementioned models on
lengthy documents and on documents with multiple topics. Where
CTM, which is a hierarchical extension of LDA, was found to also
allow for identifying the relationship between topics. However,
topic-relationship is not necessary when conducting document
frequency analysis. With that said, there are novel models that
outperform LDA, such as hierarchical latent tree models (HLTMs),
more specifically hierarchical latent tree analysis (HLTA) [8].

Nonetheless, the increased complexity of HLTMs, their verbose
output and collecting the information required for conducting doc-
ument frequency analysis, i.e., grouped technology terms can be

Shttps://www.swedsoft.se/en/
Shttps://www.scb.se/en/
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Topic selection and naming
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Figure 2: Architecture of VELMA. The API module calls on
external APIs and performs parsing and filtering of the re-
sults. The user is also involved in the process by deciding on
names for the topics based on the found keywords, as well
as marking uninteresting topics.

achieved with LDA. In fact, Gurcan and Kose [13] utilised LDA
on 2,533 job ads within SE from Stack Overflow Careers’ (now
defunct) to identify industry demand and trends. The study used
Mallet’s [18] CLI interface to generate topics on roles and their
responsibilities and the respective distribution in the dataset. Fur-
thermore, authors investigated the most popular combination of
programming languages, together with the education requirements
and trending topics. The authors raise the issue of multilingual
job ads and their impact on finding optimal parameters for the
LDA process. Even though Gurcan and Kose did not focus on the
Swedish software industry, their usage of LDA is similar to our
approach. However, our focus is on the Swedish software industry,
HVE curricula and exploring the noise generated by the different
languages in those datasets (i.e., Swedish and English).

LDA and models extending on LDA have been used for a multi-
tude of SE-related applications over the years, ranging from identify-
ing coupling in object-oriented code [11], and classifying malicious
applications in the Android operating system [21] to categorising
consumer complaints of financial services [2]. The literature re-
ported above shows that LDA is still one of the most popular and
widely used models [14], despite being simpler and outperformed
by novel models [4]. Finally, LDA is extensible to more novel models
such as hierarchical latent Dirichlet allocation (hLDA) [7], which
opens up future work and improvements on this study.

4 VELMA: DESIGN AND EVALUATION

Figure 2 summarises VELMA workflow. VELMA’s user interface
is designed to be simple, hence it only features two scrollable lists
that dynamically populate with HVE programs and job ads upon
initiating the connection and fetching of information from the APIL
VELMA is designed to fetch that information through three distinct
APIs: (i) SusaNav API to retrieve all HVE, (ii) MYH API to retrieve
syllabi from each HVE, and (iii) Job Stream API to retrieve job ads.
Those APIs are detailed in our next subsection.

After retrieving results, users have the option to filter for specific
job ads or manually configure LDA parameters. When the LDA
process is initiated, topic modeling automatically categorizes words

"http://careers.stackoverflow.com
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into clusters representing various topics. Users are presented with
these topics and can manually assign labels based on each topic’s
keywords.

4.1 Collecting Data from APIs

The process of data collecting consists of two parts, the HVE cur-
ricula collecting, and the job ads collecting. For our evaluation of
the process, we collected 4,749 job ads and 127 HVE curricula on
2023-03-27. Those job ads and the curricula were the ones aviable
at that time so we collected all avaible data.

HVE curricula are collected in two steps. First, SusaNav API is
used to get a list of all the HVE codes within the area of development
and programming. This is done by including an identifier for the
subject area (481a) in the API query. The API response includes a
list of HVE codes, which are then used in our second step where
we query the MYH API® to get the corresponding syllabi from
those HVE Programs. Those syllabi are PDF documents based on
a standardised template containing all the courses and intended
learning outcomes of the programme. VELMA collects the latest
approved curricula for each programme and the URL of the curricula
in PDF format is then parsed and downloaded.

In turn, active job ads are collected through the JobStream AP
based on a set of occupational IDs, named SSYK codes, defined by
a National Agency. We used the SSYK codes within the range of
2511 - 2519, which specifies occupations within different areas of
system development. For instance, 2512 and 2516, denote software
developers and IT-security specialists, respectively. This will ensure
that both the HVE curricula and job ads collected will be appro-
priate, i.e., graduates from these HVE programmes would explore
these job ads. This step also minimise the noise in the dataset by
excluding unrelated occupations for this study such as lawyers,
nurses, accountants, etc.

IIO

4.2 Enhancing Data: Preprocessing and Filtering

To ensure the reliability of our process, the dataset is segmented
into various corpora, allowing for isolated runs of the modeling
process and keyword analysis. Given the large number of job ads
in English on the Swedish labor market, we segregate ads by both
language during the API fetching, creating Swedish and English
corpora. HVE curricula were categorized into three corpora—full
curricula, program aims, and included courses—based on sections of
the PDF document. Through manual review, we discovered that the
subsection detailing program aims and included courses contains
the most comprehensive information about the technologies taught
by HVE. Consequently, this specific HVE corpus is utilized in our
analysis.

To enhance the effectiveness of unsupervised topic modeling, we
implemented several preprocessing steps in our corpora. Initially,
we constructed a set of stopwords that includes commonly used
words. Since our job ads dataset contains both Swedish and English
ads, we utilized two sets of stopwords, amalgamated from distinct
websites'112,

8https://susanavet2.skolverket.se/#/api/
https://w3d3-integration-service.myh.se/1.0/search
Ohttps://jobstream.api.jobtechdev.se/
https://countwordsfree.com/stopwords
2http://alir3z4.github.io/stop-words/
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Table 1: LDA settings used in the different datasets in our
application of VELMA. Besides the parameters below, we
used 2,000 iterations (N) and 16 threads.

Dataset a B No. topics No. words
Stopwords 0.01 0.01 5 7
HVE curricula 9.00 0.25 6 4
Swedish ads 8.00 0.25 5 4
English ads 9.00 0.25 5 4

In addition, we semi-automatically identified and incorporated
trivial words that can undermine topic stability into the stopwords
list. This process involved counting the occurrences of each word in
the corpora and the number of documents in which the word was
found. The files generated for each dataset corpus are available on
the study’s data repository [6]. Subsequently, we manually reviewed
the word counts, sorted in descending order, to identify and add
any remaining potential noise to our stopword file. Examples of
stopwords in our set include: viktig (important), adjo (goodbye),
should, and or. While we acknowledge that this semi-automated
process may overlook relevant stopwords, the stopwords file should
be reused for future VELMA runs, and alternative techniques could
be employed for automatic identification in subsequent work.

4.3 Topic Modelling and Keyword Analysis

We selected LDA as our topic modeling method for its ease of
implementation and the availability of compatible libraries for inte-
gration with VELMA. Although other approaches, like HLTMs and
HLTAS, have shown superior performance in similar studies (as
discussed in Section 3), they require parameterization, which could
be the focus of a separate study. Given the scope of our current
research, we start with LDA to evaluate its effectiveness and the
effort involved in developing and integrating topic modeling into
such tools. This initial phase with LDA sets the stage for future
work, where we plan to compare other topic modeling approaches.

The LDA model used in this study utilises the third-party APL,
Mallet[18] which has many well-optimized algorithms for NLP,
with the possibility to extend on and build new models if the need
arises. This study utilises the ParallelTopicModel class to incor-
porate a multithreaded sampling-based implementation of LDA,
together with the pipe package to build the pipeline to pre-process
the data. The model recursively looks through the corpora fold-
ers and adds the documents to the pipeline based on the program
settings via a filter class. A number of parameters can be adjusted
for the modelling process in different steps of our research. A seed
value of 42 was used to minimize randomness between runs, and
the LDA settings are shown in Table 1.

The optimal settings for each dataset were calculated using Mal-
lets MarginalProbEstimator which is based on Wallach’s Left
to right algorithm[20]. The evaluation of hyperparameters and
the number of topics are done programmatically by splitting the
dataset into 80% training and 20% testing. Furthermore, the model
runs on the combination of several @ and f values, together with
an iterative process from 0-10 topics. This in turn results in a total
of 2,560 combinations of varying parameters which are saved to file
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for the respective dataset, available in the study’s data repository.
The value evaluated is the probability of held-out documents also
called log-likelihood, where a higher value indicates better fitness
of the model on the dataset. The optimal number of words were
selected by manually running the modelling and keyword analysis
process. The optimal settings with word ranges from 3-7. Then the
topics were evaluated and the optimal number of words was chosen
based on where there was enough detail to identify the topic, but
not too verbose to constitute terms outside of the topic’s scope.

When the topic modelling process finishes, a file is created con-
taining the topics, the respective alpha value for the topic and the
words with their respective weight. A larger value of the Dirichlet
parameter alpha indicates that a topic contains words that are fre-
quent in many documents, whereas a smaller value indicates that
the topic consists of words found in a smaller set of documents. In
turn, the word weight represents the probability of the word to be
associated with the topic, such that a larger weight means that the
word is more likely to belong to the topic.

After obtaining the topics, we use the document frequency to
analyse the keywords within those topics by counting the number
of documents containing all of the topic’s keywords. This ensures
that the respective document comprises the whole topic and not
only specific/disconnected keywords. The analyser only counts
documents belonging to the same dataset. We run VELMA three
times to produce individual topic modelling- and analysis results
on the three datasets; Swedish ads, English ads and HVE (Aim
and Courses). After the analyser finishes the results are presented
in a new window, as well as written to a file in order to simplify
exporting the results. The results consist of a table with the topics
and the document frequency.

5 RESULTS

Next, we present the results and answers to each of the RQ de-
fined in Section 1. The data shown in plots is available in our data
package [6].

5.1 ROQ1: Noise on Curricula and Job Ads

Figure 3 shows the top-10 noise in terms of word counts in each
dataset. We report on the word count and the percentage of docu-
ments in which they appear. The majority of the noise in the job
ads in both English and Swedish ads consist of words correlating
with recruiting buzzwords, such as erfarenhet (experience), team,
arbetar (work).

We see noise in the HVE curricula across the majority of doc-
uments, featuring trivial words such as studerande (undergradu-
ate), kunskaper (knowledge), and ansékan (application). A specific
trivial word, medfinansiering (co-financing), suggests heightened
collaboration with the industry. Upon reviewing the curricula, it be-
comes evident that this collaboration takes various forms, including
consultant-led lectures and student visits, among other initiatives.

RQ1: The job ads noise consists in large part of typical re-
cruitment words such as, erfarenhet (experience), team or
skills. The curricula include generic terms associated with

NLBSE °24, April 20, 2024, Lisbon, Portugal

Table 2: Topic document frequency in the job ads. The topics
described as Null could not be mapped to a specific domain
or area within Software Engineering,.

Topic Description Topic @ No. Documents
Swedish:
0 Embedded 0.09 18
1 Null 0.05 0
2 Cloud 0.08 1
3 Architect 0.06 151
4 Web 0.12 26
English:
0 Embedded 0.13 25
1 Security 0.18 25
2 Cloud 0.11 26
3 Web 0.19 17
4 Null 0.06 0

teaching and learning, such as studerande (undergraduate),
utibildninged (education), and kunskaper (knowledge).

5.2 RQ2: Technologies in High Demand

Our results for RQ2 are presented in the topics extracted from the
Swedish and English job ads shown in Table 2. Figure 4 shows the
keywords and their corresponding weight within a topic. Both sets
of ads reveal similar topics such as Embedded, Cloud and Web. Next,
we describe the topics by referring illustrate the main keywords
found in each topic.

e Embedded: Include keywords such as C++ and Python
which are languages often used in embedded programming.
While C++ provides low-level features, Python is heavily
used in IoT applications and microcontrollers. Furthermore,
as the results show, the words “embedded” and the Swedish
equivalent “inbyggda” are both clustered together with those
languages in their respective topics.

e Cloud: Both the grouped topics in the datasets share the
keyword cloud while containing other words also often as-
sociated with cloud such as bi, which is an acronym for
“business intelligence”, and automation.

e Web: Both of the grouped topics contain web-related key-
words such as react, web and backend. However, it also has
some similarities with the cloud category, such as the key-
words “cloud” and “agila (agile)”.

In each dataset, there was also one topic (labelled Null) that
could not be mapped to a specific area or domain. Those Null topics
include keywords such as: tester, aeronautics, web (Swedish), and
games, UX or audio (English). Moreover, there are topics unique to
each set of documents. Swedish ads had a topic focused on Archi-
tecture (arkitektur, architect, arkitekt), whereas a topic of Security
surfaced among the English ads (security, performance).
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Full curricula
m Hits  Document distribution
0% 20% 40% 60% 80% 100%
studerande 100%
utbildningen 100%
lia 100%
beskrivning 100%
ansokan 100%
myh 100%
medverkan 100%
kompetens | 4605 | 100%
kunskaper 100%
medfinansiering 75%
12000 9000 6000 3000 0
(a) HVE curricula totalling to 127 documents.
Swedish ads
m Hits  Document distribution
0% 20% 40% 60% 80% 100%
erfarenhet 75%
personalexpressen 17%
kunder 65%
arbeta 81%
hos 79%
soker 84%
uppdrag 53%
konsulter 4520 | 31%
arbetar 67%
team 66%
7000 5000 3000 1000
(b) Swedish job ads totalling to 3,062 documents.
English ads
M Hits  Document distribution
0% 20% 40% 60% 80% 100%
experience 93%
team 5482 | 90%
work 5398 | 88%
development 4493 | 85%
working 80%
software 57%
skills 67%
solutions 58%
knowledge 63%
data 33%
7000 5000 3000 1000

(c) English job ads totalling to 1,687 documents.

Figure 3: Top 10 noise identified in the our datasets. The black
bars on the x-axis comprise the number of occurrences of
that word in the respective dataset, while white bars show
the percentage of documents where that word is used.
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Swedish ads

Topic 0 C++ test inbyggda python

Topic 1 aeronautics testare tester webbplats

Topic 2 agila automation

Topic 3 arkitekt arkitektur net architect

Topic 4 net java azure react

0% 10% 20% 30% 40% 50% 60% 70% 80% 90%  100%

Word weight distribution

English ads

Topic 0 test embedded automotive testing

Topic 1 security agile architecture performance

Topic 2 cloud test functional testing

Topic 3 cloud LER agile web

Topic 4 game games ux audio

0% 10% 20%  30%  40%  50%

Word weight distribution

60%  70%  80%  90%  100%

Figure 4: Keywords and weights (percentage) in the corre-
sponding topics within Swedish and English job ads.

Table 3: Topic document frequency in the HVE dataset, to-
talling to 127 documents.

Topic Category Topic ¢ No. Documents
0 Null 0.05 0
1 OOP 0.16 7
2 Web 1 0.08 24
3 Web 2 0.11 51
4 Game 0.05 1
5 Web 3 0.10 9

RQ2: The topic modeling analysis of job ads uncovered a
demand for a set of skills found in both general ads (Web,
Cloud, and Embedded), as well as some specific to either Eng-
lish or Swedish ads (Security and Architecture, respectively).
Additionally, certain keywords, such as games, UX, audio,
tester, and aeronautics, were identified that did not align with
any specific topics.

5.3 RQ3: Technologies from HVE Curricula

Table 3 shows the topics found among the HVE curricula, whereas
Figure 5 shows the keywords’ corresponding weight within each
topic. We noticed web-related keyword being used in three distinct
topics with keywords such as databases and API (Topic 2), CSS and
HTML (Topic 3), and webutveckling (web development) and testing
(Topic 4). Moreover, the number of documents covered by those
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Figure 5: The keywords’ weight within each topic found in
the HVE curricula.

topics (24, 51 and 9) indicate a strong focus on web engineering
among the HVE curricula.

The two remaining topics cover Object-oriented Programming
languages (Java, C#) and Game development (Al, game project,
game development). However, the document occurrence of Topic
4 is too small to draw any conclusion. Lastly, Topic 0 has no oc-
currences in the dataset, indicating a badly generated topic in the
modelling process.

RQ3: HVE are mostly focused on web development and
object-oriented programming with keywords such as, Javascript,
Frontend, Java and C#

5.4 RQ4: Gap between Industry and HVE

In exploring the document frequency of topics in both RQ2 and
RQ3, we see a discrepancy between education and industry. Par-
ticularly, there is an absence of cloud- and embedded-related tech-
nologies in the topics generated from the HVE dataset, despite their
presence in the corresponding job ads topics. A closer examination
of job ads highlights the demand for specific technical skills in
cloud-related posts, such as Serverless development using Lambda
or Azure Functions, development of microservice solutions, adher-
ence to Agile methodology, and proficiency in tools like Jenkins
and Git. Similarly, embedded-related job posts emphasize skills in
C/C++, Git, Gerrit, and Embedded Linux.

Moreover, the term architect does not appear in any topics gen-
erated from the HVE dataset, but it is present in topics derived
from both job datasets. This suggests an unmet industry demand
for software architects in the current educational curriculum in
Sweden. Additionally, a security-related topic is discernible in the
English dataset, while no analogous topic surfaces in the HVE top-
ics, indicating a potential gap in the coverage of security-related
skills in the examined high vocational education programs.

RQ4: Cloud-, embedded-, and security-related technologies
together with software architecture are in demand which is
not being delivered by HVE.
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6 DISCUSSION

Below, we relate our findings to existing research as well as the
composition of the dataset such as the distribution of documents,
keywords, differences in language, etc. Moreover, we explain some
factors that might explain some of the results, such as duplicated
job ads (e.g., from the same company).

Noise and Job Ad Posting: Many of the noise words identified
within HVE showed a high document distribution. This is not sur-
prising, given that all curricula are extracted from their respective
providers’ applications, and, owing to a common template, share
numerous words. Additionally, the distribution of documents per
topic in the Swedish ads is less balanced compared to the distribu-
tion observed in the English ads. For example, Topic 3 (Architecture)
spans 151 documents. A closer examination reveals instances where
a few companies publish identical job ads—possibly to fill the same
position repeatedly. As an illustration, the company “Personalex-
pressen” published 533 identical Swedish job ads.

Relation to Similar Studies: Dobslaw et al’s study [9] concluded
that the industry’s most sought-after skills were Java, SQL, and
C# at the time of their research. The study also identified the pre-
vailing trends, highlighting Docker and Kubernetes as the two most
upwardly trending technologies, both crucial for packaging and
distributing software for the cloud. Our data corroborates these
trends, evident in the significance of keywords such as Java and C#,
as well as the dedicated topic for cloud-based technologies.
Moreover, HVE curricula predominantly emphasize web develop-
ment but also include knowledge of object-oriented programming.
As highlighted in the results section, Topic 4 in the HVE dataset
features keywords such as Al spelutveckling (game development),
python, and spelprojekt (game project). Despite its infrequent occur-
rence, this topic signals an association between game development,
artificial intelligence (AI), and the programming language Python
within the curricula. Recognizing the constraints in our application
of LDA, both our study and prior research advocate for a shift in
HVE focus—from web development toward cloud, embedded, and
security-related technologies, along with architectural disciplines.

Implementations Challenges: This study encountered challenges
in unsupervised machine learning, especially with LDA topic model-
ing. The primary issue was the noise in job ads, requiring numerous
iterations for data cleanup. Additionally, selecting the “correct” pa-
rameters was difficult, as the best parameters for coherence scores
often led to poor log-likelihood scores, and vice versa. The model
was tested with both sets of parameters, with log-likelihood gener-
ally yielding more coherent topics. Gurcan and Kose [13] also noted
the complexity of choosing optimal parameters in the context of
multilingual job ads. Our study, primarily focused on English ads,
encountered minimal impact from the few Norwegian and Danish
ads present.

6.1 Threats to validity

One of our threats to construct validity lies in the manual selection
of noise, introducing the potential for bias. Similarly, the creation
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of stopword lists for Swedish and English was also a manual pro-
cess, posing the risk of overlooking essential stopwords. Another
inherent challenge in utilizing topic modeling is the interpreta-
tion of topics based on keywords, presenting a two-fold difficulty.
Firstly, it involves accurately identifying each topic generated by
the LDA model, which is generally straightforward, but instances
arise where two categories are intertwined in a single topic or
two topics share keywords that may appear to belong to the same
category. Secondly, it entails grouping the identified topics across
datasets to draw meaningful conclusions. While these threats are
challenging to entirely mitigate, we have implemented measures to
minimize concerns related to result interpretation, such as engaging
in multiple rounds of discussions among authors until a consensus
is reached regarding the naming of topics.

A potential threat to internal validity in our study stems from
the imbalance in job ads presented to the LDA modeler. The issue
arises when companies publish identical job ads multiple times in
different regions, raising uncertainty about the actual existence of
the job in all these regions. Manually removing such duplicated data
before inputting it into the LDA modeler might introduce biases.
Nonetheless, future research aims to expand on our dataset and run
other versions of LDA (e.g., hLDA).

Lastly, a limitation to the external validity of our analysis is the
exclusive focus on the Swedish educational system, specifically
High Vocational Education (HVE). Our scope limits the general-
izability of our findings to other international educational frame-
works, or levels of education (e.g., University). The external validity
is further constrained by the linguistic scope of our analysis, pre-
dominantly centered on the Swedish language. The absence of a
more diverse language inclusion limits our insights to other con-
texts within the global software industry. We aim to include other
types of curricula (e.g., University-level courses) and curricula from
other countries in future research.

7 CONCLUSIONS

This paper presents VELMA, a tool designed to aggregate High
Vocational Education (HVE) curricula and job ads, utilizing Natural
Language Processing (NLP), specifically employing Latent Dirichlet
Allocation (LDA) for topic modeling and document frequency analy-
sis. The objective was to assess the alignment between the Swedish
software industry’s demands and what HVE programs offer. The
outcomes highlight a noteworthy gap where cloud-, embedded-, and
security-related technologies, along with software architects, are
in demand but not adequately addressed by HVE. Furthermore, the
study reveals a predominant focus of HVE programs on web-related
technologies and a coverage of popular object-oriented program-
ming languages. Notably, job ads written in Swedish exhibit more
noise compared to those in English.

Future endeavors should concentrate on refining the topic mod-
eling process, either by extending LDA or exploring alternative
models like Hierarchical Latent Tree Models (HLTM). Additionally,
VELMA, along with its stopwords list tailored for noise reduction,
can serve as a foundational benchmark for enhancing the modeling
process. Introducing an API to fetch curricula from general higher
education institutions could broaden VELMA’s scope, positioning
it as a valuable tool for various education providers.

Emil Backstrand, Rasmus Djupedal, Lena-Maria Oberg, and Francisco Gomes de Oliveira Neto
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