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Abstract

Artificial intelligence is advancing quickly, and object detection has
become a key part of this field. Object detection helps automated sys-
tems recognise and object detecting pictures very accurately. One of
the best methods for this is YOLOV5 (You Only Look Once, version 5),
known for working fast and well in real-time uses. However, using
such sophisticated technology on smaller devices like the Raspberry
Pi 4 can be challenging. These challenges come mainly from limited
processing power and energy availability on such small devices.

This thesis explores the best way to use the YOLOv5 model while con-
sidering energy efficiency and latency between communication. These
aspects are crucial when devices need to be efficient, like smartphones,
drones, or other portable devices. The study compares two main ways
to set up the system: processing directly on the device (in-node) and
processing remotely on a server or in the cloud.

Choosing where to process the data affects the effectiveness of object
detection in real-world applications. Processing on the device can be
better for privacy and speed since it does not need to send data over
a network. However, this might use more energy and put more strain
on the device. On the other hand, processing remotely can use pow-
erful computers to improve performance and reduce the load on the
device, but it might make things slower and raise privacy issues. By
using remote server resources, the workload in single-processing de-
vices like Rasberry Pi is drastically reduced, which shows better en-
ergy efficiency and latency in all test resolutions.

Keywords: Artificial Intelligence, Edge Computing, Energy Efficiency,
Latency, In-Node Processing, Remote Processing, Image Compression
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Sammanfattning

Artificiell intelligens utvecklas i snabb takt, och objektdetektering har
blivit en central komponent inom detta omrade. Objektdetektering
mojliggdr att automatiserade system pa ett noggrant sdtt kan identi-
tiera och lokalisera objekt i bilder. En av de mest framstdende metoderna
for detta andamdl &r YOLOVS5 (You Only Look Once, version 5), kand
for sin snabbhet och effektivitet i realtidsapplikationer. Implementerin-
gen av sddan avancerad teknologi pd mindre enheter som Raspberry
Pi 4 &r utmaningar, fraimst till foljd av begrdnsad processorkraft och
energitillgdng pd dessa sma enheter.

Denna avhandling undersoker den optimala anvandningen av YOLOv5-
modellen med hénsyn till energieffektivitet och latens i kommunika-
tionen. Dessa aspekter &r sarskilt kritiska for enheter som kréaver hog
effektivitet, exempelvis smartphones, dronare och andra portabla en-
heter. Studien jamfor tvd huvudsakliga tillvagagdngssatt: bearbetning
direkt pa enheten (in-node) och distans utférande pa en server.

Genom att vilja en lamplig metod for processkérning paverkas effek-
tiviteten av objektdetektering i praktiska tillampningar. Att bearbeta
data direkt pa enheten kan ge fordelar i form av snabbare svarstid och
béttre integritet, eftersom det undviker att skicka data over nédtverket.
Dock kan detta 6ka energiforbrukningen och 6kad belastning pa en-
heten. A andra sidan kan remote process, som utnyttjar kraftfulla da-
torer, forbattra prestandan och minska belastningen péd enheten, men
detta kan leda till 6kad latens och potentiella integritetsproblem. Genom
att anvdnda resurser frdn remote-servern kan arbetsbelastningen pa
enheter som Raspberry Pi minskas, vilket resulterar i forbattrad en-
ergieffektivitet och latens 6ver samtliga testade upplosningar.

Nyckelord: Artificiell Intelligens, Edge Computing, Energieffektivitet,
Latens, In-Node process, remote process, Bildkomprimering
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1 Introduction

Artificial intelligence (AI) has made significant progress in recent years,
leading to new capabilities in various industries by enabling machines
to understand and analyse data in complex ways. Among these ca-
pabilities, Al-driven object detection is a critical technology, allow-
ing computers to recognise and locate objects within digital images
or videos. This advancement is essential in many areas where quickly
and accurately identifying objects can improve efficiency and ensure
safety. Al’s ability to handle and understand large amounts of visual
information has transformed various fields and their interaction with
technology, making it a crucial tool in the modern world.

As technology evolves, single-processing devices like the Raspberry
Pi have gained popularity, marking a significant shift towards edge
computing. Edge computing involves processing data locally on de-
vices rather than relying on centralised servers. This approach offers
several advantages, including faster processing speeds and enhanced
data privacy. By performing computations on the edge, such as on a
Raspberry Pi, systems can avoid the delays and security risks associ-
ated with transmitting data back and forth to a central server. This
is particularly important in scenarios where real-time data processing
is critical, such as autonomous vehicles, industrial automation, and
smart home devices.

However, integrating Al for object detection on embedded systems
like the Raspberry Pi presents several challenges. These systems often
have limited processing power, memory, and energy resources com-
pared to traditional servers. Ensuring energy efficiency while main-
taining high performance is a critical concern, as embedded systems
are often deployed in environments where power availability is con-
strained. Additionally, managing communication latency between de-
vices and servers is essential for achieving real-time object detection.
The computational demands of Al algorithms can strain the limited
resources of embedded systems, making it difficult to achieve the de-
sired performance without careful optimisation.

1.1 Background and motivation

With today’s advancements, modern computers can be scaled down to
smaller devices like the Raspberry Pi, which can perform many tasks
as larger computers with greater energy efficiency. The Raspberry Pi is
a versatile, low-cost, and energy-efficient device widely used in vari-
ous applications such as home automation, education, and small-scale
industrial projects. Its compact size and affordable price make it ac-
cessible to many users, from hobbyists to professionals.



Despite the Raspberry Pi’s optimisation for low-energy consumption,
energy usage increases significantly when performing resource-intensive
tasks such as object detection and data transfer. This increased energy
demand can be problematic for long-term usage, particularly when
power availability is limited, or the device needs to operate indepen-
dently for extended periods.

Object detection is a critical application in computer vision that in-
volves identifying and locating objects within images or videos. This
process requires substantial computational power, which can strain
the limited resources of embedded systems like the Raspberry Pi. Ad-
ditionally, data transfer between the Raspberry Pi and remote servers
adds to energy consumption and introduces latency, affecting real-
time performance.

This study aims to address these challenges by analysing the energy
efficiency and latency associated with deploying the YOLOvV5 object
detection model on the Raspberry Pi compared to server-based pro-
cessing. By exploring different processing configurations and image
compression methods, the research seeks to identify strategies to max-
imise performance while minimising energy consumption and latency.

Understanding the trade-offs between energy consumption and la-
tency is crucial for optimising Al-driven object detection on embedded
systems.

1.2 Overall aim and problem statement

The main goal of this thesis is to identify the optimal deployment strat-
egy for the YOLOvV5 model, focusing on energy efficiency and latency.
This study aims to comprehensively analyse and compare two specific
configurations, in-node processing and remote processing. By assess-
ing the trade-offs between energy consumption and computational la-
tency under these configurations, the thesis will provide insights into
the most effective deployment methods for real-time object detection
applications using YOLOVS.

1.3 Research questions

The main objective of this thesis is to investigate the variations in la-
tency and energy consumption when deploying the YOLOvV5 model
on different processing configurations, comparing edge devices with
remote servers. However, several specific research questions are out-
lined below.

1. How does the trade-off between energy consumption and la-
tency manifest when processing is conducted in-node Raspberry



Pi compared to server-based processing?

2. What impact do different image compression methods have on
this trade-off between energy consumption and latency in the
processing scenarios?

1.4 Scope

The main approach of this study is to evaluate the energy efficiency
and latency in in-node processing on a Raspberry Pi 4 with a server’s
communication while running YOLOv5 model object detection.

1.5 Outline

* Chapter 2: Theory Introduces the theoretical framework, key
concepts, and literature review, providing the technical background
for the research.

¢ Chapter 3: Methodology Describes the scientific methods, data
collection, and experimental setups, ensuring the study’s robust-
ness and reproducibility.

¢ Chapter 4: Implementation Details the practical steps to im-
plement the YOLOv5 model on Raspberry Pi 4, including hard-
ware/software setup and integration.

¢ Chapter 5: Results Presents empirical data on energy efficiency
and latency, comparing in-node and remote processing scenarios
with various image resolutions and compression formats.

¢ Chapter 6: Discussion Interprets the results, evaluates the ben-
efits and drawbacks of processing methods, and suggests areas
for future research.

¢ Chapter 7: Conclusion Summarizes key findings, recommends
optimal deployment strategies, and outlines potential future work
directions.



2 Theory

This chapter will provide a deeper understanding of the theory be-
hind the research, which focuses on key components. The chapter be-
gins with an introduction to the networks, discussing the fundamen-
tal principles and connectivity models, followed by a detailed suite
of communication protocols used to interconnect network devices on
the Internet. Furthermore, the overview of the Socket API in Python
is explained in detail, including how the API is being recalled and its
purpose. The theory of YOLOvV5 will be briefly provided by ending
the network section. Lastly, this chapter will explain the differences
between image compression, lossy, and lossless.

2.1 Networks and the Internet

The Internet is a global network that connects millions of private, pub-
lic, academic, and government networks, allowing them to communi-
cate and share information.

At the core of network theory are the principles of data transmission,
connectivity, and communication protocols. Modern computer net-
works, including the Internet, use these principles to facilitate data
exchange between devices.

2.1.1 Network architecture and internet architecture
Network architecture and internet architecture are closely related but
distinct concepts. While they may seem alike, each possesses unique
characteristics that differentiate them.

Network architecture refers to a network’s structural design and frame-
work, which is two different connectivity models, peer-to-peer and
client-server. In a peer-to-peer(P2P) network, the node, such as a com-
puter or device, can act as both a client and a server. The resources are
shared between other nodes. This allows each peer to directly commu-
nicate with each other and exchange data without relying on a central
server, for this distribution can lead to more efficient use of overall
network resources because workloads are spread across many nodes.
However, each individual peer may experience varying degrees of
workload depending on the network’s demands and the peer’s capa-
bilities. Also, each peer may need to handle tasks like data synchroni-
sation, communication management, and error handling, which leads
to increases in the computational overhead on each node. [1]

Meanwhile, in the client and server model, the network is structured
around servers providing multiple clients’ resources or services. The
clients, which can be computers or devices with internet receivers,
request these services, and the servers respond accordingly. In the



client-server model, the data is centralised and stored in a single loca-
tion. Ideally, the client-server model balances the workload efficiently,
as multiple clients can request services from a server. [2][3] Figure
shows an illustration of how different network models in the use of
devices are interconnected to each other.

.m % Cllent Cllent

N/ \

O——& o =
/ \ /

[ [

Client Client

Cllent Cllent

(a) Client Server Architecture (b) P2P Architecture

Figure 1: Illustration of server-client model and P2P model works [4]

While network architecture decides how connections between devices
perform, internet architecture, on the other hand, makes rules, from
handling hand-shaking on both devices to how data can be transmit-
ted. Internet architecture or network protocol determines how data
flows from one point to another and ensures that the data is transmit-
ted efficiently, securely, and reliably.

2.1.2 IP Address

Each house has its unique address, allowing mail delivery to be de-
livered to the right place. Devices like computers also have unique IP
addresses, ensuring the data reaches the correct destination. This part
of the network requires an internet protocol that defines rules for rout-
ing and addressing data packets so they can travel across networks
and arrive at the correct endpoint.

The Internet Protocol version that became integral to the early Internet
was IPv4, introduced in 1981. It was designed with a 32-bit address
space and could theoretically accommodate over 4.3 billion unique ad-
dresses. IPv4 expressed as a set of decimal numbers and in between
each dot of every 8 bits binary.[5] See figure

Due to the growth of the Internet, IPv4 addresses have reached their
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An IPv4 address (dotted-decimal notation)

172 . 16 .254 . 1
¥ ¥ ¥ \ 4

10101100.00010000.11111110.00000001

| |
| One byte =Eight bits

I
Thirty-two bits (4 x 8), or 4 bytes
Figure 2: IPv4 adresses[6]

limitations. A new long-term solution was announced in 1998, IPv6,
with a larger 128-bit address space, which means the addresses are
covered up to 2! or approximately 3.4 x 1038 total addresses. [7]

2.1.3 TCPI/IP Models

Nowadays, network communications are transmitted seamlessly across
multiple global networks, and various technologies and protocols are
required. The network can be complicated if everything is handled
with big chunks; instead, it is divided into smaller chunks, which we
call Layer. Dividing networks into layers is similar to having a differ-
ent department for specific jobs.

All interconnected networks communicate using a common set of pro-
tocols. Two well-known protocols are the TCP/IP model and the OSI
model. These two models serve the same purpose of providing the
conceptual frameworks designed to facilitate the understanding and
structuring of network protocols. However, each model has its strengths
and is used differently depending on the requirements of the network-
ing scenario. OSI model provides a more detailed theoretical frame-
work for understanding and developing more complex network sys-
tems. In contrast, the TCP/IP model was designed to achieve end-
to-end data transmission and control, making it simpler and more
straightforward. It is practical, streamlined, and designed to be ef-
fective rather than theoretical. [8][9]

The TCP/IP protocols contain 4 layers, each serving a specific function
and interacting with the layers directly above and below it.

e Application Layer: the topmost TCP/IP model layer. It pro-
vides protocols that applications use to communicate over the



network. The most well-known protocols at this level are HTTP,
FTP, SMTP, and DNS. These protocols encapsulate user data into
a format suitable for further processing down the stack. The
Application Layer interacts directly with software applications
to provide communication functions per user requests, handling
high-level data management, representation, and encoding. [10][11][12]

Transport Layer: The protocols involved, for instance, TCP and
UDP, are responsible for managing data transfer between end
systems. TCP is connection-oriented, which guarantees relevant
and error-checked delivery of sequences of bytes. It establishes a
connection, manages data transmission with acknowledgements
and retransmissions in case of lost packets, and terminates the
connection once the data exchange is complete. UDP, on the
other hand, has a connectionless model. It is suitable for sending
video streams and online video games, where the client discon-
nects as soon as the users exit, enabling a fast sequence of pack-
ets. It also guarantees the correct delivery of the data provided
by the protocols in the Application Layer. [10][11]

Internet Layer: The Internet Layer, also known as the Network
Layer, handles packet forwarding, including routing through dif-
ferent intermediate routers. This layer is where the Internet Pro-
tocol (IP) operates and is responsible for addressing, packaging,
and routing functions. IP addresses are defined at this layer and
are used to define the source and destination of each packet for
routing through the Internet. Along with routing, the Internet
Layer handles the fragmentation and reassembly of packets. Pro-
tocols such as IP, ICMP, and IGMP operate at this layer. This
layer ensures packets are sent from the source host and deliv-
ered to the destination host based on their addresses, navigating
network boundaries as necessary. [13]][14]

Link Layer: The Link Layer, or Network Interface Layer, is the
lowest layer of the TCP/IP model. It combines the Data Link
Layer and the Physical Layer in the OSI model. This layer is
responsible for the physical transmission of data over network
hardware and media. It deals with issues like the layout of pins,
voltages, cable specifications, data rates, and maximum trans-
mission distances. Protocols at this layer include Ethernet for
local area networks (LANSs), the ARP (Address Resolution Pro-
tocol), which maps IP network addresses to the hardware ad-
dresses used by data link protocols, and PPP (Point-to-Point Pro-
tocol) for direct connections between two network nodes. This
layer handles the details of the physical network signals (optical,



electrical, or radio signals), providing a means for exchanging
data over common media while maintaining the integrity of the

transmitted data.[15]

Application HTTP TLS DNS
Layer

Layer

Internet IP (V4 , v6)

Layer

Network

Access Ethernet Wireless LAN
Layer

Figure 3: The layered structure of the TCP/IP protocol suite, illustrat-
ing the Application, Transport, Internet, and Network Access layers
along with common protocols used within each layer.

2.1.4 Socket

In computer networking, a socket is a communication endpoint that
links two separate computers. It combines an IP address and a port
number, forming a unique address for a particular connection. To es-
tablish connections and communication by using The Berkeley Socket
AP]I, a practice standard for network programming, which provides a
set of function calls that are used in both the TCP and UDP protocols.

18]

¢ TCP sockets provide reliable, connection-oriented communica-
tion, ensuring that data arrives in the correct order and without

errors.

¢ UDP sockets provide connectionless, unreliable communication,
where data packets may arrive out of order or be lost but are
typically faster due to lower overhead.[19]



2.2 YOLOv5

The YOLOV5 architecture is a well-known version of the YOLO fam-
ily, recognised for its performance in object detection tasks. This archi-
tecture combines advanced deep learning techniques with real-time
processing capabilities, enabling it to quickly and accurately identify
objects within images. By leveraging the strengths of deep learning,
YOLOV5 can analyse complex visual data with high precision. Its abil-
ity to deliver fast results makes it suitable for various real-world ap-
plications.

2.2.1 YOLOV5 Architecture

YOLO operates by processing an input image, which adjusts size to
align with the model’s structural requirements. Once the image has
been resized, the image is divided into an (S x S) grid. Within each
segment of the grid, a bounding box is defined to identify the presence
of a specific object. The bounding box’s parameters are expressed as
((x,y,w,h,C)), where ((x,y)) pinpoints the center of the bounding box,
((w,h)) denotes the dimensions of the image and confidence(C) as-
sesses the confidence level of object detection. A higher confidence(C)
value suggests a greater likelihood that the box accurately encloses an
object. [20]

2.2.2 Key Features and Variants

One of the standout features of YOLOV5 is the variation of models,
which provides flexibility and adaptability to different applications.
The variants of YOLOvV5 are designed based on the principle of scal-
able architecture. Each variant is a scaled version of the base model,
adjusted in depth, width, and complexity to meet different perfor-
mance and efficiency needs. As the model sizes change from YOLOv5n
(Nano) to YOLOv5x (Extra Large), the complexity increases regard-
ing depth, width, and the computational load required for process-
ing. This allows YOLOV5 to be utilised in environments ranging from
real-time applications on edge devices to complex analysis on cloud
servers. [21][22][23] See Figure 4

* YOLOvV5n (Nano): Designed for resource-constrained environ-
ments, it is highly efficient and lightweight, making it suitable
for deployment on edge devices like the Raspberry Pi.

* YOLOv5s (Small): A balance between speed and accuracy, suit-
able for applications that require real-time processing with mod-
erate computational resources.

* YOLOvom (Medium): Offers a middle ground with improved
accuracy over the small variant while maintaining reasonable
processing speed.



* YOLOVS5I (Large): Provides higher accuracy, suitable for applica-
tions where processing power is less of a constraint.

* YOLOV5x (Extra Large): The most complex and accurate variant,
designed for high-performance servers and applications requir-
ing the highest precision.

o o> > 2B

Nano Small Medium Large XLarge
YOLOv5n  YOLOv5s  YOLOvS5m YOLOvVSI YOLOv5x
4MB_, 14 MB_, 41 MB_,, 89 MB_,, 166 MB_,
6.3ms o 6.4ms 8.2ms o 10.1ms,, 124 ms, o

28.4 mAP 37.2 mAP 45.2 mAP 48.8 mAP 50.7 mAP

coco coco coco coco coco

Figure 4: The image compares different variants of the YOLOv5 model
in size, speed, and accuracy. [24]

2.2.3 PyTorch

PyTorch is an open-source machine learning library developed by Face-
book’s Al Research lab. It offers dynamic computational graphs, al-
lowing flexible model adjustments, and supports deep learning neural
networks. [25]

For YOLOVS5, PyTorch is the foundational framework that supports all
aspects of the model’s implementation and operation. It provides the
necessary tools and libraries to construct, train, and deploy the neural
networks that underpin YOLOVS5. [26]

2.3 Image Compression

Images are made up of millions of tiny square boxes called pixels. Each
pixel represents a binary value, a specific color value typically repre-
sented using a combination of red, green, and blue (RGB) in most dig-
ital screens. The intensity of each color can vary on a scale (commonly
from 0 to 255), allowing for millions of possible color combinations.
For example, an RGB value of (255, 0, 0) represents red.

The size of the image is a cofactor of the number of pixels in the image.
For example, 1920x1080 pixels equals 2,138,400 pixels. Assuming we
have standard full-color images, we have 24 bits per pixel. The total
datais 6.12MB. If we compare it to a grayscale color, this will require
2.04MB since a grayscale image only takes 8 bits/pixel, in contrast to a
full-color image, which is 24 bits /pixel. [27]

Compression is the process of modifying or encoding the bits of a file
so that the data consumes less storage space. For image files, specific

10



compression techniques are used based on the file type. For example,
JPEG compression is commonly used for photographs due to its effi-
cient lossy compression, while PNG compression is ideal for images
requiring lossless compression. Similarly, GIF compression is suitable
for simple images with limited colors. Tools like Adobe Photoshop,
GIMP, and online services such as TinyPNG are frequently used to ap-
ply these compression techniques effectively. [28]

2.3.1 Lossy and Lossless
There are two main types of compression techniques: lossy and loss-
less.

1. Lossy: The compression algorithm permanently removed unnec-
essary data from the file. Which leads to file size becoming quite
significantly lower compared to lossless. However, the size re-
duction often comes at the cost of quality. For instance, com-
pressing an image using JPEG might cause a flaw like blurriness
or blockiness, especially at higher compression levels. [29][30][31]

2. Lossless: Lossless compression reduces file size without any loss
of quality by eliminating redundancy within the file. This means
that the original data can be perfectly reconstructed from the
compressed data. Although lossless compression ensures that
no quality is lost, it does not reduce the file size as much as lossy
compression. This makes it suitable for applications where main-
taining the original quality is crucial.[32][31]

2.4 Related work

This section presents related research in optimising object detection on
edge devices, focusing on frameworks and methodologies designed to
enhance performance, accuracy, and energy efficiency

2.4.1 Object detection on edge devices with tunable

latency
The paper provides significant insights into optimising high-resolution
object detection on edge devices. The paper introduces Remix, a frame-
work designed to address the challenges of performing high-resolution
object detection on resource-limited edge devices. Remix dynamically
partitions images and selects suitable neural networks for each par-
tition based on a given latency budget, thereby improving detection
accuracy and inference speed. This adaptive approach allows for effi-
cient allocation of computational resources, which is crucial for main-
taining performance in varying operational conditions. The Remix
framework offers a flexible solution that dynamically adjusts to op-
timise high-resolution object detection, demonstrating significant im-
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provements in accuracy and processing speed.[33]

2.4.2 Energy efficient Real-Time Detection of Weeds
The research explores using deep learning for weed detection in agri-
culture, focusing on enhancing energy efficiency in real-time applica-
tions. This research aligns with broader efforts to optimise Al tech-
nologies for real-time processing on edge devices, emphasising sus-
tainable and efficient operations. Similar studies investigate deep learn-
ing models” deployment in various sectors, targeting improved oper-
ational speed and reduced energy usage. Generally, these works high-
light the critical importance of Al in enhancing decision making and
efficiency in environments where rapid processing and energy main-
tenance are most important.[34]

2.4.3 joint optimisation for Embedded image recogni-

tion systems

The paper explores optimising image recognition on edge devices. It
employs techniques like pipelining, multithreading, Tucker decom-
position and quantisation with Tiny YOLO on NVIDIA Jetson TX2,
significantly enhancing performance and energy efficiency. This ap-
proach ensures efficient resource utilisation, which is vital for main-
taining high performance in various conditions. The related work sys-
tematically optimises image recognition, achieving notable gains in ac-
curacy, speed and energy efficiency.[35]

2.4.4 Measuring and modelling the power consump-
tion of the Raspberry Pi

The paper provides significant insights into optimising the energy effi-
ciency of the Raspberry Piby developing a power consumption model.
This model allows for accurate estimation of power usage based on
CPU and network utilisation, aiming to improve the energy footprint
of software running on this platform. PowerPi offers a detailed power
consumption model, enabling precise energy management and opti-
misation strategies for the Raspberry Pi.[36]

2.4.5 Delay and energy cost of loT data transfer

The paper explores the energy consumption and delay associated with
IoT data transfer technologies. It introduces a modular modelling frame-
work to compare various communication protocols and technologies,
focusing on the energy cost of data transfers in IoT systems. This work
offers a modelling framework to evaluate the energy and delay costs
of IoT data transfers, demonstrating significant insights into the trade-
offs between different communication technologies. Both studies con-
tribute to the broader goal of improving the performance and energy
efficiency of IoT systems.[37]
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3 Methodology

This chapter will provide details on data collection procedures and

analysis techniques, ensuring that the findings are robust and repro-
ducible.

For this study on edge computing using a Raspberry Pi 4, the method-
ology will describe both in-node and server processing scenarios, in-
cluding setting up the Raspberry Pi with necessary software and de-
pendencies. It will also cover creating a Python virtual environment
to manage resources efficiently and preparing and collecting data for
training the object detection models.

3.1 Scientific method description

The study will use quantitative methods to gather energy consump-
tion and latency data across different scenarios and conditions. This
approach allows for precise measurement and statistical analysis to
validate hypotheses about system performance in edge computing en-
vironments.

The research is conducted in two scenarios: in-node processing and
server processing. A key aspect of this study is using the Raspberry Pi
4 as a node for object detection, which holds significant potential for
advancing our understanding of edge computing.

In the first scenario, pre-captured images in JPEG format are used for
in-node processing. The JPEG format is chosen due to its reduced file
size, which minimises latency during data transfer. The smaller image
size results in quicker transmission times without significantly impact-
ing performance, making it suitable for real-time processing require-
ments in edge computing. Deploying the YOLOv5 model within the
node aims to analyse the trade-offs in energy consumption and latency
when performing object detection locally, compared to server-based
processing.

In the second scenario, the study explores image compression using
various techniques, such as lossy compression with JPEG and loss-
less compression with PNG. These compressed images are then wire-
lessly transmitted to a server for processing. Additionally, compress-
ing images to custom sizes 640x640 px, 512x512px, 300x300px, and
152x152px further investigates the impact of different image sizes on
energy consumption and latency in edge and cloud computing envi-
ronments.

3.2 Scenarios Description

These two scenarios are examined to evaluate the performance and
efficiency of the YOLOv5 model on the Raspberry Pi 4, focusing on
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energy consumption and latency. By comparing these two scenarios,
the study aims to provide insights into the optimal deployment strate-
gies for Al-driven object detection on edge devices like the Raspberry
Pi 4, considering the trade-offs between energy efficiency and latency.

3.2.1 Scenario 1: In-Node Processing

This first scenario involves deploying the YOLOv5 model directly on
the Raspberry Pi 4. The aim is to measure the energy consumption
and latency associated with object detection on the device itself. Two
specific tests are conducted:

1. Test 1: Measures the energy consumption and latency from the
moment the image file is loaded into the system until the text
tile, which contains the bounding box coordinates and class in-
formation, is successfully sent to the server. The steps involved
in this process include running the object detection (inference),
generating the text file with the results, and transmitting this file
to the server.

2. Test 2: Measures the energy consumption and latency from the
moment the image file is loaded until the image with the bound-
ing boxes drawn is received by the server. The steps involved are
running the object detection (inference), compressing the image
using the JPEG format, saving the file, and transmitting it to the
server.

3.2.2 Scenario 2: Server Processing

In the second scenario, we use Raspberry Pi 4 pre-captured images
and compress them before transmitting them to a remote server for
processing. The aim is to measure the energy consumption and latency
associated with offloading the computational tasks to more powerful
servers. Two specific tests are conducted:

1. Test 1: Measure the energy consumption and latency from the
point at which the image file is loaded until it is received by
the server. The image is compressed using PNG format (loss-
less compression) and then transmitted. The processing steps
include compression and communication.

2. Test 2: Measure the energy consumption and latency from the
point at which the image file is loaded until it is received by
the server. The image is compressed using JPEG format (lossy
compression) and then transmitted. The processing steps include
compression and communication.

14



3.3 Socket API Overview

To process these images, we use Berkeley Socket API to create a con-
nection for the server-client. The Berkeley Socket API offers a set of
functions. [38] Below is a list of these functions used in this research,
along with their descriptions:

* .socket(): Creates a new socket, an endpoint for communica-
tion between two devices.

* .bind(): Binds a socket to a specific IP address and port, allow-
ing the server to listen for incoming connections on a specific IP
address.

e .listen(): Prepares the socket to accept incoming connection re-
quests, defining how many pending connections the queue will
hold.

e .connect(): Used on the client side to establish a connection to
a server.

* .accept(): Waits for an incoming client connection request, ac-
cepts it, and returns a new socket specifically for this connection,
allowing the server to communicate with the connecting client.

o .recv(): Receives data from a connected socket. This function
blocks the caller until there is data to be read.

¢ .close(): Closes a socket, releasing its associated resource. After
this, the socket can no longer send or receive data.

.sendall(): Sends all data to a connected socket, ensuring that
all data is sent successfully before returning.

By utilising these functions, a reliable server-client communication setup
can be achieved. The server can listen for and accept connections from
clients, while clients can connect to the server and exchange data. To
achieve this, it is essential to specify the socket type as socket . SOCK_STREAVN,
which utilises the TCP/IP protocol.

Using TCP/IP protocols provides several benefits for the connection.
Firstly TCP/IP ensures that data is delivered accurately and in the cor-
rect order. It also establishes a persistent connection-oriented com-
munication session between server and client, includes error-checking
mechanisms to reduce data corruption, manages data transmission
rates to prevent network congestion and ensure efficient communi-
cation, and dynamically adjusts transmission rates based on current
network conditions to optimise performance and prevent overloads.
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3.4 Data Collection

A total of 5077 images were prepared and subsequently divided into
different folders for various purposes. See Table 2| Before running ob-
ject detection, the model needs to be trained. Trained models ran with
the nano weight (yolovbn); these supported scenarios, like deploying
YOLO object detection on a Raspberry Pi, are often driven by balanc-
ing performance with resource constraints.

To achieve a comprehensive evaluation and better consistency, testing
scenarios are done with 511 images. Many test cases ensure reliable
outcomes and can be generalised to similar scenarios. It reduces the
impact of outliers and anomalies, providing a more robust estimate of
the system’s average performance. The results will be displayed to re-
flect the average performance metrics calculated per image to provide
a detailed analysis of the system’s efficiency.

Table 1: Data preparation ratio.

Test Train Validation
511 3167 1399
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4 Experimental Setup

For preparation, hardware devices must install different software and
dependencies to call on APL.

4.1 Rasberry Pi 4

Raspberry Pi 4 is a single-board computer developed by the Raspberry
Pi Foundation. For starters, Raspberry Pi requires the Rasberry Pi OS
installation on a Secure Digital Memory Card (SD memory card). This
can be done by downloading the Rasberry Pi OS software or using the
Rasberry Piimager. As mentioned, Rasberry Pi 4 will represent a node
and deploy the YOLOVS5 object detection model directly in the node by
cloning the YOLOv5 dependency from Ultralytics. However, other de-
pendencies are necessary for YOLOVS5, listed in requirement.txt. Using
the following scripts will download all dependencies at once.

pi@rasberrypi: “/user/yolov5/$ pip install -r requirements.txt

Additionally dependency were installed such as socket and cv2

4.2 Python Virtual Environment .venv

Working with a single-board device like the Raspberry Pi is challeng-
ing due to its limited resources, such as memory, storage, and pro-
cessing power. A Python virtual environment is commonly initialised
to gain the benefits of efficient resource management, enhance project
isolation, and manage packages and dependencies more effectively.
While using a Python virtual environment (.venv) primarily affects
how packages and dependencies are managed, it impacts performance
metrics like energy efficiency because of the additional processing re-
quired to maintain the environment. [39][40]

Although virtual environments introduce some overhead that affects
energy consumption, this impact is relatively small compared to the
computational workload of the main application. Efficient software
environment management can still help reduce system clutter and po-
tentially lower CPU load by minimising unnecessary background tasks.
[39]
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5 Implementation

This section outlines all the network design implementations, includ-
ing how models are loaded during client-server communication.

5.1 Ultralytics YOLOv5 PyTorch

Ultralytics provides different methods to evaluate an inference result;
one of the methods involves using PyTorch hub to load a YOLOv5
detection within Python implementation.

The "torch.hub.load()’ function is a utility that allows pre-trained
models begin load directly from a GitHub repository. By defining
hosts as Ultralytics YOLOVS5, various models can be accessed via this
method. The 'custom” argument specifies that a model with custom
weights will be loaded with a given custom model path in the local
directory.

import torch

# Load the YOLOuS model with custom weight

model = torch.hub.load('ultralytics/yolovs', 'custom',
path='pt/best640jpg.pt')

results = model (image_path) # or model (image. jpg)

return results

‘'model ()’ function calls to perform the detection, where model () func-
tion will fetch the image file to detect the objects. In the results, the
model returns a results object containing bounding boxes, classes, and
confident scores for the detected objects.

Inference results can combined with pandas library return as result
matrics. Following is the example code provided by Ultralytics [24].

results = model(image.jpg)
results.pandas() .xyxy[0]

# Tmin ymin zmax  ymax confidence class name
#.0 749.50  43.50 1148.0 704.5 0.874023 0 person
# 1 433.50 433.50 517.5 7T14.5 0.687988 27 tie
# 2 114.75 195.75 1095.0 708.0 0.624512 0 person
# 3 986.00 304.00 1028.0 420.0 0.286865 27 tie
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5.2 Implementation in Rasberry Pi

This section will explain how the Raspberry Pi implements network-
based image processing systems. The two primary applications are de-
ploying the YOLOV5 object detection model and establishing a client-
server model for efficient image transmission.

The first scenario integrates YOLOv5 within a TCP/IP communica-
tion setup. The second scenario involves the Raspberry Pi captur-
ing and compressing images for server-side processing, emphasising
bandwidth efficiency.

These implementations, utilising Python libraries such as OpenCV,
NumPy, Torch, PIL, and socket programming, showcase Raspberry
Pi’s capability to effectively manage intensive computational tasks and
network communications.

For a detailed visualisation of the operational flow in both scenarios,
See Figurel} this flowchart outlines the step-by-step processes for both
the YOLOVS5 object detection integration and the image compression
and transmission model in Raspberry Pi.

Additionally, a flowchart detailing the server-side operations for both
scenarios will be included. This flowchart illustrates how the server
handles incoming data from the Raspberry Pi, processes it, and sends
back the appropriate responses. See Figure |
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Figure 5: This flowchart illustrates the step-by-step operational flows
for two distinct scenarios in the node involving image processing for
two diffrence scenarios and data transmission using TCP/IP commu-
nication.
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Figure 6: This flowchart illustrates the step-by-step operational flows
for two distinct scenarios in the server

5.2.1 Socket

In Python programming, the Berkeley sockets are one of the simplest
application programming interfaces (API) for creating client-server ap-
plications. This library provides a low-level networking interface that
supports both the Transmission Control Protocol (TCP) and the User
Datagram Protocol (UDP), which are fundamental for enabling com-
munication between computers on a network.

To create a socket, the socket module needs to be imported. This en-
abled ’.socket ()’ functions to be called and allowed communication
type to be specified within parameters. By giving either socket . SOCK_STREAM
TCP communications are selected or socket . SOCK_DGRAM for UDP com-
munications. Also, socket.AF_INET is specified as the internet address
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family IPv4.

1 import socket
> socket.socket(family=socket.AF_INET, type=socket.SOCK_STREAM)

For better understanding, Figure[7]is an overview of server-client trans-
actions using sockets with the TCP.

Server

socket

Server creating listening socket

Client

listen

Establishing connection,
three-way handshake Y
S e D
Client sending data,
server receiving data m
Server sending data, Y

client receiving data m

Client sending close message

Figure 7: TCP Socket Flow
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5.2.2 Scenario 1

This chapter explains the communication process, in which a client
sends image data to a server for processing and then receives the pro-
cessed data back from the server. Implementation involves image re-
sizing, YOLOV5 processing, and network communication using vari-
ous Python libraries, such as OpenCV, NumPy, Torch, PIL, and socket
programming.

The code begins with setting up a TCP/IP socket connection between
the client and server. Using socket () library, a socket is created and
connected to the server with specified IP addresses and port numbers.

with socket.socket(socket.AF_INET, socket.SOCK_STREAM) as s:
s.connect((0.0.0.0, 65432)) # ezample ip address and port

Once the handshake between server and client is successfully con-
nected, the next major step involves iterating through a directory con-
taining images and using a pre-trained model to detect objects within
these images. Each image is processed with YOLOV5 at multiple res-
olutions to detect objects and compute bounding boxes. Below is the
script that dynamically constructs the path to the appropriate model
tile depending on each resolution:

for target_size in resolutions:
# Dynamic model path based on resolution
model_path = f'pt/best{target_size}jpg.pt'

Each image and its bounding box data are sent to the server. The send-
ing process involves several steps.

¢ The length of the filename and the filename itself are sent to en-
sure the server knows what file it will be processing.

¢ The image data or bounding box data is then sent. The length of
the data (in bytes) precedes the actual data to let the server know
how much data needs to be read

Once data is sent, the client waits for an acknowledgement from the
server. This is crucial for confirming that the data was received and
processed correctly without errors. If the acknowledgement is received,
the client proceeds to the next file or terminates if all files are pro-
cessed.
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def send_data(sock, filename, data):
sock.sendall(len(filename) .to_bytes(1l, 'big'))
sock.sendall(filename.encode())
sock.sendall(len(data) .to_bytes(4, 'big'))
sock.sendall (data)
response = sock.recv(1024) .decode('utf-8')
if response == "Received":

print(f"Data for {filename} sent
and acknowledged by server")

def send_images_and_bboxes(ip, port, images_directory,
resolutions):
with socket.socket(socket.AF_INET,
socket.SOCK_STREAM) as s:
s.connect ((ip, port))

if __name__ == "__main__":

send_images_and_bboxes(IP_address, 65432, images_directory,
(640, 512, 300, 152])

5.2.3 Scenario 2

This part of the chapter will provide a second scenario script demon-
strating a method for establishing a client-server connection to trans-
mit images for processing. The script utilises Python’s socket library
for network communication, cv2 from OpenCV for image handling,
and the os library for file management.

A connection between server and client is implemented similarly to
client. Instead of utilizing YOLOV5, pre-saved images are used
for processing. Although data is captured with a camera in both sce-
narios, we use a set of pre-saved images for this specific script. This
approach is chosen because the energy consumption of the camera re-
mains constant, regardless of the scenario or test. Therefore, pre-saved
images allow us to focus on the core research task without the variabil-
ity introduced by live image capture.

The script processes image files by reading them with cv2. imread (image_path),

which loads the image into memory as an array of pixel values. If the
path is correct and the image is accessible, it successfully loads the im-
age; otherwise, it returns 'None’.
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import cv2

img = cv2.imread(image_path)

img_resized = cv2.resize(img, (target_size, target_size))
compress_format = '.png' if format == 'png' else '.jpg'
_, buffer = cv2.imencode(compress_format, img_resized)

Multiple resolutions and different image types exist. Dynamic ap-
proaches are used to specify the right image resolution and formats;
later, the server can automatically choose the appropriate model file
depending on each resolution.

if __name__ == "__main__":

resolutions = [640, 512, 300, 152]

formats = ['jpg']

send_images (IP_address, 65432, images_directory,

resolutions, formats)

5.3 Server

On the server side, two distinct server scripts execute two different
processes. Below are the details of the implemented script involved
in setting up and running these server scripts, which include estab-
lishing network connections, receiving data, processing images using
a custom YOLOv5 model, and handling the storage of the results.

The server starts with initialising a connection with the client by bind-
ing to a specified IP address and port using the Python socket. Speci-
tying the IP address as 0.0.0.0 allows the server to accept all incoming
connections from different clients.

def start_server(host='0.0.0.0", port=65432):
with socket.socket(socket.AF_INET, socket.SOCK_STREAM) as s:
s.bind((host, port))
s.listen()
print (f"Server started, listening on {host}:{port}")

The script below shows how directories are made to ensure the incom-
ing data is stored systematically in the corresponding directory.
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def setup_directories():
base_dir = 'received_data'
resolutions = ['640', '512', '300', '152']
formats = ['images/png', 'images/jpg', 'labels/png',
'labels/jpg']
paths = {}
for resolution in resolutions:
for format in formats:
dir_path = os.path.join(base_dir, resolution,
format)
os.makedirs(dir_path, exist_ok=True)
paths[f"{resolution}/{format}"] = dir_path
return paths

Upon establishing a connection, the server accepts it and prepares to
receive data. A loop is initiated to continuously accept data from the
connected client, allowing for handling multiple data transmissions
during a single connection.

The server then reads the metadata, which includes the filename and
the size of the incoming data. It then reads the file’s binary data in a
loop until the entire file is received. This loop handles potential frag-
mentation in network transmission, ensuring complete data retrieval.
Upon receiving image data, the server checks the file type and pro-
cesses it if it is an image by controlling data formats.

The server and client deploy YOLOV5 a bit differently for object de-
tection in images. On the server side, the process_image () function
uses PIL to load the image. It dynamically constructs the model path
based on the filename and resolution. The model is then loaded from
torch.hub using this path, and inference is performed on the PIL im-
age. The function returns the processed image with bounding boxes

and formatted bounding box data. On the client side, a different process_image ()

function uses cv2imdecode to load the image as a NumPy array. The
model is loaded using a provided model path, and inference is per-
formed on the NumPy array image. The function returns formatted
bounding box data as a CSV string. Below is the code snippet of
process_image () function.
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#Server
def process_image(filename, data):

parts = filename.split('_"')

resolution = parts[0]

original_filename = '_'.join(parts[1:]) if len(parts) > 1
else 'default_name'

extension = os.path.splitext(original_filename) [1][1:]

format_dir = 'png' if extension.lower() == 'png' else 'jpg'

model_file = f'pt/best{resolution}{extension}.pt'
model = torch.hub.load('ultralytics/yolovs', 'custom',
path=model_file)

image = Image.open(io.BytesIO(data))
results = model(image)

img_byte_arr = io.BytesI0O()
img_pil = Image.fromarray(results.render() [0])

img_pil.save(img_byte_arr, format='PNG' if format_dir == 'png'

else 'JPEG')
img_byte_arr.seek(0)

df = results.pandas() .xyxyl[0]
formatted_data = df[['xmin', 'ymin', 'xmax', 'ymax',

'confidence','class', 'name']].to_string

(index=False) .encode()

return img_byte_arr.getvalue(), formatted_data,
resolution, format_dir, original_filename

#Client
def process_image(image_path):

model = torch.hub.load('ultralytics/yolov5', 'custom',
path='best.pt')
results = model (image_path)

img_byte_arr = io.BytesIO()

img_pil = Image.fromarray(results.render() [0])
img_pil.save(img_byte_arr, format='JPEG')
image_data = img_byte_arr.getvalue()

#use this and return formatted_data for inference text file

#df = results.pandas().zyzy[0]
#formatted_data = df[['zmin', 'ymin', 'zmaz', 'ymaz',
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'confidence', 'class', 'name']]

return image_data

5.4 Measurement

The main question of this research is to measure the latency and en-
ergy consumption across the two scenarios. Using time () library, we
can measure the time taken for data to travel from the Raspberry Pi
to the server and back. The setup involves calculating round-trip time
(RTT), which is a crucial metric for assessing the performance of net-
work communication systems, particularly in scenarios involving real-
time data processing. To accurately measure RTT, we employ the fol-
lowing method:

e First timestamps are recorded at multiple points during the com-
munication process. Initially, a timestamp is recorded just before
the client sends the data packet.

¢ Another timestamp is recorded when the server acknowledges
receipt of the data. The difference between these two timestamps
gives the time taken for the data to travel from the client to the
server, which includes transmission time, processing delay at the
server, and the time taken for the acknowledgement to be sent
back.

import time
import socket

def measure_latency(client_socket, image_data):
# Record the time just before sending the data
start_time = time.time()
client_socket.sendall (image_data)
# Wait for server acknowledgement
server_response = client_socket.recv(1024)
# Record the time immediately after receiving the response
end_time = time.time()
return end_time - start_time # Calculate RRT
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6 Results

This section will present a detailed presentation and analysis of the ex-
perimental data collected during the study. The objective is to evaluate
the performance of the YOLOVS5 object detection model on a Raspberry
Pi 4 under different processing configurations. The key performance
metrics analysed include energy efficiency and latency, which are crit-
ical for optimising real-time object detection on edge devices.

6.1 Measurement results

This section will be divided into two significant parts, each presenting
observed results of performance metrics energy efficiency and latency
differences. The first part focuses on the scenario where energy con-
sumption and latency are measured when YOLOV5 is deployed within
the node. The second part examines when images are sent to the re-
mote server, measuring the energy consumption and latency of the
Raspberry Pi.

All scenarios were tested with 511 images to maintain the statistical
significance and precision result; the results were reported as an aver-
age.

6.1.1 In-Node

Table 2| provides a comprehensive view of the latency and energy con-
sumption observed when processing images directly on the Raspberry
Pi 4. The evaluations were conducted at varying image resolutions,
from 640x640 pixels to 152x152 pixels, to understand the impact of
resolution on performance metrics.

Table 2: Latency and energy consumption at various resolutions for
image and text processing.

Resolution (px) Image (jpg) Text
Latency (ms) Energy (m]J) Latency (ms) Energy (m])
640 3.584 5.361 1.790 2.548
512 3.533 5.148 1.709 2.433
300 3.518 5111 1.437 2.037
152 3.482 4.791 1.339 1.850

The results indicate a clear trend: both latency and energy consump-
tion decrease as the image resolution decreases. This pattern is con-
sistent with the expectations, as lower-resolution images require less
computational power, resulting in faster processing times and reduced
energy consumption. The reduction in latency and energy usage is
particularly significant when moving from higher resolutions (640x640
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pixels) to lower ones (152x152 pixels), highlighting the efficiency gains
that can be achieved by optimising image resolution.

However, an interesting observation emerges when comparing the dif-
ferences between energy consumption and latency. The latency for
transferring inference images is significantly higher than for transfer-
ring inference text files at all resolutions. Additionally, the energy con-
sumption for transferring image results is higher than for transferring
text result files. This indicates that while image transfer requires more
time and energy due to the larger data volume, text transfer is more
efficient in terms of both latency and energy consumption.

Latency and Energy Consumption at Various Resolutions Scenario 1
Latency for Image (jpg)

Energy Consumption for Image (jpg)
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Figure 8: Latency and energy consumption at various resolutions for
image (jpg) and text. The graphs illustrate that higher resolutions lead
to increased latency and energy consumption for both image and text.
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6.1.2 Remote-Server Processing

This section presents a comparison of latency and energy consumption
for transferring images to a remote server, focusing on JPEG and PNG
formats across various resolutions. Table (3| provides detailed metrics
illustrating the performance differences between these two formats.
The accompanying graphs in Figure[J|visually depict these differences.

Table 3: Latency and energy consumption for JPEG and PNG at vari-
ous resolutions.

Resolution (px) JPEG PNG
Latency (ms) Energy (m)]) Latency (ms) Energy (m))
640 0.717 0.593 0.944 0.779
512 0.699 0.577 0.920 0.759
300 0.691 0.540 0.763 0.630
152 0.683 0.523 0.699 0.577

When comparing JPEG and PNG formats, it becomes evident that PNG
consistently exhibits higher latency and energy consumption across all
resolutions. This significant difference can be attributed to the larger
tile sizes of PNG images due to their lossless compression method.
While JPEG uses lossy compression to reduce file size by removing
some image details, PNG retains all image details, resulting in larger
file sizes. Consequently, the larger file sizes of PNG images require
more time and energy to transfer over TCP/IP communication, lead-
ing to higher latency and energy consumption. The differences in these
metrics for various resolutions are detailed in Table3|and visually rep-
resented in Figure[9]
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Performance Metrics for JPEG and PNG Formats Scenario 2
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Figure 9: The graphs compare the latency (top) and energy consump-
tion (bottom) of transferring JPEG and PNG images at various resolu-
tions.
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7 Discussion

In this section, we will delve into the key findings of our study. We
will analyse and compare in-node processing versus remote process-
ing, evaluate the impact of image resolution and format on processing
efficiency, and discuss the implications of these findings on deploying
Al models in resource-constrained environments. Additionally, we
will reflect on the methodology used in the project, the scientific con-
tributions of this study, the potential consequences of the deployment
configurations, and the ethical and societal considerations involved.

7.1 Analysis and discussion of results

The results of this study show the performance and efficiency of de-
ploying the YOLOv5 model on edge devices like the Raspberry Pi 4,
both in-node and through remote processing; the data indicates clear
trade-offs between energy consumption, latency, and processing con-
figurations.

7.1.1 Comparative Analysis: In-Node vs. Remote Pro-

cessing

Latency is a crucial metric for real-time applications, and in-node pro-
cessing generally offers lower latency compared to remote-server pro-
cessing. This advantage is particularly significant in scenarios requir-
ing immediate responses, such as autonomous vehicles or real-time
surveillance. In-node processing eliminates the need for data trans-
mission over a network, thus reducing the associated delays. How-
ever, this comes at the cost of higher energy consumption due to the
intensive computational tasks performed locally.

Remote-server processing, on the other hand, offloads these computa-
tional tasks to more powerful servers, potentially reducing the energy
burden on the edge device. However, this approach introduces addi-
tional latency due to network communication and requires a reliable
internet connection, which may not always be feasible in all deploy-
ment scenarios. The trade-off between lower energy consumption and
higher latency must be carefully considered based on the application’s
specific requirements.

The trade-off between latency and energy consumption is significant.
In-node processing provides quick responses but uses more energy,
which can be a problem for battery-powered devices. On the other
hand, remote-server processing saves energy but adds delay due to
data transmission over the network. Therefore, choosing between in-
node and remote processing depends on what is more important for
the application: fast responses or saving energy. Finding the right bal-
ance is essential to effectively meet the application’s needs.
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7.1.2 Impact of Image Resolution on Processing Effi-

ciency
The analysis of image resolution in both scenarios shows it signifi-
cantly impacts both latency and energy consumption. Lower image
resolutions result in faster processing times and reduced energy usage,
which is crucial for resource-constrained environments. This is partic-
ularly beneficial for applications where energy efficiency is a priority,
such as remote monitoring or battery-powered IoT devices.

The result shows that sending lower image resolutions to a remote
server reduces transfer times and energy consumption. The smaller
tile sizes require less bandwidth, making remote processing more effi-
cient and reducing the energy burden on the Raspberry Pi.

7.1.3 Analysis of Text File Transfer Results
When we look at scenario 1, where the text file is being sent to the
server, energy consumption and latency increase unexpectedly. See

Figure

The primary factor in these unexpected behaviours is the processing
overhead associated with YOLO processing. Since energy consump-
tion and latency of data transfers through network communication, all
of the inference text file sizes should be the same, which means the
graph should have shown a constant line.

7.1.4 Role of Image Format in Processing Workload

Distribution
By comparing the trade-offs between formats like JPEG and PNG, we
can better understand how to optimise workload distribution for en-
ergy consumption and latency.

The choice of image format does not impact the YOLOV5 object detec-
tion algorithm but affects overall efficiency through file size and com-
pression methods. This has implications for both in-node and remote-
server processing scenarios.

From the general principle of how lossy compression works, it typ-
ically results in smaller file sizes. Smaller files require less compu-
tational power and energy, which is crucial for resource-constrained
devices like the Raspberry Pi. This makes JPEG a practical choice for
real-time applications that demand quick responses and efficient use
of computational resources.

In contrast, PNG images use lossless compression, preserving all im-
age details but resulting in larger file sizes. This increases the compu-
tational load, processing time, and energy consumption on the Rasp-
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berry Pi. Thus, PNG may be less suitable for real-time applications on
resource-constrained devices unless maintaining high image fidelity is
essential and energy resources are sufficient to support the increased
demand.

Also, impact of image format is more pronounced in remote-server
processing. With their smaller file sizes, JPEG images facilitate quicker
data transfer to the server, reducing latency and conserving energy on
the Raspberry Pi. On the other hand, while maintaining high image
quality, PNG images result in higher latency and energy consump-
tion due to their larger file sizes. The increased time and energy re-
quired for data transfer can be a significant drawback for applications
needing timely responses. However, the high image fidelity provided
by PNG is beneficial for applications requiring detailed and accurate
image data, such as medical imaging or high-precision industrial in-
spections. In these cases, the need for high-quality images justifies the
additional latency and energy costs.

7.2 Project method discussion

The chosen methodology for this project proved effective in provid-
ing a comprehensive analysis of the two deployment configurations.
By employing quantitative methods and testing with many images
(511), the study ensured reliable outcomes and minimised the impact
of anomalies.

Also, in this study, the camera is supposed to be implemented in the
node to mimic a real-world scenario where the devices capture the im-
age and then process it later. However, the camera’s energy consump-
tion is the same in both scenarios. It has no impact on any processing,
so it can be concluded that it’s a constant of energy efficiency. There-
fore, this has been removed from the calculation, and pre-capture im-
ages are used instead.

7.3 Scientific discussion

This study contributes to the growing knowledge on edge computing
and deploying AI models in resource-constrained environments.

The results underscore the potential of edge computing to provide
real-time processing capabilities while maintaining data privacy and
reducing dependency on cloud infrastructure. However, the trade-offs
identified suggest that a hybrid approach, dynamically switching be-
tween in-node and remote processing based on the current operational
context, could offer the best balance between performance and energy
efficiency.

This study’s limitations include its focus on a single type of edge de-
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vice and the controlled experimental setup, which may not fully cap-
ture the variability encountered in real-world applications. Future re-
search should explore adaptive strategies to optimise processing con-
figurations based on real-time network conditions and device work-
load assessments.

7.4 Consequence analysis

The deployment of the YOLOv5 model on edge devices like the Rasp-
berry Pi 4 has significant implications, particularly in resource-constrained
environments. This section analyses the consequences of the two de-
ployment configurations studied: in-node and remote processing.

The deployment of the YOLOv5 model significantly affects energy
consumption. While advantageous in terms of latency, in-node pro-
cessing can substantially increase energy usage due to the intensive
computational tasks performed locally. This heightened energy con-
sumption could potentially reduce the operational lifespan of battery-
powered edge devices, thereby making them less suitable for applica-
tions where long-term energy efficiency is crucial.

On the other hand, remote processing offloads these computational
tasks to more powerful servers, potentially reducing the energy bur-
den on the edge device. However, this approach introduces additional
energy consumption due to network communication. The overall en-
ergy efficiency thus depends on the balance between local processing
demands and the energy costs associated with data transmission.

7.5 Ethical and societal discussion

Deploying the YOLOv5 model on edge devices like the Raspberry Pi 4
raises several ethical and societal issues related to privacy and security.

Local processing on edge devices enhances privacy by keeping data
on the device, reducing the risk of interception during transmission.
However, edge devices are more vulnerable to physical access and
cyber-attacks, necessitating robust security measures and regular up-
dates to protect against unauthorised access and data breaches.
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8 Conclusion

This thesis aimed to optimise deploying the YOLOv5 model on edge
devices, specifically the Raspberry Pi 4, by evaluating the trade-offs
between in-node processing and remote processing. The key perfor-
mance metrics analysed were energy efficiency and latency, which are
crucial for applications requiring real-time data processing. By explor-
ing these two primary deployment configurations, this study sought
to identify the most effective strategies for maximising performance
while minimising energy consumption and latency.

The primary goal of this research was to explore how different deploy-
ment strategies impact energy consumption and latency. By compar-
ing in-node processing with remote server processing and analyzing
the effects of different image compression methods, the study aimed
to provide a comprehensive understanding of the optimal deployment
configurations.

1. How does the trade-off between energy consumption and la-
tency manifest when processing is conducted in-node on the
Raspberry Pi compared to server-based processing?

* The study found that in-node processing on the Raspberry
Pi 4 results in lower latency, making it suitable for real-time
applications where immediate responses are critical. How-
ever, this comes at the cost of higher energy consumption
due to the intensive computational tasks performed locally.

* Conversely, remote server processing reduces the energy
burden on the Raspberry Pi by offloading these tasks to more
powerful servers. This method introduces additional la-
tency due to the need for network communication, making
it less suitable for real-time applications but more energy-
efficient.

2. What impact do different image compression methods have on
the trade-off between energy consumption and latency in the
processing scenarios?

* The analysis revealed that JPEG, with its lossy compression,
results in smaller file sizes, leading to lower energy con-
sumption and latency. This makes JPEG more suitable for
real-time applications on edge devices where efficiency is
paramount.

* On the other hand, PNG uses lossless compression, which
preserves image quality but results in larger file sizes. This
increases both latency and energy consumption, making PNG
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less efficient for real-time processing but preferable when
high image fidelity is required

The findings of this study have significant implications for deploy-
ing Al models on edge devices in real-world applications. The choice
between in-node and remote processing should be based on the ap-
plication’s specific requirements, considering the trade-offs between
latency and energy efficiency. For instance, applications requiring im-
mediate responses might prioritise in-node processing despite higher
energy consumption. At the same time, those with less stringent la-
tency requirements might benefit from the energy savings of remote
processing.

8.1 Future Work

A potential future work could involve developing an adaptive frame-
work that leverages machine learning techniques to predict the opti-
mal processing configuration (in-node or remote) based on real-time
factors such as current network conditions, device workload, and en-
ergy levels. This practical framework could dynamically switch be-
tween processing configurations to maintain an optimal balance be-
tween latency and energy efficiency, thereby significantly improving
the performance of computational systems. The approach would in-
volve collecting extensive real-world data to train predictive models
and conducting field trials to validate the framework’s effectiveness in
various scenarios.
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A Appendice A : Setup and configu-
ration

1. Create a Python virtual environment: A virtual environment was
created in the project’s root directory by running in the device
terminal.

pi@rasberrypi: ~/user/$ python3 -m venv .venv

2. Activate the virtual environment: After creating the virtual en-
vironment, the environment can be activated by using the fol-
lowing command to ensure that all subsequent Python and pip
operations are confined to this environment.

pi@rasberrypi: “/user/$ source .venv/bin/activate

3. Install necessary Python packages: With the virtual environment
activated. As mentioned in Chapter 3.2.1, essential packages re-
quired for running YOLOvV5 must be installed with the following
command YOLOV5 dependencies are installed, including depen-
dencies specific to image processing and network communica-
tion.

(.venv) pi@rasberrypi: ~/user/$ git clone https://github.co

(.venv) pi@rasberrypi: ~/user/$ cd yolovb
(.venv) pi@rasberrypi: ~/user/yolov5$ pip install -r requi
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