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Abstract
The complexity for being at the forefront regarding information retrieval
systems are constantly increasing. Recent technology of natural language
processing called BERT have reached superhuman performance in high re-
source languages for reading comprehension tasks. However, several re-
searchers has stated that multilingual models are not enough for low-resource
languages, since they are lacking a thorough understanding of those lan-
guages. Recently, a Swedish pre-trained BERT model has been introduced
which is trained on significantly more Swedish data than the multilingual
models currently available. This study compares both multilingual and
Swedish monolingual inherited BERT models for question answering uti-
lizing both a English and a Swedish machine translated SQuADv2 data set
during its fine-tuning process. The models are evaluated with SQuADv2
benchmark and within a implemented question answering system built upon
the classical retriever-reader methodology. This study introduces a naive
and more robust prediction method for the proposed question answering
system as well finding a sweet spot for each individual model approach
integrated into the system. The question answering system is evaluated
and compared against another question answering library at the leading
edge within the area, applying a custom crafted Swedish evaluation data
set. The results show that the fine-tuned model based on the Swedish pre-
trained model and the Swedish SQuADv2 data set were superior in all eval-
uation metrics except speed. The comparison between the different systems
resulted in a higher evaluation score but a slower prediction time for this
study’s system. Keywords: BERT, Question Answering system, Reading
Comprehension, Low resource language, SQuADv2
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1 Introduction

1.1 Background and problem motivation
Within the authority Centrala Studiestödsnämnden (CSN) there’s an increased
need to reduce manual labor and improve user experience for both cus-
tomers and employees. The organizations customer support frequently has
high waiting time or many working employees, regularly answering ques-
tions that can be found on their public website, delaying the telephone
queue for customers with questions or needs that is not available on the
website. [1] The underlying reason behind this could be correlated to the
massive amount of semi-structured information about services, rules or laws
provided by the organization, causing an information overload to the users. [2]
The authority is aware of Natural Language Processing (NLP) and wishes
to further investigate how this could be applied to their environment.

NLP is an emerging technology which has the purpose of learning, un-
derstanding and producing human language content. The technology is
well adopted and has several use cases in real-world applications such as
speech-to-speech translation engines and mining social media to classify
emotions or behavior. [3] Lately, Google developed a transformed-based
machine learning NLP technique called Bidirectional Encoded Representa-
tions from Transformers (BERT). [4] BERT is a deeply bidirectional, unsuper-
vised language representation pre-trained on plain text opposed to previous
models. The most beneficial part regarding BERT is that it’s possible solve
several language problems by further fine tune the model by adding addi-
tional output layers. [4] Since the creation of BERT, research contribution
regarding fine-tuning of BERT for various language understanding tasks
has been submitted and conducted in amazing results. [5] Example of ex-
ercised tasks is understanding of search queries better, classifying of emails
received from customers, detection of cyberbullies in social media, next sen-
tence predictions and a question answering systems. [4], [6]–[9]

Fine-tuning BERT for question answering has reached a superhuman per-
formance in high resource languages. [10] Majority of the BERT models
has been pre-trained on high-resource languages such as English. How-
ever, models capable of understanding multiple languages at the same time
has been introduced and is referred to as multilingual models. Currently,
it’s recommended to adopt multilingual models over Swedish pre-trained
models since they are better than the Swedish pre-trained BERT models.[11]
Although, these multilingual models lack a thorough understanding of lan-
guage, especially for low-resource languages such as Swedish and Finnish. [12]
Since then, "Kungliga Biblioteket" has contributed with a recent attempt to
pre-train a Swedish BERT model where the entire Swedish Wikipedia, re-
search articles, newspapers and social media were used as training data. [13].
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Their model managed to beat Google’s multilingual model and other Swedish
models across a range of different NLP tasks. [13] Recently, a supervised
data set used to fine-tun BERT and other question answering models, ini-
tially crafted in English, were created for the low-resource language Swedish
utilizing a cross-lingual projection method. [11], [14], [15]

Question answering systems have prior to BERT been using bi-directional
LSTM architectures as the classical reader component in order to predict
information extracted from the information retriever (IR) component.[16]
Since the creation of BERT, multiple studies have achieved beneficial results
when adopting BERT instead as their reader component. [9], [17], [18] How-
ever, since BERT models are computationally expensive it’s necessary for
the models to use certain hardware [19]. Multiple variations of BERT archi-
tectures have been invented with the purpose of reducing size or increasing
prediction speed, but without having a major impact on the overall perfor-
mance. [20]–[22]

1.2 Overall aim
The overall aim of this project is to able to fine-tune a variety of inher-
ited BERT models for question answering and integrate them to a proposed
question answering system where’s the textual content is based on the CSN’s
website.

1.3 Scope
This study’s scope has involved fine-tuning of several inherited BERT archi-
tectures as well as comparing them to already fine-tuned forefront models
using the Swedish machine translated SQuADv2 data set [15]. Functionality
to extract textual content from CSN’s website and a question answering sys-
tem integrating the different models has been implemented. A custom eval-
uation data set to evaluate different models on CSN’s website content sim-
ilar to SQuADv2 has been adopted in order to compare proposed question
answering system against another vanguard question answer system. Mak-
ing of a user interface, pre-training of BERT models and evaluating other
architectures rather than BERT has not been within the scope of this study.

1.4 Concrete and verifiable goals

There are several concrete and verifiable goals that should be completed
within this study:

T1 Extract textual data from CSN’s website that is useful as reading com-
prehension for the BERT models.

2



Low-resource Language Question Answering System with BERT
Herman Jansson 2021–06–16

T2 Fine-tune and evaluate different variations of BERT for question an-
swering using the recent Swedish machine translated SQuADv2 data
set.

T3 Determine whether the Swedish pre-trained models are at the fore-
front or whether the multilingual models still is the better option.

T4 Determine whether a question answering system is adoptable for CSN’s
semi-structured and unsupervised website content.

T5 Being able to process longer textual content that exceeds the maximum
amount of input tokens BERT can handle.

T6 Being able to measure accuracy for the BERT model predictions and
avoid irrelevant/inaccurate predictions based on the measured accu-
racy.

After all goals are achieved, the entire question answering system was eval-
uated and compared to other alternatives.

1.5 Outline
Chapter 2 contains theory and mathematics as well as core concepts nec-
essary for this study. Chapter 3 describes the methodology chosen for ac-
complish the concrete and verifiable goals. The construction as well as the
though process of the proposed question answering system is described
within Chapter 4. Chapter 5 contains the results for the evaluated mod-
els and question answering systems. Chapter 6 discusses the results as well
as ethical impact of utilizing a question answering system.

3
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2 Theory
This subsection contains the necessary mathematics and underlying theory
necessary for this study.

2.1 Content Management System (CMS)
Content Management Systems (CMS’s) is a central component of profes-
sional writing involving multiple individuals at the same time has become
very popular over the last decade. Employees with a lacking programming
skill can manage and sometimes create content with the help of the CMS
framework. Examples of such programs is Word-press or SiteVision. The
frameworks are typically used for enterprise and web applications. There’s
mainly two parts of the CMS framework, the first one is a user interface that
allows users to interact with the features from the second part which is the
back-end. Headless CSM consists of only the back-end part. The back-end
for headless CSM can described without the user interface, by for example a
JSON data set, hence, the presentation layer (i.e. front-end or visualization)
of the CSM core logic (i.e. back-end functionality) is up to the developers to
provide. [23]

2.2 SiteVision
SiteVision is a CMS tool which also supports headless CMS. In practice the
Swedish authority CSN uses the normal SiteVision CSM, however, they
have set their headless CMS API to active, enabling developers to use it.
SiteVision enables employees to easier manage content and for develop-
ers to create configurable applications or modules that employees can use,
move around and configure. The applications or modules that can be cre-
ated with SiteVision are using Rhino, a Java implementation of JavaScript
capable of processing SiteVisions core logic from their API. The API includes
for example use of their search engine, which can be configured with mul-
tiple settings in order to achieve a tailor-made solution. SiteVision has re-
cently implemented support for creating web-apps and rest-apps, allowing
developers to develop more sophisticated applications that can be accessed
both externally and internally. [24]

2.3 Haystack
Haystack is a framework developed in Python that enables powerful and
production-ready pipelines for different search use cases. Haystack contains
various of search options and can provide unique search experiences by
allowing the users to apply State-of-the-Art NLP models. The library is
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built on modular technologies such as Transformers/huggingface, elastic-
search or Milvus. [25] Haystack uses the classical retriever-reader question
answering system architecture where both components are generic and can
be configured. Indexing and storage of documents is included within the
library.

2.4 VSM Similarity
Vector Space Model (VSM) similarly is a algebraic way for representing and
finding similarities in sentences. It is used for indexing, information re-
trieval (IR) and relevancy ranking. Words are identified as indices in order
to separate them apart. Documents and queries can be represented as vec-
tors shown in Equation 1. In order to calculate the cosine similarity between
a single document and a query, Equation 2 can be applied. This equation
generates a value between 0 and 1 whereas 0 is no similarity and 1 is perfect
similarity. [26]

dj = (w1j , w2j , ..., wtj) and qj = (w1q , w2q , ..., wnq) (1)

cos(dj, q) =
dj · q∥∥dj
∥∥ ‖q‖ ∑N

i=1 wij wiq√
∑N

i=1 w2
ij

√
∑N

i=1 w2
iq

(2)

2.5 F-Score
Within statistical analysis of binary classification, the F-score (i.e. F-measure)
is a measure of a test’s accuracy. The F-score considers both the precision
and the recall to compute the score. The higher the F-score, the better the
predictive power of the classification procedure. A score of 1 means the
classification procedure is perfect. The lowest possible F score is 0. The Pre-
cision is the number of correct positive results divided by the number of
predicted results, calculated with Equation 3.

Precision =
TP

TP + FP
(3)

The recall is the number of correct positive results divided by the number
of actual positive results, shown in Equation 4.

Recall =
TP

TP + FN
(4)

F1 =
2

recall−1 + precision−1 = 2 · precision · recall
precision + recall

=
TP

TP + 1
2(FP + FN)

(5)
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With help of simple algebra, we can see that F1 can be calculated by dividing
two with the sum of adding the inverse of the recall and precision together,
shown in Equation 5.

2.6 Natural Language Processing (NLP)
Analyzing text in a computerized fashion is called Natural language Pro-
cessing (NLP). The text that is being analyzed is based on both a set of
theories and a set of technologies. The definition is as follows: “Natural
Language Processing is a theoretically motivated range of computational
techniques for analyzing and representing naturally occurring texts at one
or more levels of linguistic analysis for the purpose of achieving human-like
language processing for a range of tasks or applications.” [3], [27] NLP usu-
ally involves artificial intelligence and has a variety of different tasks that
can be applied. For example, language translation and speech recognition.
[3]

2.7 SQuAD Dataset
Stanford Question Answering Dataset (SQuAD) is a reading comprehen-
sion data set consisting of over 100,000 questions based on a set of En-
glish Wikipedia articles. Each question belongs to a article that has a list
of possible segments equivalent to an answer string and a start position of
the article. The first version of SQuAD data set only contains answerable
questions, resulting in those models trained upon it tries to find a answers
on questions that are unanswerable.[14] To do well in question answering,
systems cannot only provide answers but also not provide answers when
there’s no answer. [28] Construction of the second version of SQuAD took
this into consideration by applying similar but unanswerable questions to
the prior data set. Models for reading comprehension can be trained and
evaluated with the SQuAD data set. During evaluation exact matches and
F1 scores described in Section 2.5 are measured. The SQuAD evaluation
data set that is used for the official SQuAD benchmark is only available
in English and is not available online, instead users have to submit their
model to a third party that performs the evaluation. Hence, when evaluat-
ing other languages for the SQuAD benchmark, models can perform very
well in terms of evaluation on that particular data set, but not as good in
production. Comparing SQuAD benchmarks evaluated for languages other
than English can consequently be ambiguous.
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2.8 Word Embeddings
Word embeddings are vector representations of words and have a fixed vec-
tor length. These vectors are supposed to encode semantic properties. By
applying word embeddings for sentences, it’s possible to compute the se-
mantic similarity between sentences and words. This is an essential part for
several NLP tasks, especially question answering. The core principle is that
words that have similar meaning, also have similar vector representation.
[29]

2.9 BERT Mountain
BERT came out of Google as of late 2018 and has accomplished multiple im-
pressive benchmark results for various NLP tasks. [4] This section contains
the building blocks and prior state of the art for constructing BERT as well
as the core principles of BERT itself. The mountain itself can be shown in
Figure 1.

Figure 1: Components and core concepts that have led to the construction
of BERT, usually referred to as the BERT mountain.

2.9.1 Recurrent Neural Network (RNN)
Recurrent Neural Network (RNN) is an artificial neural network and is de-
rived from feedforward neural networks. RNN’s can hold a internal state
in order to process variable length sequences of inputs. This makes it very
applicable for speech recognition and handwriting tasks. The RNN architec-
ture is generating a value against a correct answer and computes the error
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with the loss function in order to update the gradient with back propaga-
tion. However, if the change appears to be very small in an outer neuron, the
change in the inner neuron will be exponentially smaller, which is referred
to as the vanishing gradient problem. [30]

2.9.2 LSTM
Long short-term memory (LSTM) belongs to the Recurrent Neural Network
architecture. However, LSTM can solve tasks that were not possible with
the previous learning algorithms for RNN. [31] LSTM has feedback connec-
tions unlike standard feedforward neural networks and can not only pro-
cess single data points but entire sequences of data. LSTM is applicable for
tasks such as speech recognition, connected handwriting recognition and
detection of anomalies in network traffic. Regarding the vanishing of gra-
dients, LSTM’s maintains a stronger gradient over timestamps since LSTM
can keep much longer sequences and is therefore better than RNN regard-
ing this problem. However, LSTM networks are slow to train, words are
generated and passed in sequentially resulting in a exhausted learning rate
of the neural network. LSTM’s are not the best approach to capture the true
meaning of words since they are not entirely captured. [31]

2.9.2.1 Bidirectional LSTM Bidirectional LSTM is a variant of the stan-
dard LSTM. The difference is that bidirectional LSTM can be feed the net-
work once from the beginning to the end and once from the end to the be-
ginning. By doing this bidirectional LSTM’s can get a better understanding
of context. [32] Bidirectional LSTM’s has been proved to enhance perfor-
mance and convergence for both short- and long-term predictions [33].

2.9.3 Attention
The idea behind the attention mechanism is to only focus on the few or
most relevant things and ignoring the rest. To be able to understand the
context of a word, the attention mechanism allows for the models to deter-
mine how each surrounding word are relevant for the next predicted word.
By applying this, words that are next to each other are not the only words
that are considered as important for the relevance. [34] Attention brings
additionally information that can be produced by re-weighting the initial
inputs, creating a relationship between the different words. The attention
function can be described as mapping a set of key-value pairs and a query
to an output. Since the key, query, values and output are all vectors, the out-
put can be calculated as a weighted sum of all values, where a compatibility
function is used to calculate the weight assigned to each value by using the
query and the corresponding key. [34] The Scaled Dot-product attention is
be calculated with the Equation 6.
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Attention(Q, K, V) = So f tMax(
QKT
√

dk
)V (6)

2.9.3.1 Self attention Compared to the general attention that only con-
siders the prior processed words for each word embedding, self-attention
aims to create relationships between all words by applying multiple atten-
tion combinations for each word. In Figure 2 it’s possible to examine the
self-attention distribution between two different sentences considering the
word it. The correlation between the words is shown with a higher intensity
of blue. In the figure we can see that the different sentences have the same
structure but that the self-attention distribution managed to differentiate the
meaning of it between both sentences.

Figure 2: Self-attention distribution of the 5th and 6th encoder layer consid-
ering the word it. The figure is derived from [34].

2.9.4 Transformer
Transformer architecture addresses some of the concerns regarding from
LSTM and Bi-LSTM such as slow learning face and grabbing the true con-
text out of sentences. Transformers are faster since words can be processed
simultaneously and has a better understanding of context since it’s deeply
bidirectional. The transformer consists of the two key sequence-to-sequence
components encoder and decoder and was originally introduced by Google
in late 2017 [34]. A machine translation application examines two stacks for
both components when translating a sentence. The stack of encoders are
all identical but do not share the same weights. Each encoder in the stack
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consists of two sub layers. The input of the encoder first flows through a
self-attention layer that helps to analyze other words in the input sentence
as it encodes each word. The output of the self-attention layer is then fed
into a feed-forward neural network. The decoder block has a attention layer
as an addition to the two layers described in the encoder block. This layer
has the purpose of helping the decoder to focus on the relevant parts of the
input sentence. The two stacks if encoders and decoders can be shown in
3. Between the two blocks there’s a common denominator and because of
that we have complete freedom on input and output sizes. What makes
this conceptually so much more appealing than a LSTM cell is that it’s now
possible to physically see a separation in tasks. The encoder learns Span-
ish, grammar and most importantly, what is context. The decoder learns
how Spanish words relate to English words. Both components have a sep-
arately underlying understanding of what language is. Hence, the encoder
and decoder can be extracted and applied for different goals. [35]

Figure 3: Translation from Spanish to English using classical encoder-
decoder architecture.

2.10 BERT
Extracting the decoder from the transformer results in a GDP transformer
architecture, conversely stacking the encoders, the result is Bidirectional En-
coder Representation from Transformers (BERT) [4], [36]. BERT can be used
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to solve tasks such as neural machine translation, question answering, senti-
ment analysis and text summarizing and many more. BERT usually comes
from a pre-trained model which can be fine-tuned in order to solve more
specific tasks. Thus, training of BERT comes in two phases, the first phase is
pre-training the BERT model so that it can understand what language and
context is. The second phase is fine tuning. [4]

BERT learns by training on two unsupervised tasks simultaneously namely
Masked Language modeling (MLM) and next sentence prediction (NSP).
For MLM, BERT takes in a sentence with random words filled with masks,
the goal is to output these mask tokens. This helps BERT understand the
bi-directional context within a sentence. In the case of NSP, BERT takes
in two sentences and determines if the if the second sentence follows the
first, which ultimately is correlated to BERT understanding context across
different sentences themselves. The combination of these two makes BERT
understand language. [4]

2.11 BERT training
Pre-training of BERT models is where the model learns to understand lan-
guage. It has been shown that the pre-training concept has been effective
for improving several NLP tasks. [4] There is various architecture’s avail-
able of BERT that modifies the underlying layers, all of them having their
pros and cons. Usually the pre-training is performed with using a mono-
lingual language, however, because of BERT’s architecture it’s possible to
train the model on various languages at the same time, making it capa-
ble of understanding multiple languages at the same time (i.e. Multilin-
gual). [37] Fine tuning of the pre-training models enables transfer learning,
briefly explained as solving one problem by using the knowledge gained
from the pre-training. The number of tasks possible to solve by fine-tuning
the BERT models are unlimited. Figure 4 shows a classical example of BERT
pre-training where the model first learns the similarities which then can be
applied to the various downstream NLP tasks.

2.11.1 BERT for question and answering
Fine tuning BERT for reading-comprehension question answering tasks in-
volves a question answering pair containing a question and a referenced
text where the answer to that question might be. The input sequence is
initially started with the sentence level classification token [CLS], followed
by the question and then the referenced text separated with the separation
token [SEP] in order to distinguish them, as seen in Figure 5.

Two new weights S and E are added to the BERT model with the purpose
of learning where the span of text representing the answer within the refer-
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Figure 4: BERT pre-training and examples of fine-tuning tasks that can be
applied. Figure derived from [4].

enced text is located. S and E representing the start and end index respec-
tively of the span. By letting the learnt start and end vectors interact with
the final hidden layer vectors Vi it’s possible to determine which token rep-
resentation the start and end position should have. For each token i in the
referenced text, the logarithmic probability is calculated for it to be the start
or end position, resulting in two vectors Si and Ei. The logarithmic proba-
bility for each token is calculated using the dot product of the final hidden
layer vector Vi, shown in Equation 7. [9], [38].

Si ·Vi and Ei ·Vi (7)

The initial multiplication from both the start and end vector is then nor-
malized with a SoftMax computation over all tokens in the referenced text,
shown in Equation 8. The final answer span can then be retrieved by ob-
taining the highest logarithmic probability scores from both the Si and Ei
vector.

Pstarti =
eS·Vi

∑j eS·Vj
and Pendi =

eE·Vi

∑j eE·Vj
(8)

This computation is followed by a SoftMax computation computed over all
tokens in the paragraph, normalizing the result from the first computational
step, which gives the final span-start probability score of token i.

2.12 DistilBERT
DistilBERT is a distilled inherited version of BERT. The model has the same
general architecture as BERT but differs in terms of the number of layers
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Figure 5: Illustration of the BERT input and how it’s converted into word
embeddings and the tokens separating the question and referenced text
apart.

since they are reduced by a factor of 2. The token− typeembeddings and the
pooler layers are completely removed for this architecture. Hence, distil-
BERT have been able to reduce the size of a standard BERT model by more
than 40%, while being 60% faster and retaining 97% of its language under-
standing capabilities. [19], [22] Since its speed is superior with almost the
same language understanding performance, it’s interesting whether it’s a
better adoption to the proposed question answering system. Multiple dif-
ferent multilingual approaches for distilBERT has been discovered. Unfor-
tunately, there’s no pre-trained version available in Swedish at the time of
this study.

2.13 ALBERT
ALBERT, also known as "A Lite BERT" is lighter version of BERT. It was
originally introduced because of larger model increases that became harder
due to GPU/TPU memory limitations and longer training times. ALBERT
is pre-trained with different options and has version names such as: base,
large, xlarge and xxlarge. ALBERT-base has only 21M parameters compared
to BERT-base which has 108M, and ALBERT-large has 60M parameters com-
pared to BERT-large which has 334M. ALBERT-xxlarge is claimed to achieve
significant improvements over BERT-large for several representative down-
stream tasks such as SQuADv1 and SQuADv2. [20]
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2.14 M-BERT
Multilingual BERT (i.e. M-BERT) is a BERT model capable of understanding
multiple languages at the same time. Compared to monolingual models, M-
BERT is pre-trained with multiple languages at the same time with a shared
word piece vocabulary. There is no marker denoting what type the input
language is, and there is no explicit mechanism to encourage translation-
equivalent pairs to have similar representations. [37] A great advantage
of this is that languages that does not have a pre-trained BERT model can
examine the M-BERT instead. However, it has been shown that the multilin-
gual models are not always enough and can produce inconsistent and inac-
curate behavior for low-resource languages for several fine-tuning tasks[12].
To evaluate M-BERT on its language capabilities, the XNLI data set is used.
[39]

2.15 RoBERTa
RoBERTa got introduced by Facebook AI team as of mid 2019. [40] The
model is replica of BERT where the hyper-parameters has been carefully
measured and reconfigured. According to experiments for several fine-
tuning tasks, the robustly optimized RoBERTa has turned out to be capable
of 1000% more computing power. In order to improve the training proce-
dure, RoBERTa completely replaced the next sentence prediction (NSP) task
with a introduced dynamic masking enabling the masked tokens to change
during the training procedure. [41] One year later Facebook’s AI team re-
leased a multilingual version of their RoBERTa named XLN-RoBerta. The
model was trained for over 100 languages utilizing more than two terabytes
of filtered CommonCrawl data. According to their study they managed to
outperform the standard multilingual BERT on a variety of cross lingual
benchmark. [40]

2.16 Question answering systems
Users struggle to navigate information online and are in desperate need for
automated question answering systems. Systems that allow a user to ask a
question and receive an answer quickly and sufficiently. Today’s search en-
gines returns a ranked list of documents where a answer might be, the rum-
mage of where the answer span is located within the document is left for
the users to explore. There’s mainly two different architecture approaches
for building a question answering system. Closed-book question answer-
ing systems are capable of training huge models which memorizes the con-
text from the training process. Hence, there’s no need for explicit context
to be provided in order to get a answer span. Such systems enforce the
language model to answer question entirely based on knowledge gathered
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from the training process. [42] However, such systems are limited since the
initial knowledge learned from the training process is not dynamic. In or-
der to update or achieve more knowledge the model has to be training from
scratch again with the additional information. [38] The other approach is
referred to as open-book question answering. This approach is able to re-
trieve relevant context within an external pool of knowledge and process the
retrieved context to extract a answer span. This approach consists of mul-
tiple combined components. The first combination is called the retriever-
generator or Generative question answering [43]. This approach involves
a document retriever responsible for retrieving information from a larger
pool of documents and a generator capable of freely generate text directly
to the question. Another combination is known as the retriever-reader ap-
proach, which utilizes the same type of the retriever as the first combination
but instead of generating a free text as answer, the answer is extracted as a
span from a provided context. [9], [17], [18], [38]

2.16.1 Document Retriever
The retriever model is contained for both question answering architecture
methods. As mentioned, the retriever is responsible for retrieving informa-
tion from a larger pool of documents relevant to a proposed question. The
classical information retrieval (IR) approach adopts a non-learning-based
search engine for retrieving documents, the other approach is referred to
as neural IR which involves low-dimensional representation of text learned
through matrix decomposition and neural network architectures. [38] How-
ever, such complex system does not necessary correspond to a enhanced
performance [44]. The classical IR approach utilizes a parameter k depicting
the number of documents that should be retrieved from the retriever and
fed to the reader/generator. [18]

2.16.2 Document Reader
The document reader component of the question answering system learns
to solve the reading comprehension task. The output from the reader is
most commonly a span containing a start and end position of where the
answer is located within a specific document. [38] Lately, the use of BERT
as reader has gained lots of popularity since the initial release of BERT [4].
Prior to this, other architectures such as Bi-LSTM were adopted as the reader
component. [16]. The reader predicts the amount of documents retrieved
decided by the k parameter and extracts the nonempty answer with highest
accuracy. [18]
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2.17 Related Work
The original BERT developed by Google was pre-trained on English [4]
capable of being fine-tuned to accomplish English tasks. However, since
the era of multilingual models began, it’s now possible to apply BERT for
other languages than the high resource language itself. Despite this, Ac-
cording to [11] multilingual models are lacking a thorough understanding
in low-resource languages, and suggest that the best Swedish pre-trained
model is a multilingual approach. Within their research they built a Swedish
question answering model using two different reader approaches. The first
approach inferred to fine-tune a multilingual BERT model on the English
SQuADv1 data set and see how well it behaved for Swedish questions.
The second approach implied to do a machine-translation of the English
SQuADv1 data set into Swedish and fine-tune a Swedish pre-trained BERT
model on it. The conclusion from evaluating the two approaches became
that Swedish pre-trained BERT models has been trained on far too little data
and that multilingual models are the superior choice. Since then, KB Lab
has pre-trained a Swedish BERT model on much more data than was avail-
able during their research [13]. A Swedish translation of the second version
of SQuAD has also been performed which was not examined within their
research. [15]

In a similar research from [12] a attempt of comparing a multilingual model
against fine-tuning of a self trained Finnish BERT model was examined.
In order to evaluate and distinguish the models, several text classification
downstream tasks were performed. Namely, a standard sequence to label-
ing task referred to as part of speech tagging, named entity recognition
(NER) and dependency parsing. The results from the evaluation showed
that the Finnish pre-trained BERT model was far better at understanding
language on each individual task compared to the multilingual model. The
conclusion was that any low-resource language could benefit from pre-training
their own model if enough data is available. [12]

[15] did a research regarding low-resource language for question answer-
ing where they translated the English SQuADv2 data set to Swedish using
among other technologies such as Google’s translation API. Within the re-
search a comparison of Facebook’s multilingual XML-RoBerta model, their
own and KB Lab’s Swedish fine-tuned model were performed for ques-
tion answering. All model approaches were evaluated with their machine
translated data set. The results from evaluation indicated that both Swedish
models were slightly better. However, this study has been focusing on fine-
tuning and evaluating variations on multilingual and Swedish monolingual
BERT architectures fine-tuned on both the English SQuADv2 data set and
this research’s Swedish machine translation data set [15].

Attempts of IR systems with BERT has been done before and has usually
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been utilized with either the closed or open book approach. Within [18] a
end-to-end open-domain question answering system was developed, inte-
grating BERT with the open-source Answerini IR toolkit. BERT-base orig-
inally pre-trained by Google [4] was chosen for fine-tuning on the English
SQuADv1[14] data set. Within their research they performed a experiment
on the effects of varying the parameter deciding the number of documents
that should be considered by the reader, known as k. Increasing the k value
increases the score but didn’t benefit much after a value of ten. This study
has been applying the same way of finding the perfect k value for all model
approaches. To evaluate the question answering system they used different
open-source question answering data sets mentioned in [17]. The data sets
contain a list of different documents with English questions and answers
mapped to it. The results from evaluating the question answering system
showed a improvement to previous system evaluated on the same data sets.
This study has been constructing a similar data set but for CSN’s website.
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3 Method
In order to achieve and reach the goals described in chapter subsection 1.4,
this project has been divided into three different phases, a study phase, an
implementation phase and a evaluation phase. Within the first phase, a
list of pre-trained BERT models capable of answering Swedish questions
were gathered. Different implementation alternatives, strategies and exist-
ing question answering systems using BERT has been studied. During the
implementation phase, the question answering system was implemented.
Various pre-trained BERT models with Swedish reading comprehension were
fine-tuned for question answering and integrated with the proposed ques-
tion answering system. Lastly, on the evaluation phase, all of the fine-
tuned models were evaluated for speed and the Swedish machine translated
SQuADv2 data set (i.e. SQuAD benchmark) [15]. In order to evaluate the
question answering system based on the unsupervised data, a supervised
SQuADv2 similar but smaller data set was handcrafted and used within a
experiment, explained in Section 3.3 .

During the whole work process, weekly meetings with both the supervi-
sor from the university and the authority has been taking place in order to
show the progress and retrieve feedback. To achieve the different goals the
following methods were used:

To achieve goal T1 on extracting textual data from CSN’s website that is use-
ful as input for the inherited BERT models, the documentation of the CMS
tool SiteVision has been further studied. A SiteVision rest-app was imple-
mented with the purpose of traversing the entire website and extracting the
textual content. The textual content has been further analyzed in order to
avoid possible noisy data. In order to retrieve documents for the question
answering system to predict, a method able to externally search documents
from CSN’s website has been implemented.

To achieve goal T2 on fine-tune and evaluate different variations of BERT for
question answering, the documentation of Google Colab [45], Transform-
ers/huggingface [46] and how to fine tune BERT for question answering has
been. The fine-tuning of the models were using the Swedish machine trans-
lated SQuADv2 data set [15]. Independent from which fine-tuning data set
that’s been used, all model approaches has been evaluated on the Swedish
machine translated SQuADv2 data set.

To achieve goal T3 on determine whether the Swedish pre-trained models
are at the forefront or whether the multilingual models still are superior, a
list has of different model approaches has been gathered. The list is contain-
ing top scoring multilingual models as well as Swedish pre-trained models.
The different model approaches are described in Section 3.1. All model ap-
proaches has been compared to each other using SQuADv2 benchmark as
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well as a experiment described in Section 3.3. The prediction output from
each model approach has been compared and analyzed.

To achieve goal T4 on whether a question answering system is adoptable
for CSN’s semi-structured/unsupervised website data, the system has been
evaluated in terms of speed and relevance. To be able to evaluate the ques-
tion answering system, a experiment described in 3.3 has been performed.

To achieve goal T5 on being able to process longer textual content that ex-
ceeds the maximum number of input tokens BERT can handle, the underly-
ing theory behind BERT for question answering has been studied in order to
determine whether it’s possible to fine-tune the model to be able to process a
wider number of tokens. Otherwise, the exceeding tokens could have been
excluded, either by extracting the initial, last or middle part of the token
embeddings. The approach applied divided the input tokens into differ-
ent chunks which then separately were feed into the model. Regarding the
splitting approach, the potential extra time cannot be a bottleneck for the
system and has been considered.

To achieve goal T6 on being able to validate the accuracy of each individual
prediction, the underlying theory about how the prediction span is gener-
ated from BERT for question answering has been studied. By doing this,
clearance on how to implement a method to provide the accuracy of a pre-
diction was accomplished. A sweet spot for the minimum probability an-
swer has been retrieved for each model approach in order to avoid inaccu-
rate and irrelevant answers.

3.1 Model approaches
The different model approaches for the question answering consists of two
parts. Within the first part, already fine-tuned BERT models capable of
answering Swedish questions has been evaluated. The chosen fine-tuned
models can be shown in Table 2. MA5 is a fined-tuned model from KB
Lab labelled as experimental. This model is pre-trained on their Swedish
pre-trained BERT-base and fine-tuned on a unknown Swedish SQuADv2
data set. MA6 is a fine-tuned XLM-RoBERTa model by deepset.ai [47]. This
model is the highest scoring multilingual BERT model fined-tuned for ques-
tion answering that could be retrieved from Transformers/Hugginface [46]
at the time.

The second part consists of fine-tuning different pre-trained BERT models,
these models can be shown in Table 1. All the pre-trained models chosen is
believed to have different advantages and disadvantages. MA1 and MA2
examines two Swedish pre-trained models by KB Lab. MA1 is a lighter
version of BERT which is believed to be faster to train but have a slight
drawback on performance. [20] The model is referred to as ALBERT and
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is described in Section 2.13. MA2 is a standard BERT-base model likewise
pre-trained for Swedish. The two last models are two different approaches
of multilingual models, both which seem to be the most popular and best
performing on Transformers/Huggingface. [46] MA3 is a distilled version
of BERT which is described Section 2.12. This model architecture is suppos-
edly the fastest model approach with the least set of drawbacks regarding
performance. [22]. MA4 is a multilingual M-BERT base model trained on
the top 104 languages on Wikipedia [46].

All of the models has been evaluated with the help of SQuAD benchmark
described in Section ?? using the same machine translated Swedish SQuAD
data set. When the models were evaluated with Google Colab’s hardware,
time per prediction (i.e. TPP) has been measured and compared to CSN’s
hardware when this study’s question answering system was evaluated. MA2,
MA4 and MA5 is supposedly the fairest comparison in terms of determin-
ing whether the multilingual approach still is superior since they utilize the
same BERT-base architecture.

Type Pre-trained model name

alBERT KB/albert-base-swedish-cased-alpha MA1
BERT KB/bert-base-swedish-cased MA2
m-distilBERT distilbert-base-multilingual-cased MA3
m-BERT bert-base-multilingual-cased MA4

Table 1: Table of the pre-trained inherited BERT base models used for this
study’s fine-tuning

Type Fine-tuned model name

BERT KB/bert-base-swedish-cased-squad-experimental MA5
XLM-RoBERTa deepset/xlm-roberta-base-squad2 MA6

Table 2: Table of already fine-tuned inherited BERT models for question
answering.

3.2 Gathering of Q&R Dataset
In order to evaluate the question answering system and find the best suited
model approach for it, a data set like SQuADv2 was created. The data set
contains questions collected from CSN’s website where they have a section
for common predefined questions mapped to answers, and from frequently
asked questions by users retrieved from Google Analytics, as well as unan-
swerable questions. In order to determine whether the models understands
the low-resource language, or if the search engine is a bottleneck for this
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approach, reformulations of the initial questions in the data set has been
created. These reformulations either uses different synonyms or similar sen-
tence structure to the initial questions. The pair of questions and reformu-
lations that are answerable contains a list of possible answers within the
data set. The data set contains 10 pairs (i.e. 20 questions) that have possible
answers within CSN’s website, and 2 pairs (i.e. 4 questions) that do not con-
tain answers (i.e. impossible to answer). The questions and reformulations
from the Q&R data set and can be shown in Appendix A.

3.3 Q&R Experiment
Evaluation of the question answering system was performed with a exper-
iment utilizing the Q&R data set. All model approaches mentioned in Sec-
tion 3.1 was included in the experiment running multiple variations of set-
tings. The retrieval of answers from the system were consisting mainly of
two prediction approaches:

• Finding the first probability answer (i.e. FPA). Supposedly a naive but
faster approach, resulting in might not having to predict k documents.

• Finding the highest probability answer (i.e. HPA). Supposedly a more
robust but slower approach, resulting in predicting k documents.

The experiment evaluated both prediction approaches for four different eval-
uation metrics listed in Table 3. Each evaluation metric had equal weight
and could together result in a total score that could be described in percent-
age. The metrics were not combined with the "Impossible" score metric, if
this metric was positive for a question, no other metrics were positive, and
vice versa. Other metrics that have been measured and evaluated but not
included in the total score are:

• Prediction time

• Search time

• Total number of queried tokens embeddings and words

• Probability

• Whether the answer is located within the retrieved search documents
(i.e. S-Impossible)

Each prediction method for all questions ran with the same set different
minimum probabilities for accepting predictions. By doing this the best
minimum probability for achieving the highest score and reduce the num-
ber of faulty answers were achieved. Similar simulation runs as [17] has
been performed in order to find a value for k for the HPA and FPA approach.
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Metric Description

EM Whether any of the possible answers are an exact match to
the prediction

Includes Whether the prediction includes one of the possible answers
or if one of the possible answers includes the prediction

VSM-S Whether the prediction is similar to one of the possible an-
swers. A thorough description of this metric can be found
in Section 2.4.

Impossible Whether the question does not have a list of possible an-
swers, and the prediction is equal to none.

Table 3: Table of evaluation metrics used to calculate a total score for the
system.

3.4 Comparison to Haystack
The implemented question answering system was evaluated against the
Haystack system. Within the evaluation, both core components of the ques-
tion answering systems were evaluated. To evaluate the document retriev-
ers the same approach described in [17] was be examined. The experiment
queried both system’s retriever with a query in order to see whether the
desired document was located within the k top documents retrieved. The
particularly difference was that the retrievers were queried with the ques-
tions and reformulations from the Q&R data set instead of the data sets used
for their study. The document readers have been evaluated with the same
metrics described in Table 3 but only for the best overall scoring model from
previous experiment and with a maximum k value of 5.
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4 Construction
This section involves the construction and thought process of constructing
the question answering system as well as fine-tuning of the different BERT
models.

4.1 Overview
The question answering system utilizes the classical reader-retriever open-
book question answering system architecture described in Section 2.16. Since
the authority CSN regularly modifies their website content a closed book
approach would not have been desired. The document retriever compo-
nent uses the SiteVision API in order to retrieve documents from CSN’s
website. Documents retrieved from the document retriever are passed to
the document reader in order to make predictions. The question answering
system core logic can be shown in Figure 7 and the entire architecture with
endpoints for each application can be shown in Figure 6.

Figure 6: Architecture overview for all applications with their main compo-
nents and endpoints.
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Figure 7: Illustration of the main components of the designed Question an-
swering system

4.1.1 Technologies used
• Python - A programming language used for scientific computing and

standard programming. [48]

• NodeJS - A JavaScript run-time back-end programming language built
upon Chrome’s V8 JavasSript engine.

• Angular - A JavaScript framework developed by Google enabling de-
veloping of sophisticated front-end applications.

• Flask - A Python micro web application framework.

• SiteVision - A CMS as well as headless CSM tool used to build web-
sites.

• Postman - A collaboration software to simplify the use of creating and
testing a REST-API.

• Docker - A software responsible for packaging and deliver application
within a container format in a isolated environment.

• Google Colab - A product from Google research which allows renting
of hardware and anybody to execute arbitrary python code through
the browser.

• PyTorch - PyTorch is an open-source machine learning framework
written in python, enabling acceleration from research prototyping to
production deployment.

• Transformers/huggingface - A python library providing thousands
of pre-trained machine learning models and functions to simplify the
overall NLP task.
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4.2 Fine-tuning BERT models
The different model approaches that have been fine-tuned can be shown
in Table 11. The fine-tuning of the models was performed with Google
Colab Pro due to having access to faster hardware which accelerated up
the training process. The hardware can be shown in Table 4. Transform-
ers/huggingface was used to download all the pre-trained inherited BERT
models. Transformer’s official run_squad.py file was used for fine-tuning
the different pre-trained models as well as evaluating the fine-tuned mod-
els. The training of the different models all used the same parameters in or-
der to get a fair comparison. The parameters were inspired from [9] where
the question answering tasks performed quite well. The training parame-
ters can be shown in Table 5. The Swedish SQuADv2 data set from [15] were
used for training and evaluating all of the model approaches. The data set
contains a total of 20239 contexts with 125054 questions and an average of
780 words per context mapped to question.

Hardware Value

GPU Tesla P100-PCIE-16 GB
RAM 26 GB
Disk 109 GB
CPU Intel(R) Xeon(R) CPU @ 2.30 GHz

Table 4: Hardware used for fine-tuning the inherited BERT models.

Parameter Value

Learning rate 3x10−5

Threads 4
Document stride 128

Batch size 12
Max sequence length 384

Epochs 3

Table 5: Training parameters utilized for fine-tuning the inherited BERT
models.

4.3 Document Retriever
This subsection covers the construction and implementation of the docu-
ment retriever. The document retriever component is responsible for in-
formation retrieval, simply explained as finding relevant documents for a
query from a larger pool of documents [49]. The implemented component
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is developed as a SiteVision rest-application capable of accessing, searching
and formatting the documents located on CSN’s website.

4.3.1 Data extractor
Since the inherited BERT models are only interested in textual content, a
way of extracting the textual content from CSN’s website had to be imple-
mented. A possible approach for this could have been to use a open-source
Web Crawler library, which would have provided each URL path for the
website, which later could have been requested in order to retrieve the pure
HTML document. However, this would imply writing a very complex algo-
rithm capable of parsing the many variations of HTML documents and ex-
tracting just the sentences that were important as input for the models. The
mentioned approach was early discarded when SiteVision’s API was further
studied. Since SiteVision has enabled headless CMS as well as writing so-
phisticated rest-applications, the descriptive information of each page could
be retrieved by querying the headless REST-API with each page’s unique
page identifier added to the URL path. By parsing the JSON response from
the request, all textual content could be concatenated to a final string for
each page.

4.3.2 Document formatter
To make sure the extracted textual content described in Section 4.3.1 were
non-empty and suitable for the different model approaches, the text of each
document was fed into the Transformer tokenizer associated with each spe-
cific model and then de-tokenized back together. The initial string that went
through the tokenization function could later be compared to the initial
string. By doing this, it was discovered that multiple characters from the
extracted text became tokenized with the [UNK] token embedding. The
reason behind this was because some of the extracted texts were containing
non UTF-8 characters, or characters that were not within some tokenizers.
A list of these different characters was gathered and excluded from the text
with the help of regular expressions (i.e RegExr). Further, it was discovered
that the tokenization of the non-alpha characters added extra spaces before
and after each character, making it in-equal to the initial string. To avoid
this problem, it was ensured that all of the non-alpha and non-numeric
characters were contained by exactly one space on each side. All format-
ted documents containing a empty string as textual content were excluded
and formatted to the Document Type shown listed in Listing 1. The number
of average words, characters and tokens within all documents that were not
excluded can be shown in Table 6.

26



Low-resource Language Question Answering System with BERT
Herman Jansson 2021–06–16

Metric min max mean median

Word count 1 4983 265.95 108
Characters 3 32163 1520.61 2000

Token length 1 7495 349.32 131

Table 6: Table showing minimum, maximum, mean and median values for
the amount of words, characters and tokens that were in the final extracted
documents.

Listing 1 Document Type

1 {
2 "identifier": "4.5c1bcb8417605a1e35b5ff"
3 "url" : "https://www.csn.se/vantar...",
4 "textContent" : "Här kan du kan läsa om...",
5 "header": "Väntar på beslut eller pengar"
6 }

4.3.2.1 Document Type A abstract type called document was constructed
with the purpose of describing a SiteVision web page. This document type
includes a field textContent containing the textual content from the specific
web page, a identi f ier field containing the web page’s unique identifier dis-
tinguishing the pages apart, a URL field to the actual SiteVision web page
and lastly a header field containing the actual header of the specific web
page. The document type can be further seen as JSON format in Listing 1.

4.3.3 Document searcher
The search component for the document retriever for this study utilizes Site-
Vision’s search engine API [24]. The configuration of the SiteVision search
engine was set to use a OR rather than an AND operator and an additive
boost function influencing the scores in order to make it less meticulous.
In order to prohibit for the search engine to become the bottleneck of the
question answering system by not including search results that uses dif-
ferent synonyms or insufficient amount of similarity required between the
query and documents within the database, this was a necessary configu-
ration. The configured search engine accepts a query and the maximum
amount of search results defined by k. The SiteVision search engine search
result is a iterator of the page nodes retrieved. The node identifiers from
each search result could then be passed to the document formatter function
described in Section 4.3.2 which maps each list element to the document
format listed in Table 1. The endpoint can be shown in Figure 24 and is
accessible externally through the rest-application REST-API.
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4.3.4 Document getter
To be able to easier access, run measurement’s and copy the SiteVision doc-
uments to the haystack system, a way of retrieving all of the documents got
implemented. SiteVision contains multiple types for explaining different
pages. These types are referred to as nodes and can for example be of types
such as sv : page, sv : f older and sv : article [24]. The node architecture
of SiteVision is described by a nestled three structure where the root node
(i.e sv : root) is the home page for the website. In order to retrieve each
node containing textual content (i.e document), a nestled function was im-
plemented traversing down the tree structure looking for the known nodes
containing potential textual content. Because SiteVision also contains nodes
that are only accessible for internal or verified users, a option of excluding
such nodes were added. An option to exclude different URL paths were also
implemented, since CSN’s website has some pages that are in languages
other than Swedish. The output from the document getter function is a list
of documents with the document format shown Listing 1.

4.4 Document Reader
This subsection covers the construction and implementation of the docu-
ment reader, which is one of the core components in the question answering
system. The development of the document reader was done with a Python
Flask application. This applications contains the different fine-tuned mod-
els for question answering, performing question answering tasks with mea-
surements, accessing of the different back-end features though a REST-API
as well as illustrating them with a user interface.

4.4.1 Model loader
Downloading the different inherited BERT model and its associated tok-
enizer from Transformers/Huggingface or loading them from it’s state dict
can be quite time-consuming and is nothing that should be done for each
prediction in production. Hence, a model loading class was implemented.
The purpose of this class was to read the desired BERT model when re-
quested and keep it loaded within RAM until another model was requested.
Since all of the fine-tuned models were done through PyTorch, a functional-
ity to upload different PyTorch models were implemented. Since the models
are too big too store in the database, the uploaded models got stored within
the local file system and referenced by a MongoDB collection containing
local file system paths and model information. [50] The Model loader ac-
cepts a MongoDB ID for one of the stored models in the MongoDB database
or a model name to a pre-trained Transformers/Huggingface model. The
model loader first looks up whether the ID is existing the database, if posi-
tive, a model has been uploaded and can be loaded through transformer’s
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load_dict function. Otherwise, a attempt to find the model from Transform-
ers/Huggingface is performed.

4.4.2 Answer question
To be able work with the make model predictions for the varying BERT ap-
proaches, a generic function capable of accepting different inherited BERT
models and associated tokenizers were implemented. The models can di-
rectly be retrieved from the model loader described in the previous section.
The purpose of the function is to answer a question based on a provided
question and context. The function concatenates the question and context
by separating them with special token embeddings resulting in a single
string. The string is then fed into the model which outputs the S (i.e start)
and E (i.e end) vectors. Based upon the vectors outputted from the model, a
construction of a answer span is attempted. If there’s no positive values for
the vectors outputted from the model, the prediction value becomes none.
Otherwise, if there’s positive values within both vectors, the highest value
of each vector can be used to concatenate the token embeddings back to a
string value. When the token embeddings from the vectors starts with the
sub word token ##, it can be recombined back with the previous token, oth-
erwise a space should be added between the tokens. In Figure 8 A) It is pos-
sible to see the token embeddings generated from a tokenizer, which then
would be converted to the string in Figure 8 B). The implemented function
takes care of measuring time, providing answer if it exists and a probability
independent from whether a answer exists. BERT for question answering is
further described within Section 2.11.1

A) När skolan meddelar att du är tillbaka i heltid ##sstudier kommer vi att pröva om du
har rätt till studieb ##idrag ##et igen

B) När skolan meddelar att du är tillbaka i heltidsstudier kommer vi att pröva om du har
rätt till studiebidraget igen

Figure 8: Illustration of a KB Lab’s Swedish pre-trained tokenizer’s word
embeddings and how they are converted back to string format.

4.4.2.1 Answer questions with longer context Since the BERT mod-
els within this research and in general only accepts a total number of 512
token embeddings as input [4], [13], a extended function of the previous
mentioned function was developed with the purpose of answering ques-
tions exceeding the maximum token embeddings. The constructed function
was decided to chunk the inputs exceeding this limit in order to fit the BERT
models. Since the question is obligated for the prediction, it has to be part of
every chunk that is created. The remaining length of each chunk regarding
the textual content can then be calculated by subtracting the token length of
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the question added by two, representing the [CLS] and [SEP]. The equation
for calculating the max length of each chunk can be shown in Equation 9.

max_length = 512− question_token_length− 2 (9)

To receive better predictions and not loose contextual information, overlap-
ping of the textual contexts has been proven to be beneficial [51], [52]. A
overlap offset parameter was introduced with the purpose to decide the
number of tokens from the previous and the next chunk that should be fit-
ted into the current chunk. To calculate the amount of chunks Equation 10
was introduced.

chunk_length =

⌈
context_token_length

max_length− overlap ∗ 2

⌉
(10)

A simple example of the implemented function and how it works is shown
in Figure 26. When all chunks are constructed, they are fed into the initial
answer question function, the highest probability answer (i.e HPA) of all
chunks is then chosen and returned as the answer. The request endpoint,
return values and query parameters can be shown in Appendix D.

Figure 9: Demonstration of chunk logic where max_length and overlap vari-
ables are equal to 5 and 1 respectively.

4.4.2.2 Probability The S and E vectors outputted from a BERT predic-
tion is the start and end logit computations for each token. To be able to
receive the probabilities for each token for both vectors, it was found that
by applying a SoftMax function this could be achieved. The underlying
theory is further described within Section 2.11.1. In order to get the total
probability of the answer span, the highest probability from both S and E
could be multiplied together after the SoftMax computation. This enabled
for comparison of documents.
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4.4.3 Predictor
The flask applications contain multiple endpoints, but the core endpoint
for the question answering system is the predict function. This function
retrieves the documents from the document retriever described within Sec-
tion 4.3 and passes them to the answer question function. The endpoint
itself and the configurable query parameters can be shown in Figure 25.
Figure 10 demonstrates a simplified workflow of the underlying function.
The number of documents that are fed into the answer question function is
determined by a optional parameter max_bert_predictions (i.e k. The search
result index which contains the answer to the specific question specified in
the query with the best probability may or may not be the first search result
and is more likely to be found increasing the k value.

4.4.4 User interface
The User interface (i.e front-end) for the flask application is a Angular ap-
plication. The purpose of the UI is to demonstrate the different back-end
features as well as over viewing and manipulating the documents stored
in the database. The interface can be shown in Appendix E. The interface
allows asking of custom questions and contexts as well as querying the im-
plemented question answering system. The question answering system can
be configured from the user interface with all the different experiment set-
tings mentioned in Section 3.3. The majority of the different measurements
are visualized for each individual prediction. The purpose of the UI is to
demonstrate the different settings and how a potential question answering
system would operate with different models in production. The desired
scenario would have been to develop a SiteVision web-app within CSN’s
website, but since the flask application was located on a different network
level and no local instance of SiteVision could be retrieved from CSN, this
was the only approach of visualizing the functionality.

4.4.5 Docker
Since the target architecture of CSN does not include Python, which is the
programming language of the flask application, the entire flask application
had to be dockerized in order for it to reach production. This enables the
application to get packaged and delivered to OpenShift, without having
anyone at the DevOps team worrying about how the run the application.
For development purpose, a docker-compose file got introduced, with the
purpose of dockerizing all of the application dependencies. The docker-
compose file consists of three different images, the first image is the flask
application (i.e back-end), which uses a standard flask docker image with
the purpose to serve the Angular application (i.e front-end). The second
image is the Angular application image itself, this image only builds the ap-
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Figure 10: A less detailed workflow for the Question answering system pre-
dict function.

plication to the flask application. Hence, this image has to be built before
the flask application. Lastly, the third image is a external MongoDB image
instance grabbed from Docker Hub. The document retriever part does not
have to be dockerized since it’s already lying on the SiteVision space exter-
nally and is accessible at all times.

4.5 Haystack
An additional micro flask application was developed in order to compare
the proposed question answering system with haystack. The implemented
application fetches all documents from the document getter function de-
scribed in 4.3.4. The fetched documents could then be stored within haystacks
document storage which later could be retrieved from the search pipeline.
The search pipeline were constructed with a elastic search retriever and the
previous mentioned model approaches as readers.
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4.6 Evaluation Scripts
To be able to evaluate the proposed question answering system within this
study and haystack, a evaluating script was developed in NodeJS. The pur-
pose of the script was to combine all the different settings for using the
system for all model approaches. Predictions method’s like finding HPA
and FPA were only performed within this script, and for now not a part
of the flask application itself. The script queries the flask application with
the different settings and summarizes all of the measurements as well as
calculating the final experiment scores. The summary for each individual
model were written to a JSON file which could be further studied. The
hardware running the both the flask-application and the evaluation script
can be shown in Table 7.

Hardware Value

GPU Not available
RAM 26 GB
Disk 952 GB SSD
CPU Intel(R) Core(TM) i7-8860 CPU @ 2.60 GHz

Table 7: The hardware used for running the evaluation script and flask ap-
plication.

33



Low-resource Language Question Answering System with BERT
Herman Jansson 2021–06–16

5 Results
This section contains the results achieved from evaluating the different mod-
els and the question answering system.

5.1 SQuAD benchmark
The SQuAD evaluation benchmark for all model approaches can be shown
in Table 8. The scoreboard became quite even for all models except M1 (AL-
BERT). MA2 (BERT), the model approach based on fine-tuning KB Lab’s
Swedish pre-trained BERT model achieved the highest combined F1 and
EM score of 68.685. The worst performing model became MA1, the fine-
tuned model based upon KB Lab’s pre-trained ALBERT model labeled as
alpha. M1 had almost a 21% worse combined F1 and EM score of the best
performing model. MA4 (M-BERT) received the highest EM score of 66.95
and MA3 (M-DISTILBERT) received the highest F1 score of 70.99. MA3
(M-DISTILBERT) achieved the best time per prediction (TTP) when using
Google Colab’s hardware listed in Table 4, but was the second worst in
terms of combined EM and F1 score. The other models were roughly twice
as slow compared to MA3. The probability of all the models when a EM
score was achieved as well as the overall probability can be seen in Ap-
pendix B. MA2 which had the highest EM score also had the highest prob-
ability of 83% and a average predicted answer of 1.87 words, while MA1
which performed worst had the lowest probability of 70.5% and an average
prediction answer of 1.67 words. The progress for each epoch during the
fine-tuning process can be seen in Table 13.

MA type TPP EM F1 F1 & EM

1 ALBERT 0.0151 57.35 60.19 54.325
2 BERT 0.0157 66.87 70.50 68.685
3 M-DISTILBERT 0.00742 60.59 70.99 65.79
4 M-BERT 0.014961 66.95 70.41 68.68
5 BERT 0.014924 64.99 68.62 66.805
6 XLM-RoBERTa 0.01502 66.063 69.87 67.92

Table 8: SQuADv2 evaluation benchmark scores of all model approaches.

5.2 Q&R Experiment result
From the Q&R experiment, all models were able to run the experiment ex-
cept MA1, where the reason still is unclear. The extracted best scores for
both prediction methods and for all model approaches can be seen in Fig-
ure 9 and 11. The best scores for all models with their best settings got an
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average of 42.66 where the individual prediction method for all models had
their FPA and HPA best average score of 31.83 and 41.39 respectively. All
models except MA5 (KB Lab’s fine-tuned experimental SQuADv2 model)
received its highest score with the HPA prediction method. The highest
score became 51.08 and was found for MA2 using HPA and a MPA of 0%,
scoring 20% better than average and roughly 4 points better than the best
multilingual approach (MA4). The best score for FPA were also achieved by
MA2, which managed to get a FPA score of 47.43, 3.3% better than MA4’s
best score which was the second best scoring model overall. M3 had its
best score just over 35% less than the best performing model. The models
that were fined-tuned on KB Lab’s Swedish pre-trained BERT model were
the only ones that managed to get a full score regarding the unanswerable
question (i.e Impossible) metric with a MPA setting of 0%, shown in Figure
19. MA3, MA4 and M6 had to use a MPA of 40%, 15% and 25% respec-
tively to achieve a full "Impossible" score. The best scoring results for both
prediction methods, each metric and for questions and reformulations sep-
arately can be seen in Appendix C.1. Looking at the details from the results
regarding the best scoring approaches from Table 9 it was discovered that
MA5 answered the least questions, only a 65% of the answerable questions,
where MA4 provided most answers with a 85% of the answerable questions.

Figure 11: Best scores for all model approaches with their best prediction
method over MPA.

The HPA was found at an average of 4.23 predictions and 8.73 seconds
where the questions and reformulations separately found its HPA at an av-
erage of 3.5 and 5 predictions respectively. Finding the FPA had the similar
behavior, the reformulations of the questions was slightly higher but over-
all found its FPA at an average of 3.06 predictions and 5.998 seconds, 41%
faster than the HPA approach. For the best scoring models, HPA and FPA
had an average total token predicted of 6354.8 and 3627 respectively. The
overall tokens/words per second for all models became 886/1332 using the
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Table 9: Best scores for all model approaches with their best setting.

MA BMP PM EM Includes VSM-S Impossible Total
2 0% HPA 50 75 67.1 100 51.08
3 0% HPA 37.5 43.75 48.44 50 33.46
4 15% HPA 50 56.25 63.76 100 45.88
5 0% FPA 50 56.25 59.43 100 44.87
6 25% HPA 43.75 43.75 48.97 100 37.99

(a) FPA (b) HPA

Figure 12: Best scores over an increasing value of k with a MPA set to 0%

hardware listed in Table 7. MA2 and MA4 queried 738/1107 and 673/975
tokens/words per second correspondingly, where MA3 queried the most
tokens/words per second with an average value of 1619/2428.

The FPA approach had an average probability of 33.7% where MA3 had
the highest probability of 47.86%. The highest probability for HPA was
retrieved by MA2 which had a average probability of 44.96%, where the
overall average was 39%. MA2, the best scoring Swedish pre-trained BERT
model had an average score for the questions and reformulations of 60.26
and 41.9 respectively, a 43% difference. On the other hand, the best scoring
multilingual model, MA4, had its highest separate question and reformula-
tion scores of 61.07 and 30.07 respectively, a 103% difference.

There was only a single reformulated question for the HPA approach that
didn’t contain a answer from the ten queried search documents. However,
considering FPA it’s possible to discover a overall higher percentage of S-
Impossible since a prediction was not performed on all search documents
retrieved from the search engine.

Detailed examples of the system prediction for the different model approaches
using their best setting can be shown in C.2, as well as variations and faulty
predictions. Examining the predictions from the system regarding the mul-
tilingual models it was found that they included the faultiest predictions.
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(a) Haystack (b) This study

Figure 13: Average seconds per prediction increasing value of k for both
systems.

MA2 were the only model with no faulty predictions.

5.3 Comparison to Haystack
Scores for the different components for both evaluated systems using a k
value of 5 and MA2 can be seen in Table 10. The average time per prediction
increasing the k value for all model approaches and both systems can be
seen in Figure 13.

Table 10: Retriever and Reader score for this studyies and haystacks system.

System Retriever
Score

Reader
Score

Retriever
Time

Reader
Time

Haystack 85% 38.07% 0.12s 3.8s
This study 95% 43.4% 0.5s 4.36s

The document reader uses the same model approach MA2 where both the retriever
and the reader have a k value of 5.
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6 Conclusion
This study has successfully been able to construct a way of answering ques-
tions where the amount of token embeddings exceeds the maximum tokens
acceptable for the different BERT models, as well as ranking the answers
upon certainty by calculating the model output probability. Further, this
study has been avoided fine-tuning various of monolingual and multilin-
gual models and integrated them into a question answering system follow-
ing the classical reader-retriever question answering system methodology
and visualized it through a user interface. The best model approach for the
question answering system has been found as well as the best setting for
each model approach described. Irrelevant and inaccurate answers have
been successfully avoided by tuning each models MPA setting. The final
question answering system has been successfully been compared to one of
the top question answering systems, haystack.

6.1 HPA or FPA
For the implemented question answering system it’s possible to examine
that the HPA method was superior for all score metrics compared to FPA.
However, as supposed the HPA approach became significantly slower, over
40% slower and an average total of 8.73 seconds compared to 5.998 seconds.
Nevertheless, both prediction methods unacceptably slow in regards of the
amount of time the customers would cope to invest. Although, it has to
be considered that the measurements of the systems have been operating
on limited hardware using CPU, while BERT predictions are highly com-
putationally expensive and should be utilizing GPU [19]. Intending to use
Google’s hardware which was used for training within this study listed in
Table 4, the amount of time required could be significantly reduced. Consid-
ering only MA2, it can be examined from the results that it took on average
0.0157 seconds to predict 789 words for the evaluation of SQuADv2 bench-
mark using Google’s hardware, and 1107 words per second using the hard-
ware when the Q&R experiment was performed. With the help of simple
mathematics it’s possible to calculate that Google’s hardware were roughly
45 times faster than the hardware used for evaluating the systems. Tak-
ing this into account, the obvious choice of method should be HPA, since
it provides superior scores. However, when adopting limited hardware, a
better solution in terms of speed, contemplating that it would be less accu-
rate, would be to choose FPA combined with distilBERT architecture and
the found average value of k.
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6.2 Multilingual or Monolingual
This study has been comparing top multilingual and monolingual models
fine-tuned on both Swedish and English SQuADv2 data sets. The most ap-
plicable model for the question answering system considering all metrics
became the Swedish pre-trained BERT model fine-tuned within this study.
All the multilingual models had to use a higher value of MPA in order
to avoid answering the unanswerable questions where the Swedish pre-
trained models didn’t. From the results we can conclude that the Swedish
models had a much better understanding of synonyms since they achieved
higher scores for the reformulations of the questions. When the outputted
answers for each model were analyzed, the multilingual models were the
only models that outputted faulty answers. When considering speed, the
fairest comparison is to compare the models on with the same BERT ar-
chitecture. Hence, when comparing MA2, MA4 and MA5 it’s possible to
observe that the Swedish pre-trained models were the fastest.

All things considered, the conclusion from the results is that the multi-
lingual models have a less thorough understanding than the monolingual
models in regards of the Swedish low-resource language. Since the multilin-
gual models used within this study are pre-trained on the top 100 languages
at Wikipedia where the number of Swedish articles are 8 times less than the
English articles it’s reasonable that these models perform better at English
tasks. The Swedish pre-trained model from KB Lab were also trained on all
Swedish articles from Wikipedia, but that portion was only 0.87% of all data
used for training [13]. Hence, it’s also reasonable that this pre-trained model
has a better understanding of language, since the amount of data used for
pre-training is directly transferred to the level of language understanding
[12]. Although, we can see that both the multilingual and the monolingual
models performed utterly close on the SQuADv2 benchmark but very dif-
ferently on the new unsupervised data from CSN and the Q&R data set.
Since the sentences and synonyms from the Swedish SQuADv2 data set is
machine translatTed from the English language, it’s possible that multiple
synonyms and different ways of writing that sentence in a Swedish specific
way is being lost and written into the same thing. The translation of those
sentences ends up in the most English fashion way and is might because
the SQuADv2 benchmarks is similar. However, when evaluating the Q&R
experiment, these synonyms are not aborted, and it’s fair to think that the
model that has been training on the most Swedish data has been trained on
these synonyms or meaning structures. This might also be the case when
evaluated the individual performance between the multilingual and mono-
lingual models regarding the questions and reformulations separately.
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6.3 Haystack comparison
Applying the Q&R experiment for both systems we could see that this study’s
question answering system received a better score compared to the haystack
system. The reason for this was most likely because the retriever component
for the haystack system didn’t perform as good as this study’s retriever,
leaving the reader with less correct documents to predict. There shouldn’t
be a difference between the readers for both systems since they are the same.
However, the overlapping technique for answering longer questions used
for both systems could have been crucial and a effecting factor. Nonethe-
less, the haystack system was a faster system regarding both components.
Although, it’s clear that the retriever component plays a huge part for the
system. A lack in this comparison is the amount of data that is used within
the custom-made Q&R data set. Applying more questions manually would
have been time-consuming but would most likely resulted in a more accu-
rate comparison. Haystack has a lot of configurable components already
developed which is not the case of this study’s question answering sys-
tem. This question answering system is highly dependent on SiteVision but
could be further developed to use different document retrievers.

6.4 Ethical aspects
Information retrieval and answering of questions from a large pool of infor-
mation handled by machines rather than human beings might be beneficial
for multiple reasons. Question answering applications opening up for pos-
sibles to remotely ask questions and immediately receive answers without
having to visit offices may reduce physical meetings as well as the man-
ual labour that would have been required otherwise for answering these
questions. Customer service experience might increase when the queuing
times decreases as customers find their answers directly through these type
of systems, leaving only the customers with very specific and complicated
needs for the using the service. However, the use case and adoption for
such system could be large and not only for customers. For example, em-
ployees of CSN has a plenty of information about rules and laws to abide
by when serving their customers needs within their internal website. Where
the same type of question answering system might enhance the information
retrieval and speed up the process.

All things considered, having computers answering questions based on the
massive amount of data required for training such models could lead to
issues regarding ethical aspects. It can be hard to verify and ensure that
the massive amount of data doesn’t contain harmful data such as user’s
integrity. The pre-trained model from KB lab is for example trained on social
media comments, where the data potentially could be harmful or exploit
user’s integrity. Within their research they do not explicitly mention that

40



Low-resource Language Question Answering System with BERT
Herman Jansson 2021–06–16

they excluded such possible information. This is some type of risks that has
to be considered when selecting which BERT model that should be used.

6.5 Future work
From the results from this research,it’s possible to discover that DISTIL-
BERT is twice as fast the regular BERT. Future work could be to pre-train
a Swedish model for this purpose since the faster response times are tightly
correlated with user experience. In order to enhance this thesis particular
question answering system, a better way of predicting documents could be
applied. The search engine from the SiteVision API returns a highlight in-
dex which possibly could be applied in order to not having to predict the
entire documents which has shown to be very long in most cases. How this
would work has to be further studied.
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A Q&R dataset
This appendix contains the questions, reformulations and the unanswerable
questions gathered to the Q&R dataset. The true dataset is also containing
answer’s mapped to the answerable questions.

No. Question Reformulation of question

P:1 Hur många procent är räntan
för studielån 2021?

Vad ligger räntan på studielånet
på?

P:2 Hur många veckor kan jag få
studiemedel?

Hur länge får man studiemedel?

P:3 Vilka länder ingår i Norden? Vad heter länderna i Norden?
P:4 Hur länge måste jag studera i

Schweiz för att få studiemedel?
Hur mycker måste jag plugga i
Schweiz för att få pengar?

P:5 Hur många procent behöver jag
klara i högskolenivå för att stud-
era utomlands?

Hur mycket behöver jag klara
för att studera utomlands?

P:6 Vem är generaldirektör Vad heter generaldirektören på
CSN?

P:7 Varför har jag inte fått mina pen-
gar fastän jag lämnat in min
studieförsäkran?

Varför har jag inte fått mitt
studiemedel fast jag lämnat in
studieförsäkran?

P:8 Hur stor inkomst får jag ha? Hur mycket pengar får jag
tjäna?

P:9 Måste jag betala på studielånet
när jag studerar?

Behöver jag betala tillbaka på
studielånet under tiden jag
studerar?

P:10 Kan jag få studiemedel fast jag
har obetalada återkrav?

Kan jag få pengar fast jag inte
betalat återkrav?

I:1 Vart är Sveriges största flyg-
plats?

Kan jag få studiemedel i form
utav Ethereum av CSN?

I:2 Vart ligger Ica Maxi? Hur mycket kostar det att flyga
till Bahamas?

Table 11: Table of questions gathered from CSN’s website where question
and answers is located, and reformulation of these questions.
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B SQuAD benchmark experiment
This appendix contains the SQuADv2 benchmark for all model approaches.

MA Exact matches Mean EM-P Mean P Mean Words

1 1683 70.5% 72.5% 1.67
2 3048 83% 85% 1.87
3 2539 76.6% 77.8% 1.75
4 2913 81.6 % 83.6% 1.78
5 2404 76.6% 69.4% 2.25
6 3011 80% 75% 2.14

Table 12: Table containing all SQuAD evaluation metrics for all model ap-
proaches. The total amount of evaluation iterations is 11156 where the num-
ber of answerable questions is 5211.

MA type epoch EM F1 F1 & EM

1 ALBERT 1 52.52 54.5 53.51
1 ALBERT 2 54.25 59.42 56.84
1 ALBERT 3 57.35 60.19 54.325
2 BERT 1 60.5 65.9 63.2
2 BERT 2 65.8 69.42 67.61
2 BERT 3 66.87 70.5 68.685
3 M-DISTILBERT 1 61.2 65.92 63.56
3 M-DISTILBERT 2 64.5 68.49 66.5
3 M-DISTILBERT 3 66.063 69.87 67.92
4 M-BERT 1 62.4 65.52 64.17
4 M-BERT 2 64.62 67.25 65.94
4 M-BERT 3 66.95 70.41 68.68

Table 13: Table of the SQuAD evaluation of each epoch for the fine-tuned
BERT models.
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C Q&R experiment results
This appendix contains the results from the Q&R experiment.

C.1 Best scores and metrics

Table 14: Best HPA scores

MA BMP EM Includes VSM-S Impossible Total
2 0% 50 75 67.1 100 51.08
3 0% 37.5 43.75 48.44 50 33.46
4 15% 50 56.25 63.76 100 45.88
5 0% 43.75 43.75 51.45 100 38.58
6 25% 43.75 43.75 48.97 100 37.99

Table 15: Best FPA scores

MA BMP EM Includes VSM-S Impossible Total
2 0% 43.75 75 57.82 100 47.43
3 35% 37.5 37.5 37.5 75 30.88
4 30% 50 56.25 56.1 100 44.08
5 0% 50 56.25 59.43 100 44.87
6 35% 43.75 43.75 43.75 100 36.76

(a) FPA (b) HPA

Figure 14: Graph of best scores over MPA.
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(a) Questions FPA (b) Questions HPA

(c) Reformulations FPA (d) Reformulations HPA

Figure 15: Graphs considering scores of question and reformulations indi-
vidually over MPA.

(a) FPA (b) HPA

Figure 16: Graph of best EM Scores over MPA.
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(a) FPA (b) HPA

Figure 17: Graph of best Include scores over MPA.

(a) FPA (b) HPA

Figure 18: Graph of best VSM-S scores over MPA.

Figure 19: Graph of best Impossible scores over MPA.
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C.2 Detailed examples

Table 16: Detailed example output from the system for all model approaches
with their best scored settings for both HPA and FPA.

Q Vad ligger räntan på studielånet på?
MA Context and prediction

2 Studiemedel består av en bidragsdel på 828 kr och en lånedel på
1 904 kr per vecka. Du kan välja att låna mindre, eller att bara ta
bidraget. Räntan för studielånet ligger på 0,05 procent för 2021. Du
kan få studiemedel under ett begränsat antal veckor.

3 Studiemedel består av en bidragsdel på 828 kr och en lånedel på
1 904 kr per vecka. Du kan välja att låna mindre, eller att bara ta
bidraget. Räntan för studielånet ligger på 0,05 procent för 2021. Du
kan få studiemedel under ett begränsat antal veckor.

4 Studiemedel består av en bidragsdel på 828 kr och en lånedel på
1 904 kr per vecka. Du kan välja att låna mindre, eller att bara ta
bidraget. Räntan för studielånet ligger på 0,05 procent för 2021. Du
kan få studiemedel under ett begränsat antal veckor.

5 Studiemedel består av en bidragsdel på 828 kr och en lånedel på
1 904 kr per vecka. Du kan välja att låna mindre, eller att bara ta
bidraget. Räntan för studielånet ligger på 0,05 procent för 2021. Du
kan få studiemedel under ett begränsat antal veckor.

6 Studiemedel består av en bidragsdel på 828 kr och en lånedel på
1 904 kr per vecka. Du kan välja att låna mindre, eller att bara ta
bidraget. Räntan för studielånet ligger på 0,05 procent för 2021. Du
kan få studiemedel under ett begränsat antal veckor.
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Table 17: Detailed example output from the system for all model approaches
with their best scored settings for both HPA.

Q Måste jag betala på studielånet när jag studerar?
MA Context and prediction

2 Om du blivit återbetalningsskyldig och sedan studerar med studi-
estöd igen, så behöver du inte betala under den tid som du stud-
erar med studiemedel. Däremot börjar du betala tillbaka igen direkt
när du har avslutat de nya studierna, alltså utan sex betalningsfria
månader.

3 Jag har haft för hög inkomst under 2019. Hur mycket måste jag
betala tillbaka? För att kunna svara på din fråga måste vi göra en
utredning. I utredningen tittar vi på hur hög inkomst du har haft,
hur högt ditt fribelopp var och om du hade både bidrag och lån. När
utredningen är klar får du ett beslut om återkrav, där det framgår
hur mycket du ska betala tillbaka. Du betalar då även ränta från
den dag då pengarna betalades ut och en expeditionsavgift.

4 Måste jag betala på studielånet när jag studerar? Nej, inte under den
tid som du studerar med studiemedel. Vanligtvis sänker vi automa-
tiskt ditt årsbelopp när vi beslutar att du ska få nya studiemedel. Du
behöver alltså inte ansöka om det.

5 Måste jag betala på mitt studielån när jag är arbetslös eller föräl-
draledig? Ja, egentligen måste du betala. Arbetslöshet och föräl-
draledighet ger dig ingen generell rätt att inte betala av på lånet.

6 Om du börjar studera igen och redan har studielån När du stud-
erar med studiemedel behöver du vanligtvis inte betala tillbaka
på lånet under den tiden. Skulle du däremot börja studera igen,
men denna gång utan studiemedel från CSN, behöver du ändå be-
tala tillbaka på ditt lån under den tiden.
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Table 18: Detailed example output from the system for all model approaches
with both prediction methods.

Q Hur länge måste jag studera i Schweiz för att få studiemedel?
MA HPA FPA

2 -
3 På komvux behöver du läsa

20 poäng per vecka för att
få rätt till studiemedel för
heltidsstudier. Om du läser i
18 veckor innebär det att du
måste läsa 360 poäng för att få
fullt studiemedel.

Det finns vissa villkor för din
studietakt. Du kan stud-
era på deltid inom EU/EES
och Schweiz. Vid studier
utanför EU/EES och Schweiz
måste du läsa på heltid. Det
finns också krav på hur länge
du måste studera. Inom
EU/EES och Schweiz måste
du studera i minst tre veckor.
Utanför EU/EES och Schweiz
måste du studera i minst 13
veckor.

4 Jag ska studera utomlands.
Kan jag få studiemedel i
förskott för hyran? Ja, men
bara om du har särskilda skäl
och måste betala flera må-
naders hyra i förväg.

Det finns också krav på hur
länge du måste studera. Inom
EU/EES och Schweiz måste
du studera i minst tre veckor.
Utanför EU/EES och Schweiz
måste du studera i minst 13
veckor.

5 -
6 -
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Table 19: Detailed example of predictions for some models that really were
inaccurate and that other models managed to successfully predict.

MA PM Question Context and faulty prediction

5 HPA Behöver jag betala
tillbaka på studielånet
under tiden jag stud-
erar?

Betala tillbaka studielån när du är
bosatt utomlands. Du som bor
utomlands kan betala på olika sätt.
Har du tidigare bott utomlands och
har ansökt om att betala mindre be-
höver du även anmäla inkomster
från utlandet.

6 Both Kan jag få
studiemedel i form
utav Ethereum av
CSN?

Filmer och folder om studiemedel.
Här kan du se CSN:s filmer om
studiemedel.

3 Both Kan jag få
studiemedel i form
utav Ethereum av
CSN?

På komvux behöver du läsa 20
poäng per vecka för att få rätt till
studiemedel för heltidsstudier.Om
du läser i 18 veckor innebär det att
du måste läsa 360 poäng för att få
fullt studiemedel.

4 Both Kan jag få
studiemedel i form
utav Ethereum av
CSN?

Kan jag få studiemedel för examen-
sjobb under sommaren? Ja. Föru-
tom ansökan om studiemedel måste
du då skicka in ett intyg som din
handledare ska fylla i.

3 Both Kan jag få
studiemedel fast
jag har obetalada
återkrav?

Kan jag få studiemedel för examen-
sjobb under sommaren? Ja. Föru-
tom ansökan om studiemedel . Ja.
Förutom ansökan om studiemedel
måste du då skicka in ett intyg som
din handledare ska fylla i.

4 Both Hur mycket behöver
jag klara för att stud-
era utomlands?

Jag ska studera utomlands. Måste
jag anmäla det till folkbokföringen?
Om du tänker studera utomlands
mer än ett år ska du göra en flyttan-
mälan till utlandet hos Skatteverket.

4 Both Måste jag betala på
studielånet när jag
studerar?

Måste jag betala på mitt studielån
när jag är arbetslös eller föräl-
draledig? Ja, egentligen måste du
betala. Arbetslöshet och föräldra-
ledighet ger dig ingen generell rätt
att inte betala av på lånet.
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D Application endpoints
This appendix contains all endpoints within all applications specified in the
project.

Figure 20: BERT prediction endpoint
HTTP GET method located in the flask application with the purpose to run BERT
predictions based on questions and its referenced text or context. This endpoint
returns prediction probability, number of chunks, total amount of tokens, total

amount of tokens within the chunk that contains the highest probability answer
and the answer itself.
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Figure 21: Get all documents from SiteVision endpoint
HTTP GET method located in the document-restapp where documents are

retrieved form the SiteVision instance. The configurable query parameters are
max_documents (the maximum number of documents that should be retrieved),

onlyAccept (URL paths that should be accepted), dontAccept (URL paths that
should not be accepted) and anonymous (parameter to determine if documents

visible externally should be included).
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Figure 22: Get all documents from MongoDB endpoint
HTTP GET method located in the flask application where all documents stored in

MongoDB are returned. The configurable query parameters are max_entities
(determining the maximum number of entities that should be returned), page_size
(determining the amount of entities that should fit within a page) and finally page

(the page index which should be returned.
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Figure 23: Get single document from MongoDB endpoint
HTTP GET method located in the flask application with the purpose of returning a
single document entity specified with the identifier of Listing 1 within the request

path.
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Figure 24: Searching documents endpoint
HTTP GET method located in the flask application with the purpose of search

within the document located in MongoDB or SiteVision. The response is an array
of documents and the amount of time it took specified by the search_time

attribute. The configurable query parameters are query (the search query itself),
search_engine (the search engine, either SiteVision or cdQA) and max_search_hits

(the maximum amount of documents that should be returned).
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Figure 25: BERT prediction search engine endpoint
HTTP GET method located in the flask application with the purpose making BERT

prediction based on search results. This is the core endpoint for the flask
application. The response contains detailed information about probabilities,
number of chunks, total amount of tokens, total amount of tokens within the

chunk that contains the highest probability answer, prediction time for the entire
search and each individual prediction, search time, search document indices as
well as the queried documents. The configurable query params are query (the

search query itself), search_engine (the search engine, either SiteVision or cdQA),
max_search_hits (the maximum amount of documents that should be returned)
and max_bert_predictions (the amount of search results that should be predicted

with the BERT model).
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E User interface
This appendix contains images and descriptions of the different features
visualised with the Angular application.

Figure 26: Visualization of the question answering system user interface.

16



Low-resource Language Question Answering System with BERT
Herman Jansson 2021–06–16

(a)

(b)

Figure 27: User interface of answering a single question with context pro-
vided
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