>

Mittuniversitetet

MID SWEDEN UNIVERSITY




MID SWEDEN UNIVERSITY

Department of Electronics Design (EKS)

Examiner: Goran Thungstrom, Goran. Thungstrom@miun.se

Supervisor: Dag Roar Hjelme, dag.hjelme@ntnu.no

Author: Nadim Kvernes Khadoor, nakh1700@student.miun.se

Degree programme: Electronic Systems and Instrumentation, 120 credits
Main field of study: Electronic Systems and Instrumentation

Semester, year: Spring, 2019

11



Abstract

This project is based upon two previous projects handed to the author by the Norwegian
University of Science and Technology in co-operation with Disruptive Technologies.

The report discusses sound sensing and Neural Networks, and their application in IoT.
The goal was to determine what type of Neural Networks or classification methods was
most suited for audio classification. This was done by applying various classification
methods and Neural Networks on a data set consisting of 8732 sound samples. These
methods where logistic regression, Feed-Forward Neural Network, Convolutional Neural
Network, Gated Recurrent Unit, and Long Short-term Memory network. To compare
the Neural Networks the accuracy of the training data set and the validation data set
were evaluated. Out of these methods the feed-forward network yielded the highest
validation accuracy and is the preferable classification method. However, with more
work and refinement the Long Short-term memory may prove to be the better solution.

Future work with a Vesper V1010 piezoelectric microphone and IoT implementation is
discussed, as well as the social and ethical difficulties proposed by what is essentially
a data gathering system.

111



v



Acknowledgements

I would like to thank @ystein Moldsvor and Disruptive Technologies who handed me
the projects this thesis is based upon.

A huge thank thank you to my family, and especially my mother for the support in
all things, I could not have done this without your help.

I would also like to thank my uncle and aunt in Trondheim for giving me a place to
stay towards the end of the thesis.

Thank you to Taulant Dobra for your excellent help with the formatting and general
difficulties with the document.

A special thank you to Edvard Aamodt, for at least acting interested when I ranted
about my thesis, and last but not least, thank you to Magnus C. Aarekol for great
feedback on both the writing and the content of the report. It would be worse off
without it.



vi



Contents

Abstract

Foreword

Figures

Terminology / Notation

1

Intro

1.1 Background and problem motivation . . . . .. ... ... ... ...
1.1.1 Related work . . . . . . ... ... ... ...

1.2 Thesis guidance and outline . . . . . . ... ... .. ... .. ...

Theory

2.1 A brief look into sound theory . . . . . . .. ... ... .. ... ...
2.1.1 Sound sensing principles . . . . . .. ...

2.2 Deep learning and Neural Networks . . . . . . .. .. ... ... ...
2.2.1 Forward/Backward propagation . . . ... ... ... ... ..

2.3 Acoustic fingerprinting . . . . ... ..
2.3.1 Mel-frequency cepstrum . . . . . .. .. ... ... ...

Methodology

3.1 Methods of classification . . . . .. .. ... ... 0L
3.1.1 Logistic regression . . . . . . . .. ... ... 0.
3.1.2  Feed-Forward Neural Network (FENN) . . . .. ... ... ..
3.1.3  Convolutional Neural Networks (CNN) . . . .. ... ... ..
3.1.4 Recurrent Neural Network (RNN) . . ... ... ... ... ..

3.2 Extracting MFCC . . . . . . ... .

Design

4.1 Optimization . . . . . . ...
4.1.1 Gradient descent . . . . . .. ...
4.1.2 ADAM . . . ..

4.2 Activation . . . . ...
4.2.1 Logistic . . . . . . .

vil

iii

xi

DO DN = e

10
12
13
13

15
16
16
16
17
19
22



4.2.2  Rectified Linear Unit (ReLU) . . . ... ... ... ... ...

4.2.3 Leaky ReLU . . . . . . . . ... oo
4.2.4 Exponential linear unit (ELU) . . . . .. .. ... ... ...
4.3 Code structure . . . . ...
4.3.1 Packages and Libraries . . . . . . .. .. ... ...
Results
5.1 ACCUTacy SCOTES . . . . v v v v i v it e e
5.1.1 Logistic regression . . . . . . . .. ...
51.2  FENN . . . oo
51.3 CNN . . . o
5.1.4 RNN . . oo o
Discussion
6.1 Neural Network accuracy scores . . . . . . . .. .. ... ... ....
6.2 Further work . . . . . . .. ...
6.2.1 Capturingaudio. . . . . . . . ...
6.2.2  Vesper VM1010 Piazoelectric MEMS Microphone . . . . . ..
6.2.3 IoT implementation . . . . . . . ... ... ... ... .....
6.2.4 Application areas . . . . . ... ...
6.3 Social and ethical implications . . . . . . . . ... ... ...

7 Conclusion
Bibliography

A Code: Main function
B Code: Extract MFCCs
C Code: Spectrogram

D Project plan

viil

42

45

49

51

53



List of Figures

2.1
2.2
2.3
24

2.5

3.1
3.2

3.3
3.4
3.5

3.6
3.7
3.8
3.9
3.10

4.1
4.2
4.3
4.4
4.5
4.6
4.7

5.1
5.2
5.3
5.4

6.1

Simple diagram of a condenser microphone . . . . . . ... ... L.
Piezoelectric microphone diagram . . . . . . . . ... ... L.
Typical structure of neural network . . . . . . ... ... . ... ...
Closer look at a single neuron from Figure 2.3 with inputs, bias unit,
weights and output . . . . . .. ...
General Neural Network structure. A more detailed look at Figure 2.3

Distribution of audio in sound classes . . . . . . ... ... ... ...
Function for building the training model in python code. The input
and hidden layer uses 'relu’” activation shown in subsection 4.2.2 while
the output layer uses softmax shown in section 4.2.1 . . . . . . .. ..
Simplified workings of a convolutional network . . . . . . . .. .. ..
Max-pooling example . . . . . . . ...
Basic structure of LSTM. The figure illustrates how a neuron (input)
moves through the various gates in the LSTM network. . . . . . . ..
[Mustration and comparison of an LSTM with a GRU . . . . . . . ..
Mel-frequency coefficients in array . . . . . . . .. .. .. ... ....
Waveform of sound classified as air conditioner . . . . . . . . . .. ..
Spectrogram of air condition sound class . . . . . ... .. ...
Log power spectrogram of air condition sound class . . . . ... . ..

Code structure simplified . . . . . . . ... ... ... ...
Logistic Regression model . . . . . . .. ... ... ... .. .....
Feed-forward network function . . . . . . . .. ... ... ... ...
Convolutional network function . . . . . .. ... ... .. ... ...
Long short-term memory function . . . . . . . ... .. ... ... ..
GRU function . . . . . . . . ..
Importing the Keras deep learning library . . . . . .. .. ... ...

Logistic Regression results. ADAM and softmax . . . . . .. .. ...
Feed-forward network Results . . . . ... ... ... .. ... ....
Convolutional network results . . . . . ... ... ... ... .....
Accuracy scores of the Recurrent Neural Networks . . . . . . . . . ..

Simplified block diagram of a possible system configuration . . . . . .

1X

11
12

15

17
17
18



D.1 The initial project plan, with some updated dates



Terminology / Notation

Al
ANN
CNN
EEA
ELU
FFNN
GDPR
GRU
IEPE
IoT
LSTM
MFC
MFCC
MLP
MiUN
NTNU
ReLU
RNN
SLP
SIL
SPL

Acronyms / Abbrevations

Artificial intelligence

Artificial Neural Networks
Convolutional Neural Network
European Economic Area
Exponential linear unit
Feed-Forward Neural Network
General Data Protection Regulation
Gated Recurrent Unit

Integrated Electronic Piezoelectric
Internet of Things

Long Short-Term Memory
Mel-frequency cepstrum
Mel-frequency cepstrum coefficient
Multi-Layer Perceptron

Mid Sweden University

Norwegian University of Science and Technology
Rectified Linear Unit

Recurrent Neural Network

Single layer perceptron

Sound intensity level

Sound pressure level

x1



Chapter 1

Introduction

Sound is something that surrounds us constantly and has always been a vital part of
life. Whether it is music, speech, sound effects, or even alarms, the ability to discern
sounds and their origin is something quite remarkable. While this is not exclusive
to humans, there is something to be said about our ability to differentiate the so
called meaning of a sound, which is really the crux of the matter when it comes to
the artificial classification of sound. How does the human ear and the human brain
perceive and interpret sound?

Artificial neural networks are computational systems inspired by biological neural
networks, and has been worked on since as far back as 1943 by Warren McCulloch
and Walter Pitts[1] who created a model of a neural network called " Threshold logic’
based on mathematics and algorithms. This paved the way for future work with neural
networks and their application in artificial intelligence (AI).

)

1.1 Background and problem motivation

The subject of Al is vast with many possible areas of study both technical and
philosophical. However, in this thesis the main focus is sound and methods of
classifying sound using machine learning, or more accurately deep learning. This of
course comes with its own technical and philosophical problems. There already exists
many astounding achievements in speech recognition and overall machine learning.

The internet of things is a fast-growing market showing no signs of slowing down. This
market is based on the simplification of the use of objects via utilization of new and
innovative technologies. Self driving cars, image recognition software, recommender
systems, speech recognition interfaces, are all under the category of some form of IoT
etc. At the heart of these technologies lies Deep Learning and Neural Networks.

The aim of this thesis is to compare a range of classification methods and Neural
Networks to determine which are best suited for implementation in an IoT environment
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with a low-power solution. The overall aim is to further develop an accurate and
power-efficient sound sensor system intended for health care purposes, a ”Smart home
care” system if you will.

1.1.1 Related work

The thesis is based upon and a continuation of two previous projects done at NTNU
at the behest of Disruptive Technologies, a company that develops smart, wireless
sensors for a wide range of application areas such as industrial, retail, real estate, and
more. The projects were "Principles of sound sensing and detection algorithms™ and
"Audio classi cation with Neural Networks" respectively. Disruptive technologies have
yet to enter the market with sound sensors and in that regard the projects and the
thesis are meant to build a foundation for that purpose.

Audio classification using neural networks is an ever-evolving field and is commonly
used in applications such as speech recognition, voice-to-text, language translation and
music recognition applications such as ”shazam” and ”SoundHound”. Deep learning
and neural networks are also becoming increasingly used in IoT platforms. [2], [3], [4]

All research materials used in the thesis is listed in the bibliography section. All
figures and graphs have been created in ”inkscape” or through python code.

1.2 Thesis guidance and outline

e Chapter 2 - Theory: A chapter explaining some core concepts of acoustics,
sound sensing, Neural Networks and audio fingerprinting.

e Chapter 3 - Methodology: A presentation of the various methods of classifi-
cation used in the thesis as well as an explanation of the methods.

e Chapter 4 - Design: A presentation of optimization techniques, activation
functions and the code structure used in the thesis.

e Chapter 5 - Results: This chapter compares the accuracy scores of the
classification methods.

e Chapter 6 - Discussion: In this chapter the results are discussed in further
detail. Further work with sound sensors and [oT implementations, as well as
social and ethical implications are also discussed.

e Chapter 7 - Conclusion: A short summary of the results and discussion.



Chapter 2

Theory

This section of the report will take a look at some of the theoretical aspects of the
thesis which, in my opinion, are important for the overall understanding of the subject
matter. Firstly a summary of the vast field that is acoustic/sound theory, including
sound pressure, intensity and sound sensing principles. The purpose of this is to make
the concepts of sound waves, the "object” to be sensed, less abstract.

Following that is a look at the basic theory of neural networks, deep learning, and
the statistics behind these. Much of the thesis revolves around neural networks, thus
making it important to have some fundamental understanding on how they work.

2.1 A brief look into sound theory

Sound is a generalized name given to acoustic waves which are waveforms of energy
produced by some form of a mechanical vibration. An acoustic wave typically propa-
gates as an audible wave of pressure through a medium of transmission such as a gas,
liquid or solid.

Sound is transmitted through these media as longitudinal waves (or compression
waves) as well as a transverse wave in solids. Longitudinal sound waves are waves of
alternating pressure deviations from the equilibrium pressure, causing local regions of
compression and rarefaction, whereas transverse waves are waves of alternating shear
stress at right angle to the direction of propagation.

The sound waveform has the same characteristics as that of the electrical waveform,
with some additions:

* Wavelength [)]
e Frequency [f]

e Particle velocity [m/s]
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* Amplitude, sound pressure [Pa| or sound intensity [/(SIL)]

» Speed of sound (distance travelled per unit time by a sound wave as it propagates
through an elastic medium).

e Direction

Both the frequency and wave shape are determined by the origin of the vibration that
originally produced the sound, whereas the velocity is dependant on the medium of
transmission which carries the sound wave. As the sound source vibrates the medium,
the vibrations propagate away from the source at the speed of sound forming the
sound wave. The speed of sound is contingent upon the medium of transmission
and is a fundamental property of the material. This is given by the Newton-Laplace
equation:

c=VK/p

Where K is the elastic bulk modulus, ¢ is the velocity of sound and p is the density.
This shows us that the speed of sound is proportional to the square root of the ratio
of the bulk modulus of the medium to its density. These physical properties as well
as the speed of sound are subject to change depending on ambient conditions. For
example in gases, the speed of sound is related to the temperature.

At a fixed distance from the source, the pressure, velocity and displacement of the
medium vary in time. At an instant in time, the pressure, velocity and displacement
vary in space. (Particles of the medium do not travel with the sound wave). The sound
wave can be reflected, refracted or attenuated by the medium during propagation.
This behaviour is generally affected by three things:

1. The relationship between the density and pressure of the medium, shown in the
above equation, as well as temperature determines the speed of sound.

2. Motion of the medium itself. An increase or decrease of the absolute speed of
the sound wave may occur depending on the direction of the movement.

3. The viscosity of the medium. This determines with which rate sound is attenu-
ated. (Attenuation due to viscosity is negligible in media such as air and water
as well as other media).

When moving through a medium without constant physical properties, the sound
waves may be refracted (focused or dispersed).

Sound pressure level

Pressure, or acoustic pressure, is the local pressure deviation from the ambient (average
or equilibrium) atmospheric pressure, caused by a sound wave. The sound pressure is
dynamic pressure, while the local ambient pressure is static pressure. Sound pressure,
p, is defined by piotar = Pstat + P, Where pgqs is the static pressure.
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A square of the deviation from the equilibrium pressure is usually averaged over time
and/or space. The square root of that average provides an RMS value. 1 Pa RMS
sound pressure (94 dBSPL) in atmospheBc_ air implies that thegctual pressure in the
sound wave oscillates between (1 atm 2Pa) and (1 atm + 2Pa).

Sound pressure level (SPL or L,) is a logarithmic measure of effective pressure of a
sound relative to a reference value. This is measured in decibels and defined by:

L, = (2 Np = 200g10( ) B = 20l0g10( 2 )dB
Po Po Po

p - RMS sound pressure

po - Reference sound pressure

1 Np - The neper
1 B = (3in10)Np - the bel
1 dB = (55/n10)Np - the decibel

Commonly used reference sound pressure in air: pg = 20 uPa

Sound intensity level

Sound pressure, together with the variable particle velocity, determines the sound
intensity of a sound wave. It is defined as the power carried by sound waves per unit
area in a direction perpendicular to that area. The SI unit of intensity, including
sound intensity, is W/m?.

While hearing is directly sensitive to sound pressure which is related to sound intensity,
pressure and intensity are not the same physical quantities. The level differences in
consumer audio electronics are called intensity differences, but sound intensity is a
specifically defined physical quantity and cannot be sensed by a simple microphone.
The mathematical definition of sound intensity is:

I=pv
* p - sound pressure
e v - particle velocity

I and v are both vectors, thus they have direction and magnitude. The direction of
sound intensity is the average direction in which energy is flowing. Average sound
intensity during time 7":

1 (T
hTi = —
i /O (v (E)dt
Also,
I = 271202 A%pc
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e v - frequency of sound

e A - Amplitude of sound wave

e ¢ - Speed of sound

e p - density of medium in which sound is traveling

Sound intensity level (SIL) is the level (logarithmic quantity) of intensity of a sound
relative to a reference value and is given by:

1 I I I
Ly =—=In(—)Np =1 —)B =10l —\)dB
=3 n(Io) P 0910(]0) 00910(10)

Where I is the sound intensity and I is the reference sound intensity. The typical
reference sound intensity used is 1 pW/m?2.

By definition of Iy, a progressive plane wave has the same value of sound intensity
level (SIL) and sound pressure level (SPL) since I / p?.

SIL=SPLY) — =15

I p2
Iy p%

[5]

2.1.1 Sound sensing principles
Measurements with microphones

Put simply, a microphone is a transducer that converts acoustical waves into electrical
signals. There are a few different designs for microphones, but the most commonly
used instrumentation microphones are externally polarized condenser microphones,
pre-polarized electret condenser microphones, and piezoelectric microphones.

A condenser microphone is based on a capacitive design. It incorporates a stretched
metal diaphragm that forms one plate of a capacitor, while a metal disk placed close
to the diaphragm acts as a backplate. when sound field excites the diaphragm, the
capacitance between the two plates varies in accordance with the variation in sound
pressure. A stable DC voltage is applied to the plates through a high value resistor,
to keep electrical charges on the plate. Change in capacitance generates an AC
output proportional to the sound pressure. The charge of this capacitor is generated
either by an external polarizing voltage or by the properties of the material itself
(pre-polarized microphones). Externally polarized microphones need 200 V from an
external power supply, while pre-polarized microphones are powered by Integrated
Electronic Piezoelectric (IEPE) pre-amplifiers that require a constant current source.
IEPE refers to a type of transducer that is packaged with a built-in charge amplifier
or voltage amplifier.
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Backplate

Resistor

Sound
Waves

L Audio
E output

L 4

Diaphragm “Ba ttery

Figure 2.1: Simple diagram of a condenser microphone

Piezoelectric microphones use a crystal structure to generate the backplate voltage.
Many piezoelectric microphones use the same signal conditioning as accelerometers
and may use [EPE signal conditioning to provide the polarization voltage. Although
they have low sensitivity levels, they are durable and able to measure high amplitude
pressure ranges. The floor noise level of this type of microphone is generally high,
making it more suitable for shock and blast pressure measurement applications.

Diaphragm
*—O
Electrodes }———— —— Output
| Y Voltage C
CrSJstnl O Electrodes RS — Output
Voltage
A
(a) Directly actuated type (b) Diaphragm type

Figure 2.2: Piezoelectric microphone diagram

Sound intensity measurement

Measuring sound intensity involves determining the sound pressure and the particle
velocity at the same position simultaneously. The most common method of measure-
ment makes use of two closely spaced pressure microphones (p-p method) and is based
on determining particle velocity using a finite difference approximation of the pressure
gradient. The p-p method will be more closely examined later on.

As mentioned previously, sound intensity, or more accurately instantaneous sound
intensity I(¢), is the product of sound pressure p(t) and particle velocity v(¢). This
vector describes the rate and direction of the net flow of sound energy per unit area
as a function of time. The equation

/I(t)dS: %(/w(t)aﬂ/) - ag—f) (2.1)
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is derived from a combination of fundamental equations governing a sound field,
conservation of mass, the adiabatic relation between changes in sound pressure and
density, and Euler’s equation. w(t) is the instantaneous total sound energy, S is
the area of a closed surface, V' is the volume enclosed by the surface and E(t) is
instantaneous total sound energy within the surface.

In practice, one is usually concerned with time averaged sound intensity in stationary
fields

hI()i, = hp(t)v(t)i, (2.2)

hI(¢)i, will be replaced by I for simplicity’s sake. From equation 2.1 one can show
that the time-averaged intensity over a surface that encloses a source is equal to the
sound power emitted by the source P,, irrespective of steady sources external to the
surface.

1dS = P, (2.3)
/

This forms the basis of sound power determination using sound intensity. The integral
2.3 is zero when neither generation nor dissipation of sound energy takes place within
the surface.

In a plane wave propagating in a direction r, sound pressure p and particle velocity v,
are in phase and related by the characteristic impedance of air, pc:

u(t) = ’%. If these conditions are met, the intensity is given by:

.2
I, = hp<t)ur(t)it - hpz(t)itu pc = p3m57 pc = Jﬂ (24)
2pc
p?,.. is the mean square pressure and p in the right most expression is the complex
amplitude of the pressure in a plane wave where the sound pressure is a sinusoidal
function of time.

The plane propagating wave is a particular case, where sound intensity can be regarded
simply as to be related to the mean square sound pressure and can thus be measured by
a single microphone. This is normally not the case, as sound intensity is generally not
simply related to sound pressure, therefore sound pressure and particle velocity must
be measured simultaneously, and their instantaneous product time averaged as Eq.
2.2 would imply. With exception, SIL is usually lower than SPL. This measurement
requires a more complicated device than a single microphone.

p-p method

The p-p or "Two-microphone” principle uses, as the name implies, two pressure
microphones to conduct measurements. This method is mainly comprised of two
components, particle velocity and sound pressure. Particle velocity in the direction of
the axis of the probe is derived from a finite-difference approximation to the pressure
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gradient in Euler’s equation of motion, while the sound pressure is the average of the
two pressure signals. Limitations are caused by the finite-difference approximation,
scattering and diffraction, and instrumentation phase mismatch.

The geometry of the microphone arrangement will affect the accuracy of the finite-
difference approximation as well as the influences from scattering and diffraction. While
several configurations for this method are possible, one configuration in particular is
regarded to be the optimal one. This is the face-to-face configuration with a solid
"spacer” between the microphones. Scattering and diffraction has a counterbalancing
effect on the finite-difference error and for a certain length of the spacer, all but
cancels it out under most sound field conditions. More accurately a combination
of 1/2 in. microphones and a 12 mm spacer sets the upper frequency limit of the
sound intensity probe to approximately 10 kHz, about an octave higher than the
frequency limit determined by the finite-difference approximation. Therefore, this
combination is considered optimal in most cases, whereas longer spacers are reserved
for measurements in low frequencies.

Without going into too much detail, phase mismatching can be a source of consid-
erable error. Unless measurements using the p-p method compensates for this, the
microphones themselves needs to very accurately phase matched. [6], [7]

p-u method

An alternative, albeit less used, method is the ”p-u” method which combines a pressure
microphone with a particle velocity transducer. The situation differs where underwater
acoustics are concerned in the way that the direct measurement of particle velocity
is simpler in water than in air. Due to a lack of a reliable transducer in regards to
the particle velocity, this method has not been widely employed in the case of air
acoustics. While a more reliable transducer called ”Microflown” became available and
an intensity probe using this is in commercial production, it is not expedient for the
purpose of this report to go into further detail on this method. Although this report
and future work will initially be concerned with air acoustics, it is not inconceivable
that underwater acoustics may be a field of interest down the line.
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2.2 Deep learning and Neural Networks

Neural Networks (NN) otherwise known as Artificial Neural Networks, are so named
because they are an artificial representation of the human nervous system. Therefore,
we need a short biology lesson recap. The major components of a neuron:

e Dendrites - Takes input from other neurons in form of electrical impulse
e Cell body - Generates inferences from those inputs and decides action
e Axon terminals - Transmits outputs as electrical impulse

An artificial neural network works in a very similar fashion

Input level 1 hidden level K 'hidden level Output level

Figure 2.3: Typical structure of neural network

Input to each neuron functions as the dendrites, the neuron collates all inputs and
performs an operation on them. It then transmits output to all neurons of the next
layer it is connected to. Neural networks are divided into three types of layers:

1. Input layer - Training observations are fed through the neurons

2. Hidden layer - Intermediate layers between input and output, helps the NN to
learn relationships involved in data

3. Output layer - Extracted from previous two layers. (For example: classification
problem with 5 classes leads to an output with 5 neurons

10
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Bias unit XO

Inputs | x

Figure 2.4: Closer look at a single neuron from Figure 2.3 with inputs, bias unit, weights and
output

® 11,%2,...,2N: Inputs to neurons. Either observations from input layer or inter-
mediate value from hidden layer

e 1o Bias unit. Constant value added to input of activation function. Similar to
intercept, typical value is +1

® Wp, Wy, Wy, ..., wy: Weights on each input
« a: Output of neuron calculated as: @ = f(3 1, w;z;). fis an activation function

The activation function makes the Neural Network flexible as this can be a gaussian
function, logistic function, hyperbolic function etc.

11
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A general structure of a Neural network would look something like this:
e L: Number of layers
e N;: Number of neurons in it layer

e a;%): Output of j™ neuron in i*" layer

Inputs
Outputs

Input layer Hidden layer Output layer

Figure 2.5: General Neural Network structure. A more detailed look at Figure 2.3

2.2.1 Forward/Backward propagation

In simple terms, a Neural Network takes an input, processing it through multiple
neurons from multiple hidden layers and returning the results using an output layer.
This estimation process is called ”Forward Propagation”.

The result is then compared with the actual output. Each neuron contributes error to
a final result, thus the main task is to minimize this error, so that the output from the
neural network is as close to the actual output. Therefore, one wants to minimize the
value/weight of the neurons that contribute a larger part of the error. This happens
while going back in the neurons of the neural network and tracking down the error.

This is called ”Backward Propagation”.

12
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A gradient descent algorithm is used to reduce the number of iterations required to
minimize the error.

Backwards propagation works by determining the loss/error at the output and then
propagating it back into the network. The weights are updated to minimize the error
resulting from each neuron. The first step in minimizing the error is to determine the
gradient of each node. One such round of forward and backward propagation iteration
is defined as one training iteration or ” Epoch”

2.3 Acoustic fingerprinting

An acoustic fingerprint is a condensed digital summary, generated from an audio
signal, that can be used to identify an audio sample or quickly locate similar items in
an audio database.

Perceptual characteristics of audio must be taken into consideration when working
with fingerprinting algorithms. If two files sound alike, their respective acoustic
fingerprints should match, regardless of binary representations. Small variations that
are insignificant to the features are tolerated.

Perceptual characteristics often exploited by audio fingerprints include average zero
crossing rate, estimated tempo, average spectrum, spectral flatness, prominent tones
across a set of frequency bands, and bandwidth. [8], [9], [10], [11]

2.3.1 Mel-frequency cepstrum

Mel-frequency cepstrum (MFC) is a representation of the short-term power spectrum
of a sound, based on a linear cosine transform of a log power spectrum on a nonlinear
mel scale of frequency. The mel scale is a perceptual scale of pitches equally spaced
from one another.

Mel-frequency cepstral coefficients (MFCCs) are coefficients that collectively make up
an MFC. The frequency bands are equally spaced, hence the name.

The mel-scale is constructed such that sounds of equal distance from each other on
the scale, will in a way "sound” to the human ear as if they are equal in distance
from one another. Compared to the Hz scale where a difference of 500 Hz - 1000 Hz is
quite noticeable, while 7500 Hz - 8000 Hz barely registers as a diffrence. MFCCs are
used to have more discernible differences in frequencies.

The coefficients are usually derived by:
1. Fourier transform of a signal (windowed excerpt)

2. Mapping powers of the spectrum obtained above, onto mel scale, triangular
overlapping windows

13
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3. Taking the logarithm of the powers at each of the mel frequencies
4. Discrete cosine transform of the list of mel log powers, as signal

5. Amplitudes of the resulting spectrum are the MFCCs

14



Chapter 3

Methodology

A dataset consisting of 10 urban sound classes with 8729 audio files which make
varying instances of these sound classes. This dataset, UrbanSounds, is freely available
online as noted in [12] "A Dataset and Taxonomy for Urban Sound Research”. Figure
3.1 Shows the distribution of instances of each class
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Figure 3.1: Distribution of audio in sound classes
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Coding language used is Python, more accurately Python version 3.6, in part written
and utilized in jupyter notebook because of the interactive environment for writing
and running code.

3.1 Methods of classification

3.1.1 Logistic regression

Logistic regression is a linear model where each input node is multiplied with only one
weight to get the net output. The probability of each class is desired to be a number
between 0 and 1, thus one would normally use the logistic function as an activation
function, while using One Hot Encoding to represent classes in arrays.

The bias node is an extra input always set to 1 with its own connection weight. This
ensures activation even in the case of all the inputs being none (all 0’s). This method
is envisioned as a single layer perceptron as shown in Figure 2.4. [13]

3.1.2 Feed-Forward Neural Network (FFNN)

The connections between the nodes do not form a cycle in a Feed Forward Neural
Network (FFNN) making it different from recurrent neural networks shown in sub-
section 3.1.4. This is a fairly simple neural network as information moves forward
in one direction, from the input nodes, through the hidden nodes and to the output
nodes. The simplest form of a feed forward network is ”Single Layer Perceptron”
(SLP). Furthermore there are ”Multi-Layer Perceptrons” (MLP) consisting of layers
fully connected to the next as shown in Figure 2.5. An MLP has one or more hidden
layers along with the input and output layers. As the code below in fig 3.2 shows, the
audio processor is an MLP.
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In [12]: def buildModel(num_inputs, num_labels):
# build model
model = Sequential()

# Input layer
model.add(Dense (128, input_shape=(num_inputs,),
kernel_regularizer=regularizers.12(0.01)))

model . add (Activation('relu'))
model .add (Dropout (0.2))

# Hidden layer
model.add(Dense(128, kernel_regularizer=regularizers.12(0.01)))

model .add(Activation('relu'))
model.add (Dropout (0.2))

# Output layer
model . add (Dense (num_labels))
model .add(Activation('softmax'))

# Compile model

model . compile(optimizer="rmsprop',
loss='categorical _crossentropy',
metrics=['accuracy'])

return model

Figure 3.2: Function for building the training model in python code. The input and hidden
layer uses 'relu’ activation shown in subsection 4.2.2 while the output layer uses softmax shown in
section 4.2.1

3.1.3 Convolutional Neural Networks (CNN)

Flattening
oo —
Input log spectrogram Convolutional layer Pooling layer Fully connected ~ Output layer
layer

Figure 3.3: Simpli ed workings of a convolutional network

Convolutional layer

Initially, the acoustic wave data converted to a 2D image representation in the same
manner as in subsection 2.3.1, is sent into a convolutional layer, which in turn exposes
shapes and structures in the image. This is done by introducing a filter which is put
over the image and subsequently multiplied with all the pixels (accounting for overlap).
For every iteration the filter is multiplied with a set of pixels. The multiplications are
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then summarized, and the value is added to an activation map. When the filter has
been multiplied with the entire image, the activation map is complete. Although it
does depend on the shape of the image, a typical filter has a dimension of 16x16. The
filter needs to be large enough to cover the whole structure.

Pooling layer

A pooling layer is commonly used to reduce the dimensionality of a representation
to reduce the number of parameters needing optimization, as well as controlling
overfitting. This is done by dividing the representation, ordinarily an activation map,
into regions of equal size each represented with a single number.

Max-pooling, min-pooling and average pooling is possible, where max pooling repre-
sents each region with that region’s largest number, min-pooling the lowest and so
forth. Take as an example a 4x4 matrix representing the initial input, a 2x2 filter is
then run over the input, a pictorial representation is given in Figure 3.4.

30 0

2 0 2x2 Max-pooling | 20 30
>

37 4 37

25 12

Figure 3.4: Max-pooling example

Dropout

If the model is overfitted, this means that it essentially contains more parameters
than the data can justify. This happens when neighbouring nodes co-adapt and form
clusters. Dropout is a regularization technique preventing co-adaptation of feature
detectors by randomly turning off a portion of neurons at every training iteration but
using the entire network with down-scaled weights when testing, this in turn reduces
overfitting.
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Fully connected layer

After the data has been processed through convolutional and max-pooling layers, the
reasoning in the neural network is done via fully connected layers. In the same manner
as in non-convolutional neural networks, the neurons are connected to all activations
in the previous layer.

Cost function

The cost function is a measure of how well a neural network performs in relation to its
given training set as well as its expected outcome. This is a single value and a vector.
[14]. This particular model uses a cross-entropy function with equation:

5> iy log(f (i, 13, W)
e f- The model’s predicted probability for input z; label to be [;
e W - parameters

e n - training-batch size

3.1.4 Recurrent Neural Network (RNN)

In the time domain, a sound wave at a specific time is dependent on a sound wave at
other instances of time. The aforementioned methods lack the ability to utilize this
property as they are stateless, or in other words the lack memory. Recurrent Neural
Networks have state, in the sense that they retain some of the activation from previous
input and feed it into current calculation, giving them a short memory of sorts. This
makes RNNs well suited in instances of sequential data, applicable when dealing
with time series, video segments, speech recognition etc. In its simplest form, values
on hidden nodes are fed back to the associated nodes at the next time step, which
creates a short-term memory. While this method does have advantages with regards
to sequential data, it poses some drawbacks, especially pertaining to the vanishing
gradient problem. This problem occurs when more layers using certain activation
functions are added to the network, causing the gradients of the loss function to
approach zero, which in turn makes it harder to train the network. Some activation
functions takes a large input space and flattens it into a small input space between 0
and 1, causing a large change in the input of the function to cause small change in
the output. This drawback is addressed by applying slightly more advanced methods,
involving long-term memory as well as short-term. [15]
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Long Short-Term Memory (LSTM)

Long short-term memory is an extension of an ordinary RNN, with the capability to
remember multiple previous time steps at the same time. LSTMs help preserve the
error which can then be backpropagated through time and layers. By maintaining a
more constant error, they allow recurrent nets to continue to learn over several time
steps. This makes it suited to extract important, repeating features.

LSTMs store data and keeps it outside the usual flow of the network in a gated cell.
This information can be stored in, written to, or read from the cell. The cell decides
what to store. Then, based on the target, it decides if the input is important, passing
it to output gate or if it is noise, sending it to the forget gate. These gates are analog,
and implemented with element-wise multiplication by sigmoids, ranging from 0 to
1. Since the gates are analog they have the advantage of being differentiable and
therefore well suited for backpropagation.
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Figure 3.5: Basic structure of LSTM. The gure illustrates how a neuron (input) moves through
the various gates in the LSTM network.
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e gy - Current input

The present input and past cell state is fed both to the cell itself and each of its
three gates. The forget gate enables the gradients to remain steep thus circumventing
the vanishing gradient problem. Despite the input being sent to the forget gate, the
information will still be retained in the long-term memory.

Gated Recurrent Unit (GRU)

Simply put, a gated recurrent unit is an LSTM without an output gate. For each
iteration of the time step the GRU writes the entirety of the content from its memory
cell to the larger net. GRUs come with an input gate, update gate and a reset gate,
which functions in a similar manner as the gates in an LSTM. The update gate
determines how much of the past information is relevant for the future and the reset
gate decides the amount of information to forget.

T \.input gate <
TS
Z eUpdate gate
~  |New memory
\forget gate C 11 content
fe
Memory cell
N I h L > h T
L™ n In
Activation Reset gate
0 Candidate activation
Out]
output gate Out
(a) LSTM (b) GRU

Figure 3.6: lllustration and comparison of an LSTM with a GRU
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3.2 Extracting MFCC

air conditioner [[-309.82226463 132.51081513 14.40460004 ... -1.56720299
1.82093124 -0.336835156]
[-308.31795472 142.02379405 10.012668¢62 ... 0.57849939
1.3623393¢6 -1.24638282]
[-317.19530538 145.69327187 1.35287556 ... 0.52400394

-0.9591€339 —-2.96885985]

[-304.6919377 143.21478741 0.48653343 ... 0.49159562
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1.34950168 —-3.27775976]
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Figure 3.7: Mel-frequency coe cients in array
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Figure 3.9: Spectrogram of air condition sound class
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Figure 3.10: Log power spectrogram of air condition sound class

Figures 3.7, 3.8, 3.9 and 3.10 shows the results of the process of extracting the MFCC
data and storing it in an array, plotting the waveform, then plotting the spectrogram
and finally the log-power spectrogram. This whole process is done using the librosa
library in python. This library takes care of all the non-linear transformations, making
it a matter of using the appropriate commands from the library,
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Chapter 4

Design

4.1 Optimization

Optimization is one of the most essential aspects of deep learning and neural networks,
especially when working with large data sets and corresponding functions to extract
relevant information. When this information is extracted one wants to locate minimum
and/or maximum values to optimize parameters.

These extremities are typically difficult to ascertain analytically, and as such we need
to employ numerical optimization methods. While there are several methods available,
two in particular have been applied and tested. One for its simplicity, the other for
its efficiency. Namely Gradient Descent and ADAM respectively. ADAM is not an
acronym, but is derived from adaptive moment estimation.

4.1.1 Gradient descent

As mentioned earlier the backwards propagation algorithm ”trains” the FENN or MLP.
To make better predictions, a number of epochs are executed, the error determined
by the cost function is backwards propagated by a gradient descent, specifically a
stochastic gradient descent in this case. Parameters are updated while presenting
only one training example. Training costs as well as the average of accuracy levels are
taken for the entire training data-set for each epoch.

The gradient descent method is the simplest optimization method available. It moves
the steepest slope towards the extreme with a constant step length (learning rate),
calculating the gradient based on the entire data set. Mathematically, this can be
written as:

Jc(O)

a@i]’

07 =0 17
Where:
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. @ij is the updated ©;;

e 7 is the learning rate

* ¢(©) is the cost function

e ¢ and j represent weights and bias respectively

The gradient descent method does come with drawbacks. It is prone to be stuck in
local extremes and due to a lack of adaptability, it slows down a great deal or ignores
the extreme entirely. [16]

4.1.2 ADAM

Due to its computational efficiency, low memory usage and relatively easy implemen-
tation, ADAM is a popular method of optimization in machine learning.

ADAM is a momentum based method that calculates an exponential moving average
of gradients and the squared gradients, thus it only relies on the first derivative of
the cost function. The parameters §; and 3, control the decay rates of the moving
avarages. Required inputs are:

e Exponential decay rates - 51, 52

cost function - ¢(O)
e initial weights - ©
e Learning rate - n

e Regularization - A

This method is based on iterative calculations, where the gradient of the cost function is
calculated first, which is then used to calculate the first and second moment estimates.
The moments are then bias corrected before the weights are updated. [17]

4.2 Activation

Activation functions are used to introduce non-linearity to neural networks. When
working with classification such as in this case, the outputs are probabilities and are
therefore between 0 and 1. Also referred to as the transfer function.

A plethora of activation functions have been developed, such as Leaky ReLU and
Exponential Linear Unit (ELU). They will be examined in turn below.
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4.2.1 Logistic

The logistic activation function, also called the sigmoid function, is already mentioned
several times in this report. It is widely used in classification, because it maps the
outputs between 0 and 1 such that they represent probabilities for the different classes.
The function reads

fla) =[1+exp( 2)]

The derivative:

Softmax
A neural transfer function which can be regarded as a normalization of the logistic

function. Implemented in output layer which turns the vectors into probabilities that
add up and constraint to 1.

exp( z]
s L 2] = T, wij+0b
’ Zf L exp(zi) Z ’

4.2.2 Rectified Linear Unit (ReLU)

model.add( Activation("relu’)) indicates the use of a Rectified Linear Activation
Function, or unit as it were. This is a smooth approximation to the sum of many
logistic units and produces sparse activity vectors.

k
Y = max {075‘1—2% wz}

i=1
This function is a modification of the purely linear function, where the function is

purely linear for positive values and otherwise 0. Making non-linearity in the model
recognizable by the function. The standard ReLLU function is given by:

x if x 0
f(x):{o if <0

and its derivative:




Audio classification with Neural Networks for IoT implementation Chapter4
Nadim K. Khadoor November 4, 2019

4.2.3 Leaky ReLU

The Leaky ReLU function is in turn a modification of the ReLLU function, with the
main alteration being the gradient for negative values not necessarily being zero. The
function can be written as:

x it = 0
fla) = { ar if x<0
This is a more general activation function, where o = 1 gives a pure linear function

and « = 0 gives the standard ReLU function. A small derivative for negative values is
generally desired.

of (z) {1 if 2 0

or 1l a if z<0

4.2.4 Exponential linear unit (ELU)

The ELU function is another modification of the standard ReLLU function. While
the Leaky ReLU function solves, or rather avoids, the vanishing gradient problem
by adding a linear function with a small inclination. The approach with the ELU is
similar with the difference being an added exponential function in place of the linear
one.

Function can be written as:

f(a,x):{a(e”” ) forz 0

T forz >0

The derivative with respect to x:

8f(a,.9:)_{f(a,x)+& forz 0
1

or for x >0

4.3 Code structure

As mentioned in the previous chapter, Python is the chosen programming language.
Python is an easy-to-use language with good support of large data operations. This
makes it a robust language for machine learning The structure itself, as shown in
Figure 4.1, is kept rather simple. The operation is performed mainly by three functions,
namely spectrogram.py, mfcc.py, and classify.py with the last one being the main
function. classify.py loads the spectrogram and MFCCs generated by their respective
functions. Within the main function the five classification methods are found. These
are logistic(), long_short(), gated(), FFNN(), and CNN() respectively.
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spectrogram.py

micc.py Main function

classify.py

Logistic regression
logistic( )
LSTM function Feed-forward function
long_short( ) 17 FENN( )
Recurrent networks Non-recurrent networks
GRU function CNN function
gated() -5 CNN()

Figure 4.1: Code structure simpli ed

Figure 4.2: Logistic Regression model
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Figure 4.3: Feed-forward network function

Figure 4.4: Convolutional network function
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Figure 4.6: GRU function
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4.3.1 Packages and Libraries

Another significant advantage of choosing Python is access to a large library of useful
packages, some specifically designed for machine learning. This makes Python a
popular choice for neural networks and deep learning in general.

e NumPy - Excellent for scientific work due to performance and implementation.

e LibROSA - Used for transforming data samples into ”python-friendly” objects,
i.e. transforming audio samples into NumPy arrays. Also used for extracting
MFCCs and generating spectrograms.

e Pandas - Used for reading and working with .csv files and linking samples to
classes.

TensorFlow vs Keras

When working with Neural Networks, the selection of libraries plays a significant part
of the process. This choice was narrowed down to two such deep learning libraries,
TensorFlow and Keras respectively. The official definition of TensorFlow is as follows:

"TensorFlow is an open source software library for numerical computa-
tion using dataflow graphs. Nodes in the graph represents mathematical
operations, while graph edges represent multi-dimensional data arrays (aka
tensors) communicated between them. The flexible architecture allows
you to deploy computation to one or more CPUs or GPUs in a desktop,
server, or mobile device with a single API.”

Advantages of TensorFlow:
e Intuitive construct
e Train on CPU/GPU for distributed computing
e Platform flexibility
Limitations:
e Low level library. Modularity and high-level interface necessary in many instances
e Dependant on hardware specifications

Keras is a high-level library, specifically used for building neural networks. It uses
TensorFlow as a default backend, meaning it leaves the user free from the details of
the low-level library, making for an easier user experience.
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Advantages of Keras:
e Necessary models for neural networks included in simple interface, ease of use
e Short, concise implementation
e Writing new modules is fairly simple

Limitations:

* Dependency on low-level library can be problematic. It is stuck within the
confines of the low-level library.

e Abstracts low-level libraries, less flexible in building custom operations

For the purposes of this thesis the Keras library was chosen, seeing as it utilizes
the TensorFlow library as backend, with the added advantage of a user-friendly and
intuitive interface.

# Library to extract audio features
import librosa
import librosa.display # Needed for the .display function

# Deep Learning library for model learning and prediction
from keras.models import Sequential

from keras import regularizers

from keras.layers import Dense, Activation, Dropout

from keras.callbacks import Callback, EarlyStopping

from keras.utils.vis_utils import model_to_dot

from keras.utils import np_utils

Using TensorFlow backend.

Figure 4.7: Importing the Keras deep learning library
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Chapter 5

Results

5.1 Accuracy scores

The accuracy scores are presented for a training dataset and a validation dataset. The
training dataset is the sample of data used to fit the model. This is the data the
neural networks sees and learns from. The validation data is used to evaluate and
adjust the hyperparameters in the models accordingly.

5.1.1 Logistic regression

Where the logistic regression is concerned, the area of most interest is how the accuracy
is dependent on the regularization parameters. The regularization parameter reduces
overfitting, which reduces the variance of your estimated regression parameters however,
it does this at the expense of adding bias to the estimate. Increasing parameter results
in less overfitting, but in turn greater bias. In this instance the values 10 *, 10 2, 10 °
and 0 where chosen get a wide testing range. The number of epochs was varied in the
range [10, 50]. Using the MFCCs as input with 40 frames yields the following results.

Epochs Regularization

0.1 0.001 ' 0.00001 : 0
Train Val . Train Val . Train Val Train Val

10 103925  0.4112 | 0.2032  0.2042 :0.2543  0.2447 | 0.2308  0.2429
20 04572 0.4802 ; 0.2927  0.2843 :0.3320  0.3283 : 0.4135  0.3919
30 0.5741  0.5842 : 0.2948  0.2815 :0.3387  0.3395 | 0.4393  0.4186
40 10.5780  0.5603 | 0.2948  0.2861 :0.3433  0.3385 | 0.4402  0.4103

50 105916  0.5998 @ 03007  0.2833 10.3389  0.3394 | 0.4590  0.4453

Figure 5.1: Logistic Regression results. ADAM and softmax

Much as expected, the accuracy scores for the training and validation sets increase
consistently with the amount of epochs. However, increasing the amount of epochs
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above 50 did not seem to improve the accuracy significantly. Observing that a
regularization value of 10 ! yields the best result, there is no apparent or obvious
linear dependency between the parameter and accuracy. One can however, use logistic
regression to improve generalization performance, that is, performance on new, unseen
data.

5.1.2 FFNN

The feed-forward network is built without regularization as this yields a better result.
The important variable in this case is the number of hidden layers, with each layer
containing 1024 nodes. Choosing amount of hidden nodes comes down to three
rules-of-thumb, where the number of nodes:

e should be between size of input and output layers
 should be 2/3 the size of the input layer + output layer
e should be less than twice the size of the input layer

There isn’t any one method of approach to this, but the general consensus is that
within these parameters the selection of the network architecture involves some trial
and error. An efficient method of trial and error is pruning the neural network.[18].
The accuracy scores are presented with the amount of epochs ranging from 20 to 100.
MFCC with 40 frames is used as input.

Epochs Hidden nodes

1024 ! 2x1024 ' 3x1024 : 4x1024
Train Val . Train Val . Train Val . Train Val

20 0.8684  0.8464 | 0.8603  0.8602 :0.8541  0.8602 | 0.8341  0.8298
40 10.9245  0.8924 : 09204  0.8942 109195  0.8868 : 0.8990  0.8924
60 0.9416 09062 | 09508 09154 :0.9317  0.9016 : 0.9254  0.8960
80 109572  0.8942 : 09556 09163 ;0.9508 09172 : 0.9418  0.9016

100 10.9607  0.9016 : 0.9579  0.9126 :0.9627 09181 | 0.9510  0.9201

Figure 5.2: Feed-forward network Results

The accuracy increases with the number of epochs. Increasing that amount further
above 100 will return higher accuracy scores. While one hidden layer yields a higher
training accuracy, four layers yield a better validation accuracy, indicating a sensitivity
to the number of hidden layers which is not as prevalent in the training score.

5.1.3 CNN

In convolutional networks there are more variables to take into account. The number
of convolutional layers, max pooling layers, the filter sizes, and the activation functions,
with the added possibilities of the fully connected layer. The filter sizes have been
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varied on two convolutional layers. The CNN uses the generated spectrogram as input,
as is the case with the MFCC, the spectrogram also has 40 frames, with zero padding
added.

The network used in this instance is composed of two convolutional layers, two max
pooling layers with filter size (2,2) and one hidden layer with added dropout on all the
layers. To have the network be able to detect any potential non-linearity the ReLU
activation function was used on the input layers, and softmax on the output layer.
ADAM was used as the optimizer, or more accurately as a minimizer, with a batch
size of 32 and epochs ranging up toward 25.

Epochs Filter size in convoluted layers
N:32, M:16 N:64, M:32 N:128, M:64
Train Val . Train Val . Train Val

5 0.6735  0.6312 | 0.7858  0.7470 :0.5610  0.5512
10 0.8415  0.7157 | 0.8960  0.7810 :0.8317  0.6587
15 109110  0.7194 : 0.9572  0.8197 :0.9333  0.7010
20 09383  0.7232 : 09671  0.7994 :0.9575  0.7295

25 109715  0.7471 : 0.9602  0.7958 :0.9771  0.7351

Figure 5.3: Convolutional network results

Validation accuracy is higher in the instance of 64432 convolutional filter size. The
accuracy score starts to converge when reaching 25 epochs, surpassing that number of
epochs will therefore not increase the accuracy significantly.

5.1.4 RNN

The LSTM and GRU has been treated and run separately. Each with two hidden
layers consisting of 512 nodes (subsection 5.1.2) with 50% dropout using the ReL.U
activation function. The LSTM layer as well as the GRU layer has 256 nodes and
ReLU activation. In the same manner as before the ADAM optimizer is used with a
batch size of 32 and softmax activation on the output. Again the input is the MFCCs
with 40 frames, while the accuracy score is presented for up to 100 epochs.
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Epochs LSTM
Train Val
20  10.8775 0.8142
40 10.9703 0.8407
60 0.9642 0.8455
80 10.9735 0.8659
100  10.9887 0.8765

(a) LSTM results

Figure 5.4: Accuracy scores of the Recurrent Neural Networks

Epochs GRU
Train Val
20 10.8455 0.8012
40 10.9367 0.8547
60 (0.9533 0.8445
80 10.9747 0.8735
100 10.9671  0.8545

(b) GRU results

The Long short-term memory network provides higher accuracy scores than the gated
recurrent unit both in training accuracy and validation accuracy. The accuracy did
not improve significantly above 100 epochs.
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Chapter 6

Discussion

6.1 Neural Network accuracy scores

Logistic regression is found to yield rather low accuracy scores when used as an
independent network. This is due to the lack of linear dependency between the classes.
The amount of weights to optimize is small, making the score converge after only a
few training iterations.

40 frames are used consistently when extracting the features. This number could be
increased in the hopes of retaining more information. However, the results did not
improve significantly when changing the number of frames, ranging from 60 to a 100.
Figure 5.2 shows that the convergence of the accuracy slows down with an increase in
the number of hidden nodes. This is expected as the number of variable weights will
increase with the node amount.

The training set accuracy converges towards roughly the same value unaffected by
how many hidden nodes there are in the iteration. The validation accuracy on the
other hand does improve as the number of hidden nodes increase. This is caused by
the increase in flexibility in the network when more layers are added. The validation
accuracy fluctuates as opposed to the strictly increasing accuracy in the training set,
this is due to the optimization performed on the training set.

The convolutional network is able to reproduce most of the training set, although
the validation accuracy leaves a lot to be desired. This might be caused by a loss of
information in the spectrogram rather than in the network itself. As shown in figure
Figure 5.3 a filter size of 64+32 produced the best result. A filter size of 128 seems to
be too large compared to the image size, which in turn leads to loss of information.
Providing the neural network with too small a filter, makes it difficult to extract
relevant data separate from noise. The number of epochs is reduced significantly from
the FFNN. The reason for this is simply the processing speed of each epoch. Where
the FFNN requires a couple of seconds per epoch, the CNN requires minutes. This
drastic difference in computational time comes down to the fact that the CNN uses a
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spectrogram as an input, which is 173 times larger than the MFCC input.

Lastly looking at the recurrent neural networks, figure 5.4a shows that the LSTM
provides a higher accuracy overall when compared to the gated recurrent unit shown
in figure 5.4b, though they are rather similar. The LSTM does work well, with
room for improvements. RNNs, especially LSTMs, are the preferred methods when
processing sequential data, which is what the raw data set consists of. The MFCCs
are not necessarily sequential, which contributes to why the RNNs did not outperform
the FFNN.

6.2 Further work

6.2.1 Capturing audio

Code for capturing audio from a microphone has been written, utilizing the PyAudio,
sounddevice and Tensorflow libraries. This code has not yet been implemented, but
should work well with any external microphone. It should be simple to configure
through input_device index = x in sel f.in_stream() and sel f.out_stream() functions.

6.2.2 Vesper VM1010 Piazoelectric MEMS Microphone

The VM1010 made by Vesper, is a low-noise single-ended analog MEMS microphone
with a "Wake on’ Sound mode allowing detection of voice activity while consuming
only 5uA of supply current (or 9uW of power)[19]. While in this 'wake on’ mode, the
microphone detects sounds in the voice band above a configurable acoustic threshold
level. When the microphone detects a sound above the threshold, it instantly alerts the
system of the acoustic event. The system can then switch the VM1010 to Normal mode
with full audio output within 100 uSec which is fast enough for the microphone to
capture the sound that exceeds the threshold and send it to the system for processing.
This creates the system architecture for ZeroPower listening.

This "Wake on’ Sound mode makes voice activation/sound activation possible on
battery-powered consumer devices with very low power consumption, making it ideal
for IoT applications such as voice-interface devices in smart speakers. TV remotes,
smart earbuds, and smart home products. The VM1010 has a small 3.76mm x 2.95mm
x 1.Imm package and is able to operate in environmentally harsh surroundings due to
its dust- and moisture-resistance.

Its size, power efficiency, and low startup delay makes this a good microphone for
what is intended as a low-power audio sensor system
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Figure 6.1: Simpli ed block diagram of a possible system con guration

6.2.3 IoT implementation
Devicehive

DeviceHive is an open source platform which provides instruments for your smart
devices communication and management. It consists of the communication layer,
control software and multi-platform libraries and clients to bootstrap development
of smart energy, home automation, remote sensing, telemetry, remote control and
monitoring software and much more.

Speaking more technically, it’s a scalable, hardware- and cloud-agnostic microservice-
based platform with device-management APIs in different protocols, which allows you
to set up and monitor devices connectivity, control them and analyze the behavior.
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6.2.4 Application areas

One of the main motivations behind the research and subsequent testing of the
classification methods was the possibility to implement an efficient audio sensing
system in a health care environment. I would propose further research and development
of some sort of smart home care system. A fast and power efficient sound sensor could
be used in voice-activated appliances for people with disabilities, as well as a audio
activated alert system for health-care personnel. A sensor system like this can also be
implemented in more commercial areas, such as audio based security systems or just
general voice-interfaces in smart-appliances.

6.3 Social and ethical implications

For a system such as the proposed one to work efficiently, it needs to more or less
always be "listening” to its environment. While this is important for the system
to work properly, it is essentially working with data gathering. In order to improve
and further develop the Neural Network, it might be necessary to review audio data
samples for comparisons and confirmation. This in turn raises concerns regarding
violation of privacy, which is an ever increasing issue regarding technology.

In accordance with the General Data Protection Regulation (GDPR) any
processor of personal data must clearly disclose any collection of data, the lawful basis
and purpose for the data processing, as well as how long the data will be retained
and if it will be shared with any third parties or outside of the European Economic
Area (EEA). It is also stated that there must be put in place appropriate technical
and organizational measures to implement the data protection principles. [20]

The intention of this system is to classify acoustic events and its source, mainly
intended for health-care purposes. It is not intended to collect personal data to be
used for commercial purposes. No matter how good intentions are it is important to
uphold these data protection principles.
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Chapter 7

Conclusion

With the amount of methods and techniques available for developing Neural Networks,
with even more being constantly worked on, it is important to stress that my conclusions
are based on these test results. Concluding which classification method is best, is
based on the experiences derived from this particular approach with these particular
parameters. Other approaches and parameters might provide different, or even better
results.

Another improvement to be made is to use a dedicated test set to properly assess the
learning capabilities of the models. In this case the validation dataset has also been
used as a test set, which is not always the best practice.

With that in mind, the Feed-Forward Neural Network provided the highest validation
accuracy score, meaning it was better tuned than the other models. With its fast
processing speed and accuracy, it is in this case the best model to use.

The Recurrent Neural Network methods give good scores and processing speed, with
the long-short term memory method being the superior one. As discussed previously,
the RNNs might be able to surpass the FENN if they are restructured to learn from
raw data instead of the reprocessed MFCCs. This could possibly be achieved through
a combination of the RNN and a Self-organizing Map (SOM). A SOM finds enhanced
descriptions and representation of the raw data through numerical means. This
combination could allow the processing tasks to be shared between the RNN and

SOM.

Taking this into account and the fact that RNN methods are the most popular methods
when working with speech recognition, it would be well worth it to look more into this
type of Neural Network for a sound sensor system intended for IoT implementation.
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Appendix A

Python code for the main function

# Import packages

impo
impo

from
from
from

from
from
from
from
from
from

def

rt numpy as np
rt pandas as pd

sklearn.preprocessing import LabelEncoder
sklearn import metrics
keras.utils import np_utils

keras.models import Sequential
keras.regularizers import 11, 12

keras.layers import Dense, Dropout, Activation
keras.layers import GRU, LSTM, Embedding

keras.layers import Conv2D, Flatten, MaxPooling2D

keras.optimizers import Adam

load mfcc():
# Load data set
X = np.loadtxt( ./data/mfcc_40.txt )
text_file = open( ./data/t.txt , r )
t=1]
for line in text file:

t.append(line)

# One hot encode
Ib = LabelEncoder()
t = np_utils.to_categorical(Ib.fit_transform(t))

# Split into training and test set

N = len(X)

N_train = int(N*0.8)
X_train = X[:N_train]
t train = t[:N_train]

X_val = X[N_train:]
t val = t[N_train:]
return X_train, t_train, X val, t val
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def

load_spectrogram():
# Load data set

X = np.loadtxt( ./data/spectrogram 40.txt )

text_file = open( ./data/t.txt , r)

t=1]
for line in text file:
t.append(line)

X = np.reshape(X, (5433, 40, 173, 1))

# One hot encode

Ib = LabelEncoder()

# CNN needs 4D array as input

t = np_utils.to_categorical (Ib.fit_transform(t))

# Split into training and test set

N = len(X)

N_train = int(N*0.8)
X_train = X[:N_train]
t train = t[:N_train]

X_val = X[N_train:]
t val = t[N_train:]

return X_train, t train, X val, t val

# Building deep learning models

def

def

logistic():

X_train, t_train, X val, t val = load_mfcc()

num_labels = t_train.shape[1]

model = Sequential()

model .add(Dense(num_labels, input_shape=(40,), W_regularizer=12(1.0)))

model .add(Activation( softmax ))

model .compile(loss= categorical _crossentropy , metrics=[ accuracy ],

<« optimizer= adam )

model . fit(X_train, t_train, batch_size=32, epochs=50, validation_data=(X_val,

a  t.val))

FNN(N=1) -

X_train, t_train, X val, t val = load _mfcc()

num_labels = t_train._shape[1]

model = Sequential()

model .add(Dense(1024, input_shape=(40,)))

model .add(Activation( sigmoid ))
model .add(Dropout(0.5))

for i in range(N-1):
model .add(Dense(1024))
model .add(Activation( sigmoid ))
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def

def

model .add(Dropout(0.5))

model .add(Dense(num_labels))
model .add(Activation( softmax ))

model .compile(loss= categorical_crossentropy , metrics=[ accuracy ],
<« optimizer= adam )

model . fit(X_train, t_train, batch_size=32, epochs=10000,

<« validation_data=(X_val, t val))

convolutional ():
X_train, t_train, X val, t val = load_spectrogram()

num_labels = t_train.shape[1]
model = Sequential ()

model .add(Conv2D(64, kernel_size=3, activation= relu ,
< input_shape=(40,173,1)))

model .add(Conv2D(64, kernel _size=3, activation= relu ))
model .add(MaxPooling2D(pool_size = (2, 2)))

model .add(Dropout(0.15))

model .add(Conv2D(128, kernel_size=3, activation= relu ))

model .add(Conv2D(128, kernel _size=3, activation= relu ))

model .add(MaxPooling2D(pool_size = (2, 2)))

model .add(Dropout(0.20))

model .add(Flatten())

model .add(Dense(1024))

model .add(Activation( relu ))

model .add(Dropout(0.5))

model .add(Dense(num_labels, activation= softmax ))

model .compile(loss= categorical _crossentropy , metrics=[ accuracy ],
<« optimizer= adam )

model . fit(X_train, t_train, batch_size=64, epochs=1000, validation_data=(X_val,
a  t oval))

long_short():
X_train, t_train, X val, t val = load _mfcc()

X_train = np.reshape(X_train, (len(X_train), len(X_train[0]), 1))
X_val = np.reshape(X_val, (Ilen(X_val), len(X val[0]), 1))

num_labels = t_train.shape[1]
model = Sequential()
# model.add(Embedding (1000, 512, input_length = X_train.shapel1]))

model .add(LSTM(256, input_shape=(40,1),return_sequences=False))
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model .add(Dense(512, activation= relu ))
model .add(Dropout(0.5))

model .add(Dense(512, activation= relu ))
model .add(Dropout(0.5))

# model.add(TimeDistributed (Dense (vocabulary)))
model .add(Dense(num_labels, activation= softmax ))

model .compile(loss= categorical_crossentropy , metrics=[ accuracy ],
<« optimizer= adam )

model . fit(X_train, t_train, batch_size=32, epochs=1000, validation_data=(X_val,
a  toval))

def gated():
X_train, t_train, X val, t val = load_mfcc()

X_train = np.reshape(X_train, (len(X_train), len(X_train[0]), 1))
X_val = np.reshape(X_val, (len(X_val), len(X_val[0]), 1))

num_labels = t_train.shape[1]
model = Sequential()
model .add(GRU(256, activation= relu , recurrent_activation= hard_sigmoid ))

model .add(Dense(512, activation= relu ))
model .add(Dropout(0.5))

model .add(Dense(512, activation= relu ))
model .add(Dropout(0.5))

# model.add(TimeDistributed (Dense (vocabulary)))
model .add(Dense(num_labels, activation= softmax ))

model .compile(loss= categorical _crossentropy , metrics=[ accuracy ],
<« optimizer= adam )

model . fit(X_train, t_train, batch_size=32, epochs=1000, validation_data=(X_val,
a  t val))

if _name__ == _ main__ :
# logistic()
# FNN(4)
convolutional )
# long_short ()
# gated()
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Appendix B

Python code for extracting MFCCs

# Python libraries
import os
from pathlib import Path

import numpy as np
import pandas as pd
from IPython.display import SVG

from matplotlib.pyplot import specgram
import matplotlib.pyplot as plt
plt.rcParams.update({ figure.max_open warning : 0})

from sklearn._preprocessing import LabelEncoder

# Audio library to exiract audio features
import librosa, librosa.display

# Deep Learning library for model learning and prediction
from keras.models import Sequential

from keras import regularizers

from keras.layers import Dense, Activation, Dropout

from keras.callbacks import EarlyStopping

from keras.utils.vis_utils import model_to _dot

from keras.utils import np_utils

def load_sample_audios(train):
sample = train.groupby( Class , as_index=False).agg(np.random.choice)
raw_audios = []
class_audios = []
for i1 in range(0, len(sample)):
X, sr = librosa.load( ./data/train/ + str(sample.ID[i]) + .wav )
x = librosa.resample(x, sr, 22050)
raw_audios.append(x)
class_audios.append(sample.Class[i])
return class_audios, raw_audios
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# Plot Waveplot
def plot_waves(class_audios, raw_audios):
for x, label in zip(raw_audios, class _audios):
plt_figure(figsize=(8, 20))
plt.subplot(10, 1, class_audios.index(label)+1)
librosa.display.waveplot(x)
plt.title(label)

# Plot spectrogram
def plot_specgram(class_audios, raw_audios):
for x, label in zip(raw_audios, class_audios):
plt.figure(figsize=(8, 40))
plt.subplot(10, 1, class_audios.index(label)+1)
specgram(x, Fs=22050)
plt.title(label)

# Plot log power specgram
def plot_log_power_specgram(class_audios, raw_audios):
for x, label in zip(raw_audios, class _audios):

plt.figure(figsize=(8, 40))
plt.subplot(10, 1, class_audios.index(label)+1)
d = librosa.amplitude_to_db(np.abs(librosa.stft(x))**2, ref=np.max)
librosa.display.specshow(d, x_axis= time , y _axis= log )
plt.title(label)

# Print raw mfcc for a randomly selected sample of each category
def extract_raw_mfcc(class_audios, raw_audios):
for x, label in zip(raw_audios, class_audios):
mfccs = librosa.feature.mfcc(y=x, n_mfcc=64).T
print(label, mfccs, \n)

# Data directory and csv files should have same name

DATA_PATH = train

train = pd.read_csv( ./data/ + DATA PATH + .csv )
class_audios, raw_audios = load _sample_audios(train)

extract_raw_mfcc(class_audios, raw_audios)

# Plot waveform, spectrogram and log power spectrogram
plot_waves(class_audios, raw_audios)
plot_specgram(class_audios, raw_audios)
plot_log_power_specgram(class_audios, raw_audios)
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Appendix C

Python code for plotting
spectrogram

# Load audio files and extract features
import numpy as np

import librosa

import pandas as pd

import os

from tqdm import tqdm

def specgram(ID, bands, Ffilename):

# function to load files and extract features
file_name = os.path.join(filename, str(ID) + .wav )

# handle exception to check if there isn't a file which is corrupted
try:

# here kaiser_fast ts a technique used for faster extraction

X, sample_rate = librosa.load(file_name, res type= kaiser_fast )

melspec = librosa.feature.melspectrogram(X, n_mels=bands)
logspec = librosa.amplitude to_db(melspec)

except:
print("Error encountered while parsing file:
logspec = np.zeros(bands*173)

', File_name)
return logspec.flatten()
if _name_ == _ main__ :

bands = 40

# Training data
train = pd.read_csv(''./data/train.csv")
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X = np.zeros((len(train)-2, bands*173))
J=0
for i in tgdm(range(len(train))):
if 1 != 1986 and i != 5312:

feature = spec(train.ID[i], bands, "./data/Train/")

XLJ,:len(feature)] = feature # Zero padding

J=1

np.savetxt(''./data/spectrogram ‘%d.txt" % bands, X)

# Test data
test = pd.read _csv("./data/test.csv")

X = np.zeros((len(test)-6, bands*173))
J=0
for 1 in tgdm(range(len(test))):
if i != 437 and i '= 1100 and i '= 1506 and i!= 2087 and i!= 2100 and i!=
o 2291:
feature = spec(test.ID[i], bands, "./data/Test/")
X[],:len(feature)] = feature # Zero padding
i1

np.savetxt("./data/spectrogram _%d_test.txt" % bands, X)
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Appendix D

Project plan

Project plan, tentative

2019

| | | | -
Today

Mon 1112119y Tue 12/2/19
EEMNEED Research Neural Networks, Non-recurrent
FFNN Deve
D FFNN second version
Mon 1/4/19' Mon 15/4/19
16 Apr - 17 Aprl® CNN second version
@B Easter holiday
EEEEED CNN second version, continued
BB Research NN, recurrent
Mon 13/5/19@' Mon 20/5/19
EEmmm—— Recurrent network LSTM
B Testing, comparing and refining
Research into sensor/loT
WD Presentation
I Actual presentation (preparation)

Report

Figure D.1: The initial project plan, with some updated dates

33



	Abstract
	Foreword
	Figures
	Terminology / Notation
	Intro
	Background and problem motivation
	Related work

	Thesis guidance and outline

	Theory
	A brief look into sound theory
	Sound sensing principles

	Deep learning and Neural Networks
	Forward/Backward propagation

	Acoustic fingerprinting
	Mel-frequency cepstrum


	Methodology
	Methods of classification
	Logistic regression
	Feed-Forward Neural Network (FFNN)
	Convolutional Neural Networks (CNN)
	Recurrent Neural Network (RNN)

	Extracting MFCC

	Design
	Optimization
	Gradient descent
	ADAM

	Activation
	Logistic
	Rectified Linear Unit (ReLU)
	Leaky ReLU
	Exponential linear unit (ELU)

	Code structure
	Packages and Libraries


	Results
	Accuracy scores
	Logistic regression
	FFNN
	CNN
	RNN


	Discussion
	Neural Network accuracy scores
	Further work
	Capturing audio
	Vesper VM1010 Piazoelectric MEMS Microphone
	IoT implementation
	Application areas

	Social and ethical implications

	Conclusion
	Bibliography
	Code: Main function
	Code: Extract MFCCs
	Code: Spectrogram
	Project plan

