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Abstract
Due to the requirements of the Web 2.0 applications and the relational databases
have a limitation in horizontal scalability. NoSQL databases have become more
and more popular in recent years. However, it is not easy to select a database
that is suitable for a specific use. This thesis describes the detailed design, im-
plementation and final performance evaluation of a key-value NoSQL database
for the SensibleThings platform, which is an Internet of Things platform. The
thesis starts by comparing the different types of NoSQL databases to select the
most  appropriate  one.  During  the  implementation  of  the  database,  the  al-
gorithms for data partition,  data access,  replication,  addition and removal of
nodes, failure detection and handling are dealt with. The final results for the
load distribution and the performance evaluation are also presented in this pa-
per. At the end of the thesis, some problems and improvements that need be
taken into consideration in the futures. 

Keywords: NoSQL databases,  key-value,  Internet of Things, SensibleThings
platform 
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Terminology
Abbreviations

IoT Internet of Things

NoSQL Not only SQL

RDBMS Relational Database Management System

UCI Universal Context Identifiers

URL Universal Resource Locator

CAP Consistency, Availability, Partition Tolerance

ACID Atomicity, Consistency, Isolation, Durability

Mathematical notation

H The average hop to find the super node responsible
for the data key.

S The average number of message for a super node to
find its next super node.
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1 Introduction
This chapter aims to give an overall introduction to the thesis and explain the
related concepts that make up the foundation of the project.  Implementation
details will not be covered here, just information relevant to understanding the
project. 

1.1 Background and problem motivation

The relational database management systems (RDMS) have been in a leading
position since the 1980s with products such as SQL server [3], oracle databases
[1] and MySQL [2]. They all have a good performance to store the structured
data. However, due to the development of web 2.0 and social networks, more
and more unstructured data is produced. The relational databases have a limita-
tion in horizontal scalability over several devices. This phenomenon makes the
relational databases have performance penalty when the number of data is very
large. In addition, the relational databases have strict relational schema leading
to an inability to meet the needs of certain web applications, for example blogs
containing many different kinds of data items; these data cannot be stored with
the same schema. Thus, NoSQL databases become more and more popular be-
tween the organizations and companies which need to deal with a lot of unstruc-
tured data. 

NoSQL [5] is also known as “not only SQL”, it provides a mechanism that the
data is modeled in means that is different from the relational databases, which
refers to the non-relational database management systems. NoSQL databases
are not built in table format and do not use SQL as its query language. They
have a better performance when dealing with a large volume of unstructured
data  sets  and  can  be  scaled  horizontally  over  several  servers.  This  makes
NoSQL database systems more suitable for processing a large amount of data
when the scheme of the data does not need a relational model. NoSQL data-
bases can be classified into four basic categories which are suitable for different
kinds of tasks key-value stores, document databases, column family stores and
graph databases. The advantages of NoSQL databases have made them popular
among a wide variety of applications. 

As we all know, connected devices will produce and process a lot of data. It is
obvious that the number and the types of data are increasing rapidly with the
development of Internet of Things (IoT) [23]. So the databases need to meet the
various requirements of the IoT. The traditional relational database management
systems will continue to play an important role in the Internet of Things when
dealing with data with highly uniform structure. However, when it icomes to the
management of various data with different data structures produced by several
sensors, devices and computers, the database for the IoT will have to be highly
scalable, flexible and available; the relational database cannot meet this require-
ment making the NoSQL databases necessary for the IoT. 
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The problem of this thesis is to apply and evaluate NoSQL technologies for the
Internet of Things, especially on the SensibleThings platform, which is a dis-
tributed IoT platform. 

1.2 Overall aim

The overall aim of this project is to analyze, implement and evaluate a NoSQL
database application which is reliable, available and scalable, and also how this
NoSQL database can be applied to perform complex queries over large amounts
of data for the SensibleThings platform which is a distributed Internet of Things
platform.

Therefore, the problem that is going to be solved in this project is how to apply
NoSQL database techniques on the SensibleThings platform to achieve the goal
of handling data sets produced by the nodes that are connected to the platform.

1.3 Concrete and verifiable goals 

The problem statement in this thesis is divided into 4 concrete goals:

1. Investigate if NoSQL databases are viable for the Internet of Things.

2. Compare different types of NoSQL databases and choose the most ap-
propriate type for the IoT and SensibleThings platform.

3. Create  a  NoSQL database  application  as  an  extension  to  the  Sensi-
bleThings platform with the following functions:

▪ Data partition

▪ Data access

▪ Replication and eventual consistency

▪ Handling addition and removal of nodes

▪ Failure detection and handling

4. Evaluate performance and propose future work.

1.4 Scope

This thesis has its focus on the analysis, design and implementation of the key-
value data model. During the implementation of the key-value data model, this
paper focuses on the data partition for the load balance of the system, the basic
operations and the complex operations for data access, the replication methods
and eventually consistency used for fault tolerance and the failure detection and
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handling, as well as the final performance evaluation of the database. It does
not focus on the application of the normal query languages, concurrency con-
trol, data integrity and security. 

The paper does not present detailed design and implementation methods for
other NoSQL data models, but it provides a brief introduction to them. 

1.5 Outline

Chapter 1 is an overall introduction to this paper,  including background and
problem motivation, as well as overall aim and concrete goals. Chapter 2 de-
scribes related work that has been carried out in other theses and the related the-
ory which is used in this project. Chapter 3 describes the detailed methodolo-
gies about how to deal with the concrete goals. Chapter 4 describes the detailed
design and implementation of the related algorithms that are used in the cre-
ation of the NoSQL database system. Chapter 5 presents the final results of load
distribution, as well as the performance evaluation of each algorithm. Chapter 6
is a conclusion including the summary of the entire project, as well as the prob-
lems and work that need to be carried out in the future. 

1.6 Contributions

In this project, section 4.3.2 about key design and section 5.2 about the results
of load distribution are proposed by Suna Yin and the author together. The re-
maining work of this project is carried out by the author. 
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2 Theory
This chapter aims to introduce related theory used in this project. 

2.1 The basic database concepts
This  section  describes  some  basic  concepts  that  are  common  in  database
systems. 

2.1.1 The CAP theorem

The CAP  [6] theorem has  been used widely by the database systems.  CAP
stands for Consistency, Availability and Partition Tolerance. The following is a
detailed introduction:

Consistency means all the members in a system can see the same result at the
same time after executing an operation.

Availability means that each request can receive a related response to notify if
the request is successful. 

Partition tolerance means that a system can continue to operate in spite of net-
work partitions. Another meaning of partition tolerance is that a system can deal
with the condition of nodes leaving and joining dynamically. I used the second
meaning of partition tolerance in this paper.

A distributed system can at most meet two of these three properties simultane-
ously as shown in Figure 2.1. 

Figure 2.1: The CAP theorem 
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2.1.2 ACID and BASE theorem

ACID [7] refers to the relational database’s transaction properties to guarantee
the database is reliable. These properties are atomicity,  consistency, isolation
and durability. The following is a detailed introduction:

Atomicity means that all the operations in one transaction are a unit. Therefore,
a transaction is either completed or not executed at all. Consistency means that
any transaction will transform the database from one valid state to another. Iso-
lation means that the effect of an incomplete transaction will not be visible to
the other transactions. Durability means that once a transaction has been com-
mitted, the results will be stored permanently.

A distributed system can only choose two of the following: consistency, avail-
ability and partition tolerance. In some applications, to be available and parti-
tion tolerant are more crucial than strictly consistent. This means that it is diffi-
cult to meet the ACID properties, in this case BASE theorem is applied. The
BASE stands for Basically available, Soft state, Eventually consistent. They en-
able a system to operate basically all the time and without having to ensure con-
sistency all the time, but must eventually be in the same known state. 

There is a trade-off between ACID and BASE systems. If the system needs to
have strict consistency and partition tolerance, ACID properties will be neces-
sary, however, if the system needs availability and partition tolerance more than
consistency, BASE properties are required. 

2.1.3 Strict consistency and Eventual consistency

Strict consistency [8] means that the values returned by all read operations must
be from the most recent write operation, no matter which replica has been cre-
ated by these operations. As mentioned above, strict consistency cannot be met
while at the same time being available and partition tolerant according to the
CAP theorem.

Eventual consistency [8] means that the system will return the latest value even-
tually if the system is in a stable state. In this case, a user might get an inconsis-
tent state of value when updates are being processed.

2.1.4 Range query

Range query [31] is a common database operation which used to retrieve values
in a range. For example, retrieving all temperature values of Room L212 from
15051013:00 to 15051113:00. Range query is done when it is not known how
many values will be returned.  
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2.2 Relational database

Relational database [4] is a database with a relational model which can organize
data in the form of table. Each table contains several rows which are used to
represent the different instances of a certain entity type and columns which are
used to represent the related values related to the instances. It is common that
the relational databases use different single tables to describe different entity
types. There is a unique key for each row in each table and it is possible to con-
nect the rows of the different tables can be connected by the same row key. In
order to be reliable for a relational database management system (RDBMS), the
transactions in RDBMS must meet the requirements of ACID.

Due to the simple relational model, relational databases have a leading position
in the field of databases, they are also suitable for handling structured data sets
and easy to use for complex query. 

2.3 NoSQL databases

Due to the development of Web 2.0 and social networks, more and more un-
structured data is produced. The relational databases have a limitation in the
horizontal  scalability  over  several  devices.  This  phenomenon  causes  perfor-
mance problems for the relational databases when handling a large amount of
data sets. Since the emergence of NoSQL databases, the trend has been increas-
ing. NoSQL database systems are more suitable for processing a huge number
of unstructured data. According to paper [9], NoSQL databases can be classified
into four basic categories which are suitable for different kinds of tasks; they
are key-value stores, document databases, column family stores and graph data-
bases. The following is a description of the four categories. 

2.3.1 Key-value stores

Key-value databases are the simplest NoSQL databases to implement. They are
similar to a map or dictionary where the value is retrieved by a corresponding
key. The data structure of the key-value stores is very simple, so these systems
do not have many schema restrictions. Any new data item, no matter what the
structure is, can be put into the store at any time without affecting existing data
items and the availability of the database system. Since key-value databases are
based  on  the  primary  key  access,  they  are  efficient  for  relatively  simple
operations which are carried out only by the keys, and their scaling abilityc is
very good. 

The key-value NoSQL databases that are more popular are Riak [11], Amazon
DynamoDB [12] , SimpleDB [13] and Redis [14]. 

2.3.2 Document stores

The key-value pairs are packed in documents in the document store databases.
All the keys must be unique in each document. This is why there is a particular
keyID in each document. This keyID is also unique in all the documents, to be
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able to identify its document. Although the values are transparent to the data-
base system, they can be searched as well. Therefore, the document databases
are more convenient for handling data items with complex structures like nested
object. It is similar to the key-value databases in that it is also schema free. To
store a new document that contains a lot of attributes and to add new attributes
of any length into the existing document can be done easily.  The document
databases are very convenient for data integrating and schema migrating.

MongoDB  [15] and CouchDB  [16] are very popular document NoSQL data-
bases. 

2.3.3 Column family stores

Column family stores  are  also  known as  column oriented  stores,  extensible
record stores and wide column stores. The data items are stored in column fami-
lies in column family databases. A column family is treated as a row that con-
tains many columns and can be identified by a unique row key. In this kind of
system, each row can store any number of key-value pairs and the related data
items are often searched together as shown in Figure  2.2. The row (a column
family) in the column family store can be compared with the row in the rela-
tional database system which is identified by a primary key and contains all the
columns in each table. The obvious difference is that the rows in the column
family store do not need to have the same number of columns and the columns
in each row can be different. 

It is important for the organization and partition of data items that the different
columns can form a column family. However, it leads to the system being less
flexible than key-value and document database systems and the column families
need to be pre-defined. 

Some of the popular column databases are Cassandra [17], HBase [18] and Hy-
pertable [19]. 

Figure 2.2: Column family store 

2.3.4 Graph databases

Not only the entities can be stored but also the relationships between them can
be stored in graph databases. Entities are represented as nodes which can have
an arbitrary number of properties and the relationships between entities are rep-
resented as edges which can also have an arbitrary number of properties. So the
organization of the nodes is through the edge and you can find the direct rela-
tionships between the nodes very fast. As shown in Figure 2.3, it is easy to find
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out that Julie is married to Bob. There can be more than one relationship be-
tween nodes. The different relationships can be described in the same graph
database. 

Compared  to  the  relational  database  systems  and  the  other  three  types  of
NoSQL databases that were introduced above, graph databases are more suit-
able to manage data items that are heavily linked. Therefore, applications which
have data  items with many relationships  are  more suitable  for  graph stores,
since operations that are complicated in other systems can become easier in
graph databases. For example, instead of recursive join, it can be implemented
by traversal.

The Neo4J  [20], Infinite Graph [21] and OrientDB [22] are some of the most
popular graph databases. 

Figure 2.3: Graph store 

2.4 Internet of Things 

The Internet of Things (IoT) [23] is a network connecting physical objects with
sensors,  software,  and electronics.  From the point of communication objects
and processes, the core of the IoT is the connection between physical things,
and the interaction between physical things and people. A thing in the IoT can
be a  human being,  an automobile  equipped with sensors to  warn the driver
when certain components are not working, an animal with a sensing chip, or
any other object which is assigned an IP address that can transmit data over a
network. 

The key components of IoT are RFID systems [25], which contains one or more
readers and several RFID tags. Wireless sensor networks also play an important
role in the IoT; they can be applied with RFID systems to track the status of
things with a better efficiency, such as their locations, temperatures, movements
etc. A detailed description of the components can be found in paper [26].
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IoT applications have been used in many fields, such as Intelligent transporta-
tion systems, environment protection, public security, industrial inspection, per-
sonal health, elderly care etc. IoT has challenged the traditional thinking that
physical infrastructure is separated from the Internet infrastructure. In the IoT
all physical things, chips, and broadband will be integrated as a unified infra-
structure. Due to the IoT, ordinary things become smart and connected making
it possible to access remote sensor data and to control the physical world from a
distance.

With the development of the IoT, the data generated from the various devices,
sensors, and applications become more and more significant. According to pa-
per [24], there is an important relationship between the IoT and big data. In the
IoT, the data requires more flexibility, agility, and scalability. So the amount of
data is becoming more and more varied, and how to handle big data in the IoT
has become and important challenge.

The relational database management systems (RDBMS) are an optional way to
handle data in IoT, however, RDBMS are more suitable for handling structured
data, they are limited when it comes to handing different types of data and hori-
zontal scalability over several servers. Databases need to adopt and meet these
new IoT requirements with greater data processing agility, multiple analytical
tools including real-time analytic, and consistent views of the data. 

2.5 SensibleThings platform 

The SensibleThings platform [27] is a distributed platform that can create fast
and efficient applications which are based on Internet of Things.  The Sensi-
bleThings platform provides an open source structure to connect different sen-
sors and actuators together. It contains five different layers and components as
shown in Figure 2.4. The layers are: interface layer, add-in layer, dissemination
layer, networking layer, and sensor/actuator layer. The interface layer provides
the public interface which is used for the communication between the applica-
tions and the platform; the add-in layer provides the functionality of adding op-
tional  and optimization algorithms to the platform; the dissemination layer pro-
vides the information dissemination of all the nodes that are connected to the
platform;  the  networking  layer  provides  the  connection  between  different
nodes; the sensor and actuator layer enables the different sensors and actuators
to connect to the platform. The detailed introduction of the five layers are ex-
plained in paper [28]. 

The SensibleThings platform can be used in different scenarios because of its
various characteristics. Such as the platform adopts peer to peer communication
and distributed hash table, furthermore the security mechanism in the platform
is not only data encryption, but also authentication of the one who accesses it. It
can run on many different devices such as sensors, smart phones, Raspberry Pi
devices, and desktop computers. However, the applications based on this plat-
form are  limited  to  simple  get,  set  and  subscription  based  communication.
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Hence there is no built-in database system. With the increasing devices, a data-
base is needed to store a large amount of data from the devices that are con-
nected to the SensibleThings platform.

Figure 2.4: Overall structure of the SensibleThings platform 
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3 Methodology 
In order to achieve the goals, some related methods are going to be used. This
section outlines the detailed methods used to deal with the concrete goals.

To achieve goal 1, investigating if NoSQL databases are viable for the Internet
of Things; I will first search on the Internet for some related papers about IoT
and NoSQL databases to learn of their basic concepts. I will then focus on un-
derstanding the relationship between IoT and NoSQL databases. For example, I
will search for information about the characteristics of data storage in IoT and
NoSQL databases. According to the above work,  I can find out if NoSQL data-
bases are viable for the Internet of Things.

In order to achieve goal 2, comparing the many different types of NoSQL data-
bases and determining which database is the most appropriate for the Sensi-
bleThings platform; I will start by downloading articles about different types of
NoSQL databases to research existing products. I will then compare them in de-
tail to understand the differences between them. This to for example learn more
about the differences of the data model, query model, replication model etc. I
will also research their advantages and disadvantages. Finally, I will find out
what the SensibleThings platform is and how it works. This way I can deter-
mine which models are the most appropriate for the SensibleThings platform. 

According to the above work, I will determine the type of database to be used
for the SensibleThings platform. Goal 3 is divided into 5 parts. I will read pa-
pers for reference to understand algorithms related to this goal. I will then make
improvements based on my findings to find detailed methods to deal with the
five parts. The specific methods are described as follows:

In order to achieve the first part of data partition, I will analyze and compare
different hash functions and different formats of the key to get good load distri-
bution over nodes for the system. In order to achieve the second part of the op-
erations for data access, I will study how this is done in the databases and ana-
lyze how to store the data can be beneficial for data retrieval. For example, how
to distribute similar data can speed up the query. In order to achieve the third
part of replication, I will compare different replication methods. I will test how
many replicas are good for fault tolerance and easy to ensure the consistency. In
order to achieve the fourth part of handling  addition and removal of nodes, I
will investigate the method to ensure that the data will be stored in the correct
node when the addition or removal occurs. In order to achieve the fifth part of
failure detection and handling,  I  will  compare how often to detect  and how
many nodes to detect simultaneously is best, and I will refer to other papers to
analyze a good method to handle the data in the failed nodes to make sure data
will not be lost.
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To achieve goal 5, evaluating the performance and proposing the future work, I
will  make some tests  to  evaluate  the efficiency and the  performance of  the
NoSQL database. I will run a large number of nodes and input large amounts
data records to test the load distribution of the system. In order to test the ability
of handling storage failure and check the replication, I will  add and remove
storage nodes at random. According to the final results, I will conclude the ad-
vantages and disadvantages of this system so as to propose future work.
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4 Design and Implementation
The overview structure of this section is presented in Figure 4.1 where the key-
value database is based on the Chord protocol which is implemented in the Sen-
sibleThings platform. There are five main functions implemented for the key-
value database in this paper; data partition, data access, which is composed of
basic and complex operations, replication, the addition and removal of nodes,
and failure detection and handling. The following gives a detailed description:

Figure 4.1: The overall structure of this project 

4.1 Key-value database

NoSQL databases can be classified into four basic categories which are suitable
for different kinds of tasks. They are described in section 2.3.

In comparison to the database systems, a key-value NoSQL database is more
suitable for the SensibleThings platform. The reasons are presented as follows: 

First, the data items produced by the nodes connected to the SensibleThings
platform are various and relatively small. The size of each data item is almost
less than 1M. The key value store is totally scheme free and can save more stor-
age space than the others.
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Second, the key-value store is very fast when it comes to data access, and the
scaling ability is very good. This means that the key-value database system will
have a better performance.

Third, the key- value store is easier to configure and implement than the others.

Therefore, a key-value database is the most appropriate for the SensibleThings
platform.  

4.2 The Chord protocol

The Chord protocol  [30] is an important protocol which is distributed, decen-
tralized and scalable. It is used to find the logical position of a data item in the
distributed system. 

In the Chord protocol, the system will use hash functions to assign an identity
to each node and the data key. These identities form a logical circle in which
each node will be responsible for the data items that are in the range from it and
its predecessor in the clockwise direction. All the nodes are equal in the ring
and  the  addition  and  removal  of  them  can  be  dynamical.  Each  node  only
records a part of the nodes in the circle. Therefore, if a node wants to search
another node, it must query some of the other nodes to find the right one. In this
case, when the addition or removal of nodes occurs, only some of the nodes are
affected and need to update. 

In the SensibleThings platform, each node gets its identity, which is also the lo-
cation in the logical ring, by using SHA-1 [35] hash function to hash its IP ad-
dress. 

4.2.1 Routing and Lookup

Each node has a routing table which records the information of the other nodes
in the ring, this routing table is also called finger table and it is made up several
fingers which are the positions of the other nodes. If the range of the ring is
from zero to P-1, the length of each finger table or the number of fingers will be
log P at most. Actually, P is determined by the number of bits of the hash val-
ues, for example, if the system uses SHA-1 hash function, which can produce a
160 bit hash value, so the range of ring will be from 0 to (2^160)-1 and the
length of each finger table will be 160 at most. 

The ith finger records the position of the node which is responsible for the po-
sition that is 2i−1 positions away. For example, the first finger records the po-
sition of its first successor node in the ring. The second finger records the posi-
tion of the node which is responsible for the position which is two positions
away and so on. The last finger will record the position of the node which is re-
sponsible for the opposite position in the ring. When a node looks up a data key,
it first searches its finger table to get the closest node which is not larger than
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the data key, then that node will do the same operation until finds the node
whose identity is not larger than the data key and first finger is larger than the
data key. The first finger of this node will be responsible for the data key. 

Figure 4.2 is an example of the routing and lookup in Chord protocol. As shown
in this figure each node maintains a finger table whose length is 5. Node 28
wants to lookup data key, which is equals to 12. Node 28 then starts by search-
ing its finger table, as its fourth finger is 4, which is the closest node that is not
larger than 12, so node 4 will  repeat this  same operation until  the search is
passed to node 11, node 11 will search its finger table and find that its own
identity 11 is not larger than 12 and its first finger 14 is larger than 12, so node
14 is responsible for key 12.

Figure 4.2: An example of routing and lookup

As  the  fingers  in  each  finger  table  increase  exponentially,  each  search  will
shorten to half of the original distance at least. Therefore, the number of nodes
that are involved in each query is O (log N) at most. N is the number of nodes
in the logical ring. 

4.3 Data partition

Data partition means that the data is distributed among the nodes; each node
only has a part of the data items. This solves the problem of load balance and
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the scaling problems in the replication scheme. However, it makes searching the
data become complicated.

This key-value NoSQL database’s partition method depends on the consistent
hashing to distribute the load over multiple storage nodes. Furthermore, the for-
mat and the hash value of the key will play an important role in the data parti-
tion, since it determines the load balance to some extent. 

4.3.1 Consistent hashing

In order to hash the nodes and the data keys, a variation of hashing called con-
sistent hashing [29] has been used in this system.

In consistent hashing, each node and each data key will be mapped to a differ-
ent point in a ring based on their hash values. When finding the node responsi-
ble for the data key, the system will check the nodes in the ring until it finds a
node which is the first successor of the data key in the clockwise direction.
Therefore, each node will be responsible for the range between it and its first
predecessor in the ring. As shown in Figure  4.3, node A will store data items
that in the range [C, A), so key k will be stored in node A.

The main advantage of consistent hashing is that the addition or removal of a
node only affects a small data set and its successor, but the other nodes remain
unaffected. For example, when node D is inserted into a point which between
the data key and node A, then the data keys in the range [C, D) that were as-
signed to node A will now need to be handled by node D. Similarly, when node
D leaves the system, node A will still be responsible for the data in the range [C,
D). 

Figure 4.3: consistent hashing

The basic consistent hashing algorithm has some disadvantages. First, the posi-
tion of each node is assigned randomly in the ring, it leads to the distribution of
data items not being balanced. Second, not all the nodes in the SensibleThings
platform are stable, which means each node can leave and join the system at
any time. If some nodes leave and join frequently, it will make data processing
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more difficult. To handle these issues, this NoSQL database defines two kinds
of nodes, one is the ordinary nodes and the other is the super nodes. The ordi-
nary nodes cannot store data and they can leave and join the system at any time
dynamically. However, the super nodes in the system are relatively stable and
they can be used to store data.

The advantages of using super nodes are that the load distribution improves and
the super nodes cannot leave and join frequently. Thus it can reduce some oper-
ations to handle the data in the unstable nodes. However, the disadvantage of
this method is that when finding the node responsible for the data key, if the
node is not a super node, it needs to continue to find the next node until it finds
the first super node. As shown in Figure 4.12, the node responsible for the data
key k is node E, but node E is not a super node, so continue to find the next
node clockwise and node A is a super node, so the node responsible for the data
is node A. 

4.3.2 Key design

The key in this section refers to the data key. This section introduces the design
of the data key, it contains the design of the key's format and the design of key's
hash value, as well as the bits allocation and different hash functions for the
key's different segments.

4.3.2.1 The format of key

In order to improve performance of this NoSQL database, a list of key design
requirements have been constructed. For example, it must make sure the system
is load balanced and convenient for data access. 

There are a lot of nodes connected to the SensibleThings platform, a node can
be anything, such as a computer, a mobile phone, a sensor and so on. The data
sets produced by different nodes must be very. It is obvious that the data key
must have a unique ID to identify each data item; furthermore, not all data has
the same attribute. For this reason, the key is designed in the following format
where the attribute can be null if a data item does not have any attributes. This
is shown in Table 1.

Table 1: The format of key

Key: ID attribute

However, how to design the ID also becomes an important matter. Because each
node can produce data without dealing with the other nodes, there is no reason
to use a unique natural number to represent a data item, because it is not easy to
control and remember.
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Because each node can send its data at any time and any location, it can use the
location and time to represent the data produced by the same node. However, if
there  are  several  nodes  producing  data  at  the  same  time  and  location,  the
method will be ineffective. In this case, the type of data can be used together
with the time and location to identify the data. Therefore, the ID can be de-
signed in the format shown in Table 2 where “location” is the node's location
and “time” is the time when the data was produced and “type” is the type of the
data. It is also possible to change the positions of the three parts. For example,
type_location_time and time_location_type are both possible. All related work
in this paper is based on the format location_time_type.

Table 2: The format of ID

ID: location time type

Therefore, according to Table 1 the format of the key can be represented as in
Table 3:

Table 3: The format of the detailed key

Key: location time type attribute

This paper is based on a particular scenario, which is to handle the data sets
produced by the sensors in all rooms at Mid-Sweden University. The sensors
can be temperature sensors, humidity sensors etc. In this scenario, the data does
not  have  any  attributes,  so  in  this  paper  the  format  of  the  key  is
location_time_type as shown in Table 4.

Table 4: The format of key in the paper's scenario

Key: location time type

Table 5 shows an example of the key. “L212” is room number at Mid-Sweden
University; “2015051013:00” is the time when the sensor produced the data, it
has  the  format  YYYYMMDDHH:mm  where  Y  represents  year,  M  means
month, D means day, H means hour and m represents minute; “temperature” is
the type of data. So the key represents the data item which is the temperature
value of room L212 which was produced at 13:00 10th of May in 2015. 

Table 5: An example of the key

Key: location time type

18



Creating a NoSQL database for the Internet of Things – Creating a key-value
store on the SensibleThings platform. 
Sainan Zhu 2015-06-10

Key: L212 2015051013:00 temperature

4.3.2.2 The hash value of key

The hash value of the key can determine the stored node of the data. Taking this
one step further, it can determine the load distribution of the system. It is neces-
sary that a database has the ability of complex query, because the key-value
store can retrieve values only by the key, so the hash value of the key deter-
mines the complex query of the system to some extent.

A conventional method to get the key's hash value would be to use a certain
hash function to hash the whole key directly. However, this creates certain prob-
lems. One is that the data with the same location may be distributed randomly
in different nodes which are very far away, thus it leads to performance penalty
on the complex query. The other problem is that when the whole key is not
known, as in this case, the value can not be retrieved. To solve these problems,
a new method based on the format of key is carried out, which is called seg-
mented hash partition method.

In the segmented hash partition method, the hash value of the key is the connec-
tion of  the hash values  of  the three  segments  which  are “location”,  “time”,
“type”. For example, if there is a temperature sensor in room L212, it produced
the value 21  at one o’clock, 10 May, 2015. According to the format of the℃
key, the key of this data item is L212_2015051013:00_temperature. The hash
value of this key is the connection of hash(L212) and hash(2015051013:00) and
hash(temperature). The hash functions for the three segments can be different in
different scenarios. If using the FNV hash function [34] to hash the three seg-
ments, the results are shown in Table 6.

Table 6: An example of the hash value of the key.

Segments: location:

L212

time: 

2015051013:00

type:

temperature

Hash Value: “8f0bf74e” “c02178af” “8f0bf74e”

Hash Value of Key: “8f0bf74e74eafdfec02178af”

As introduced above, the positions of the three segments can be changed. How-
ever, the hash value of the key will be different. The difference is that if the “lo-
cation” segment is in the first position, the data items which are produced by
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the sensors in the same location have a high possibility of being distributed in
the same node or neighbored nodes; if the “time” segment is in the first posi-
tion, the data items which are produced at the same time have a high possibility
of being distributed in the same node or neighbored nodes; and if the “type”
segment is in the first position, the data items which are have the same type
have a high possibility of being distributed in the same node or neighbored
nodes. Which format is better depends on the user’s needs and the scenario. 

The main advantage of using the segmented hash partition method is that it has
a good performance for data access, it is very convenient for range query. The
detailed description of range query can be found in section 4.4.2.1. 

4.3.2.3 Different bit allocations for hash values of key segments

The key's segments are location, time and type.

That the hash values of the data keys have a low probability of being the same
is key, because it will affect the load distribution of the system. So it is impor-
tant to assign suitable bits for each segment’s hash value.

The SensibleThings platform uses SHA1[35] hash function to get the hash val-
ues of the nodes. SHA1 hash can produce a 160-bit hash value. So the length of
hash value's data key must be less than or equal to 160 bits, and how to assign
the 160 bits to the hash value of each segment becomes a crucial problem. 

The principal of bit allocation depends on the number of each segment. If the
number of location is greater than the other two segments, more bits should be
assigned to it. As the paper is based on the scenario of handling the data sets
produced by the sensors in all rooms at Mid-Sweden University, there is a large
number of locations and times, more than the number of types. So it is reason-
able to assign more bits to the hash values of “location” and “time” segments,
and as the number of data types is less than 210 , it is enough to assign 10 bits
for the hash value of “type” segment.

In order to research how many bits assigned to the hash values of the segments
is better for the data distribution. Two methods of bit allocation are tested in this
paper. Because “location” and “time” are almost the same, and it has been de-
cided that assigning 10 bits to the “type” segment,  only the first segment is
tested for different bit allocation. In detail, in the first method, 32 bits are as-
signed to the hash value of “location” segment, 64 bits are assigned to the hash
value of “time” segment and 10 bits are assigned to the hash value of “type”
segment. In the second method, assigning 64 bits to the hash value of “location”
segment, the remaining two segments are the same as in the first method. This
is shown in Table 7.

Table 7: Two methods of bit allocation.
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Segments location time type

Bit allocation 1 32 bits 32 bits 10 bits

Bit allocation 2 64 bits 32 bits 10 bits

4.3.2.4 Different hash functions for key segments

Different hash function has different hash values that can lead to different load
distribution of the system. So it is important to apply a suitable hash function to
each segment. In order to get the better result of data partition, several hash
functions have been tested: the Jenkins hash function [32], FNV hash function
[34], Murmur hash function  [33] and the conventional modulo division hash
function. 

In order to investigate which hash functions are better for the data distribution.
Two  methods  are  tested  in  this  paper.  Because  the  key's  format  is
location_time_type,  the hash value of the “location” plays  a more important
role than the other two segments in data distribution. For this reason, different
hash functions are only tested for the “location” segment. Furthermore, accord-
ing to the bit allocation for the hash value of  “type” segment, the conventional
modulo division hash function is used for the “type” segment to produce a hash
value with 10 bits. In detail, the first method uses Jenkins hash function [32] to
hash the “location” segment, FNV hash function  [34] to hash the “time” seg-
ment and the traditional modulo division hash function for the “type” segment.
The second method uses Murmur hash function [33] to hash the “location” seg-
ment, the remaining two are the same as in the first method. This is shown in
Table 8.

Table 8: Different hash functions for different segments.

Segments location time type

Method 1 Jenkins 

hash function 

FNV 

hash function 

Modulo 2^10

hash function

Method 2 Murmur 

hash function

FNV 

hash function

Modulo 2^10

hash function
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4.4 Data access

This section describes the operations for data access. It includes two parts, one
is  the  basic  operations  composed of  nodes  joining  and putting,  getting  and
deleting data; the other is complex operation for data access

4.4.1 Basic operation for data access

It is necessary to meet the requirement of data access for a database. This sec-
tion describes the related basic operations for data access;  it  contains nodes
joining the database, as well as putting, getting and deleting data according to
the key. The overall structure of putting, getting and deleting data is shown in
Figure 4.4.

Figure 4.4: The overall algorithm structure of the basic operation 

4.4.1.1 Nodes join the database

In the SensibleThings platform, each node has a Universal Context Identifier
(UCI), which is similar to the combination of Uniform Resource Locator (URL)
and email address. For example, node1@miun.se/sensor. The node can join the
system by registering its own UCI, after registering, any other node can resolve
the UCI. 

A node needs to input its own UCI before joining the system and because only
the super nodes can store data in this system, it needs to be determined for each
node if it is a super node when joining the system. The operation interface is
shown in Figure 4.5.
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Figure 4.5: Join operation

4.4.1.2 Put data

Putting data means to store the data in the memory based on the data key. The
node can input the data key and value and then click the “put” button to com-
plete the put operation.  In this operation, the key's three segments and the value
cannot  be  empty.  For  example,  node  D  wants  to  put  the  data
(L212_2015051013:00_temperature,  21),  the  operation  interface  is  shown in
Figure 4.6. If the put operation is successful, the request node will receive a re-
sponse.

Assuming the request node is node D, the detailed process is described as fol-
lows:

1. Node D will look up super node A which is responsible for the data key.

2. Node D will send a put message to super node A.

3. If the data value is not null, super node A will store the data in its stor-
age and then send a response to node D. 
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Figure 4.6: Put operation

4.4.1.3 Delete data

Deleting data means to delete a data item from the database system. This opera-
tion can be completed through the put operation. If a node wants to delete data,
it executes the put operation in which the data value is empty. In this operation,
the key's three segments cannot be empty. For example, node D wants to delete
the  data  (L212_2015051013:00_temperature,  21),  the  operation  interface  is
shown in Figure 4.7.

Assuming the request node is node D. The detailed process is described as fol-
lows:

1. Node D will look up super node A which is responsible for the data key.

2. Node D will send a put message to super node A.

3. If the data value is null, super node A will delete the data in its storage
and then send a response to node D. 
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Figure 4.7: Delete operation

4.4.1.4 Get data

The basic operation of getting data means to get a data value by searching the
whole data key. The location, time and type can be input separately, and then
the “Get” button is clicked. The operation will be successful if the data has been
stored in the database previously, otherwise the operation fails. In this opera-
tion, the three segments cannot be empty. For example, node D wants to get the
data (L212_2015051013:00_temperature, 21), the operation interface is shown
in Figure 4.8.  

Assuming the request node is node D, the detailed process is described as fol-
lows:

1. Node D will look up super node A which is responsible for the data key.

2. If super node A has the data, it will fetch the value based on the key.

3. Super node A will send the response to node D. 

25



Creating a NoSQL database for the Internet of Things – Creating a key-value
store on the SensibleThings platform. 
Sainan Zhu 2015-06-10

Figure 4.8: Get operation

4.4.2 Complex operation for data access

This  section describes  the complex operation of  data  access;  it  contains  the
range query which is used to search several data sets which are between an up-
per and a lower boundary. 

4.4.2.1 Range query

Range query is  a  common database  operation  that  searches  the  values  of  a
range. There is no common language for NoSQL databases yet. Due to the sim-
ple data model, this key value NoSQL database only provides key based opera-
tions. 

The only way to query the stored value is through the keys in a key-value data
store. If a key is known, according to the get data operation, it will be very easy
to get the corresponding value. However, how to get the corresponding value if
only a part of the key is known is a big problem, because it is not that easy to
remember all the keys. What is more, if a user wants to get some values in a
certain range, the capability of range query becomes more important in this sit-
uation. 

One method for range query is based on the idea of traditional relational data-
bases is using index. The idea is to put some new key-value pairs where the key
is the single segment and the value is the original data key into the database.
For example, there is a data item with key L212_2015051013:00_temperature
and the value 21 . The system not only puts this key-value pair into the data℃ -
base,  but  also  the  indexes  (L212,  L212_2015051013:00_temperature),
(2015051013:00,  L212_2015051013:00_temperature),  (temperature,
L212_2015051013:00_temperature) into the database. A node can get the key
“L212_2015051013:00_temperature” by “L212”, “2015051013:00” or “temper-
ature”, and then get the final value 21  based on the key. The disadvantage of℃
this method is that the system needs a lot of extra spaces to store the indexes. In
addition, it is not convenient for data updating and system maintenance. 

A new method for range query which is based on the format of the key is pre-
sented in this thesis. There are three basic range query situations: *_time_type,
location_startTime~endTime_type, location_time_*. The union operation is not
presented in this paper, since a node can search several times instead of a union
operation. The symbol “~”means “to”, “*” means “all”, “startTime” means the
staring time to query and “endTime” means the ending time of the query. For
example, if a user input key equals *_startTime~endTime_type, it means that
the user wants to search all the locations' values when the type is known and
time is from “startTime” to “endTime”. The detailed implementation is intro-
duced below. 
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1. *_time_type

The hash value of the key is the connection of the hash values of location, time
and type (introduced in section 4.3.2.2). Assume that the FNV hash function to
hash “location” which can produce a 32-bit hash value, in this case, it will look
up the super nodes that are responsible for all the keys whose hash value for
“location” is from 00000000 to FFFFFFFF which is represented as a hexadeci-
mal number, and then get the data whose time and type are equal to the given
time and the given type. The algorithm structure is shown in Figure 4.9.

Figure 4.9: The algorithm structure of range query

For example, there is a data item whose key is L212_2015051013:00_tempera-
ture, the hash value of “2015051013:00” is “c02178af” and the hash value of
“temperature” is “8f0bf74e”, all the hash values are presented as a hexadecimal
number,  so  if  a  node  inputs  the  key=*_2015051013:00_temperature,  it  will
query  the  super  nodes  responsible  for  the  hash  values  which  are  from
“0000000074eafdfec02178af” to “FFFFFFFF74eafdfec02178af”. Thus, it does
not need to search all the nodes to get the corresponding values. The request
node can complete the operation by inputting “*” instead of “location”, The op-
eration interface is shown in Figure 4.10.
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Figure 4.10: *_time_type query operation

In this case, it needs to look up the super nodes responsible for all the 232

keys, so it will take a long time to carry out this operation, so the efficiency of
this operation is not very good. For this reason, it is better to know the specific
value of  “location”.  

2. location_startTime~endTime_type

This case is different from the method described above. In this case, the “loca-
tion” is known, so it does not need to search all the nodes that in the range of its
hash value. Firstly, it needs to get the hash value of  “location” (assuming this
hash value is h). Secondly, it needs to find the super node (assume this super
node is node A) that is responsible for h. Thirdly, node A searches its storage to
get the data whose location and type are equal to the given location and type,
and the time is between the given startTime and endTime. Finally, if the length
of string h is n and the first n characters of node A’s hash value form a string str
which is equal to h, then finding node A’s next super node (assume this super
node is node B) and carry out the same operation in node B. Continue to find
the next super node until a super node is found whose first n characters form a
string which is larger than h. Figure 4.11 shows the structure of the algorithm.
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Figure 4.11: The algorithm structure of location_startTime~endTime_type

For  example,  as  shown  in  Figure  4.12,  if  a  node  wants  to  query
L212_2015051013:00~2015051113:00_temperature, it means the node wants to
search the temperature in room L212 when the time is from 2015051013:00 to
2015051113:00. The hash value of “L212” is “74eafdfe”, so the super node re-
sponsible for “74eafdfe” is node A, the length of string “74eafdfe” is 8 and the
first 8 characters of node A’s hash value form a string is “84ec3561” which is
larger than the string “74eafdfe”, so the user can get the corresponding values in
node A. The request node can complete the operation by inputting the starting
time and ending time separately.  The operation interface is shown in Figure
4.13.

Figure 4.12: Find responsible super node
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Figure 4.13: location_startTime~endTime_time query opration

3. location_time_*

This case is similar to the previous case. The location and time are known, as-
suming the hash value of “location” is h1 and the hash value of “time” is h2.
Firstly, get the connection of h1 and h2, assuming it is h. Secondly, to find the
super node (assume this super node is node A) that is responsible for h. Thirdly,
node A searches its storage to get the keys whose location and time are equal to
the given location and time. Finally, if the length of string h is n and the first n
characters of node A’s hash value form a string str which is equal to h, then find
node A’s next super node (assume this super node is node B) and do the same
operation in node B. Continue to find the next super node until a super node is
found whose first n characters form a string which is larger than h. The algo-
rithm structure is shown in Figure 4.14.

Figure 4.14: The algorithm structure of location_time_* 
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For  example,  as  shown  in  Figure  4.12,  if  a  user  wants  to  query
M212_2015051013:00_*, it means the user wants to search all the values that
in the room M212 when the time is 2015051013:00. The hash value of “M212”
is “74eafdfe” and the hash value of “2015051013:00” is “c02178af”, so the su-
per node that is responsible for “74eafdfec02178af” is node A, the length of
string “74eafdfec02178af” is 16 and the first 16 characters of node A’s hash
value  form  a  string  is  “84ec356113478adc”  which  is  larger  than  the
string”74eafdfe”, so the user can get the corresponding values in node A. The
request node can complete the operation by inputting “*” instead of “type”, The
operation interface is shown in Figure 4.15.

Figure 4.15: location_time_* query operation

4.5 Replication

In order  to  achieve  high availability and durability,  each  super  node in  this
NoSQL database replicates its  data  on multiple  super nodes.  In case certain
nodes fail, the responsibilities of the failed nodes should be taken on by the
other nodes. 

I define that each data is stored at 3 super nodes. Each super node will be in
charge of the replication of the data items that fall in its region (the region is
from the predecessor super node to the node in question). This means each su-
per node not only stores the data in its range locally, but also replicates the data
at the 2 clockwise successor super nodes in the ring. So in this case, each super
node will be responsible for the range between it and its second predecessor su-
per node. For example, as shown in Figure 4.12, the super node responsible for
the data key is node A, but node A not only stores the data but also replicates
the data at node B and node D. So node D will store data in the ranges [B, D),
[A, B), [D, A). As a result, when a super node updates its local data, its next two
super nodes will be notified and modify their replicas accordingly to make sure
the data in the three super nodes remains consistent.
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It is obvious that the disadvantage of replication is that it requires more space to
store data. What is more, extra time is required to update the replicas, since the
data items must be written to three super nodes. The advantage of replication is
that it makes sure the data cannot be lost when a node fails. 

4.6 Nodes join and leave

When a new node joins the database system or an existing node leaves the sys-
tem, unless it is a super node, it will not affect the other nodes. However, if this
node is a super node, it will have effects on the next three super nodes. 

4.6.1 Adding super nodes

As shown in Figure 4.16, if there is super node F joins the database system be-
tween node B and node D, then node D needs to transfer the data that in the
range [B, F) to node F. The operation node D needs to carry out is to compare
the data in its storage and send the data in the range [B, F) to the new super
node F.

Figure 4.16: The addition of a new super node

However, if there are more than one super node joining the system between
node B and node D, assuming the new super nodes are node G, node H, and
node I as shown in Figure 4.17, each node will send its data to its next super
nodes, so each node can record its two predecessor super nodes, in this case,
node D knows its two new predecessor super nodes are node G and node H, so
node D can separate its data in the range [G, D), [H, G); thus node D can send
the data in the range [H, G) directly to node G. However, node D cannot decide
which super nodes should be responsible for the data that is not in these two
ranges, so node D needs to put these data items into the ring again and make
them find their super nodes.
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Figure 4.17: The addition of more than one super node

4.6.2 Removing super nodes

As shown in  Figure  4.17,  if node G leaves the DHT voluntarily, node G will
send its data items in the range [H, G) to its next super node D, and then node D
will update its two replicas. However, what to do if node G leaves the DHT in-
voluntarily is described in detail in subsection 4.7. 

4.7 Failure detection and handling

This section describes the process of how to detect and handle failures. 

4.7.1 Failure detection

In order to avoid data items being lost, failure detection is necessary. In this
NoSQL database,  each  super  node will  send its  data  to  the  next  two super
nodes, so each node can record its two predecessor super nodes. Each node will
carry out the same operation in every two minutes, so that each node can detect
the failure within two minutes at most if its predecessor super nodes have been
changed. 

There are two kinds of situations: the first is that its new first predecessor super
node is its old second predecessor super node; this means that its old predeces-
sor super node has left. The second situation is that its new first predecessor su-
per node is before its old second predecessor super node in clockwise direction.
This  situation means two things:  one is  that  only its  two predecessor  super
nodes have left or crashed; the other meaning is that there are the other nodes
that have left or crashed, not only its two predecessor super nodes. 

4.7.2 Failure handling

In order to solve the two situations introduced above, the related operations are
needed.
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If the first situation takes place, this super node need to put the data items that
are replicated by its old first predecessor super node into its own storage. For
example, as shown in Figure 4.17, if node G leaves the DHT involuntarily, node
D only can detect that node G has left by receiving the message from node H,
and then node D puts its replica data that belongs to node G into its storage.

If the second situation takes place, the super node needs to put the data items
that are replicated by its two old predecessor super nodes into its own storage.
For example, if there are two adjacent super nodes before node D that leave the
system, as shown in Figure 4.17, i.e. if node G and node H leave the DHT si-
multaneously,  node D will  detect  their  departure  by receiving  the  messages
from node I and node B, and then put the data in the range [G, D) and range [H,
G) into its storage. However, if there are more than two adjacent super nodes
before node D that leave the DHT simultaneously, node D cannot detect other
nodes except node G and node H, so the flaw of this project is that the other su-
per nodes’ data will be lost in this case. 
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5 Results
This section describes the final results of this project. This part is divided into
two parts. The first part presents the results of the performance evaluation. The
second part presents the results of load distribution over the super nodes of the
system.

5.1 The results of performance evaluation

This section includes the results of the performance evaluation of finding the
super node responsible for data, putting and getting data, range query, replica-
tion, failure detection and handling.

The performance of the system is evaluated by the number of messages that
have been sent by the affected nodes. In this section, assuming the number of
nodes is N, the number of super nodes is M, so the number of the ordinary
nodes is N-M. 

5.1.1 The average hop of the system

The hop means the number of ordinary nodes between the data and its next su-
per node when a node responsible for a data item is not a super node. For exam-
ple, as shown in Figure 5.1, if the data is in sub-region 0, the hop is 3, and if the
data is in the sub-region 1, the hop is 2.

Figure 5.1: Average hop

The M super nodes divide the ring into M regions. Assuming that region i has
mi ordinary nodes,  so it  has mi+1 sub-regions.  As shown in Figure  5.1,
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there are 3 regions, and region 0 has 4 sub-regions, region 1 has 2 sub-regions,
region 2 has 1 sub-regions. The probability of a data item in region i’s sub-re-
gion j is Pij which equals:

 
Pij=

ID j+1−ID j

SIDi+1−SID i

where  ID j means the hash value of node j and SID i is the hash value of
super node i. The hop in sub-region j is mi− j , so the average hop in region i
is H i which equals:

H i=∑
j=0

mi ID j+1−ID j

SID i+1−SIDi
∗(mi− j)

.

Since the probability of a data item in region i is Pi which equals:

Pi=
SID i+1−SIDi

2160 .

So the average hop in the system is H which equals:

H=∑
i=0

M−1 SIDi+1−SID i

2160
∗∑
j=0

mi ID j+1−ID j

SIDi+1−SID i

∗(mi− j)
.

This paper uses the character H to represent the average hop in the following
sections. 

5.1.2 The performance of finding super node responsible for a data key

This procedure is divided into two steps; firstly, to find the node responsible for
the data by Chord protocol; secondly, if this node is an ordinary node, then find
the next node until the super node is found. As we all know that the average
number of messages used for Chord protocol is O(logN ) , the average num-
ber of messages used for finding the super node is the average hop H. 

Therefore, the average number of messages needed is:

R=O(logN )+H .

This paper uses the character R to represent the average number of messages in
the following sections. 
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5.1.3 The performance of a super node finding its next super node 

It is necessary that a super node finds its next super node when executing the
operation of range query and replication. The average number of messages in
this process is determined by the number of ordinary nodes between two super
nodes. The number of ordinary nodes is N-M, so the average number of ordi-
nary nodes between two super nodes is (N−M )/M .

Therefore,  the  average  number  of  messages  that  are  needed  is  S which
equals 

S=(N−M )/M+1 . 

This paper uses the character S to represent the average number of messages in
the following sections. 

5.1.4 The performance of putting and getting data

Both putting data and getting data need to find the super node responsible for
the  data  first.  So  the  average  number  of  messages  for  this  procedure  is
R=O(logN )+H . After finding the super node responsible for the data suc-

cessfully, the request node can send a put or get request message to the super
node, and then the super node returns a put or get response message to the re-
quest node. So this procedure needs 2 messages.

As a result, the average number of messages needed is:

R+2 .

5.1.5 The performance of range query

As described in section 4.4.2.1, range query is divided into three cases, the per-
formance of the last two cases are almost the same. Firstly, to find the super
nodes responsible for the keys (assuming the number of these super nodes is
m), it needs R+S∗(m−1) messages. Secondly, to send m messages to the m
super nodes, it needs m messages. Thirdly, the m super nodes will send m re-
sponse messages to the request node

Therefore, the average number of messages needed in the two cases is:

R+S∗(m−1)+2m .

According to the algorithm, if assigning b bits for the hash value of the “loca-
tion” segment, the first case needs 2b∗R messages to find the corresponding
super nodes (assuming the number of the super nodes is m), it needs to send m
request messages to the super nodes, then the m super nodes send m responses
to the request node. 
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Therefore, the average number of messages that are needed in this case is:

2b∗R+2m .

5.1.6 The performance of replication

It has been mentioned that each super node will replicate its local data to its
next two super nodes. 

First, each super node needs to find its next super node (assume it is node A)
and send a replicate request message to node A; second, node A needs to find its
next super node (assume it is node B) and send a replicate request message to
node B.

The average number of messages needed for finding a super node’s next super
node is S and send replicate request needs 1 message. There are M super nodes
in the system, so the average total number of messages for replication is:

2(S+1)∗M .

5.1.7 The performance of the addition and removal of super nodes

This  section is  divided into two parts:  the performance of the adding super
nodes and the performance of removing super nodes.

5.1.7.1 Addition of super nodes

There are two cases in this section, one is when only one super node joins the
system, the other is when more than one super node joins the system.

If only super node A joins the system before super node B; node A will first
look up its next two super nodes and send replicate messages to them; it needs
2(S+1) messages. Then node B will check its local data and send 1 message

to node A to make node A store the data that belongs to it.

So in this case, the average number of messages needed is: 

2(S+1)+1 .

If more than one super node joins the DHT before super node B (assuming the
number of new super nodes is m); the m new super nodes will first look up their
next  two  super  nodes  and  send  replicate  messages  to  them,  this  requires
2m(S+1) messages. Then super node B will check its local data, assuming

that there are n data items in node B before, there are now only n1  data
items that belong to it and there are n2 data items that belong to its first prede-
cessor super node, so according to the algorithm, it needs 1 message to send the

38



Creating a NoSQL database for the Internet of Things – Creating a key-value
store on the SensibleThings platform. 
Sainan Zhu 2015-06-10

n2 data items to its predecessor super node, and (n−n1−n2)∗R messages
to find the super nodes responsible for the n−n1−n2 data. If the number of
the responsible super nodes is m, then send m messages to the super nodes and
the m super nodes send m responses to node B.

Therefore, in this case, the average number of messages needed is:

2m(S+1)+1+(n−n1−n2)∗R+2m .

5.1.7.2 Removal of super nodes

If there are m super nodes leaving the DHT voluntarily, according to the algo-
rithm, they will look up their next super nodes and send message to them to
store their data.

 Therefore, the average number of messages needed is:

m(S+1) .

5.1.8 The performance of failure detection and handling

The detailed process of failure detection has been described in section 4.7, if a
failure occurs, it needs at most 2 minutes to detect it. If super node B (assuming
its next super node is node C, and its predecessor super node is node A) leaves
involuntarily; node A will first find its new two next super nodes and send repli-
cate message to them, this requires 2(S+1) messages. Then node C knows its
predecessor super node has changed, placing its replica data items which belong
to node B into its storage. 

So the average number of messages needed to handle the failure is:

2(S+1) .

5.2 The results of load distribution over super nodes

The load means the number of the data items in each super node.

In the following figures, the X-axis means the super node's number and the Y-
axis means the load in each super node. The nodes are sorted in an ascending
order according to their load.

5.2.1 Comparison of different bit allocations

The bit allocation refers to the bit allocation for the hash values of the key's dif-
ferent segments which are “location”, “time” and “type”.
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In section 4.3.2.3 two methods that are designed to distribute the bits for each
segment are introduced. In order to compare which method is better for the load
distribution of the system, 21 super nodes and 500 data items were used to test.
The test result is shown in Figure  5.2 where the blue line is the first method
where 32 bits were assigned for the hash value of the “location” segment and
the read line is the second method where 64 bits were assigned for the hash
value of the “location” segment.  From this figure, we can see that the blue
curve is more stable than the red curve, so in this test, the first method is better
than the second method. Thus the first method which assigns 32 bits for the
hash value of “location” segment is chosen for the scenario used in this paper.
However, in general, the two methods are almost the same, except for the last
node.

Figure 5.2: The load distribution of different bits allocation

5.2.2 Comparison of different hash functions

The hash functions here refers to the hash functions used in the segmented hash
partition  to  hash  the  key's  different  segments  which  are  “location”,  “time”,
“type”. 

In section 4.3.2.4 two methods designed to apply different hash functions to the
segments are introduced. In order to compare which method is better for the
load distribution of the system, 16 super nodes and 500 data items were used to
test.  The  test  result  is  shown in  Figure  5.3 where  blue  represents  the  first
method, which uses the Jenkins hash function for the “location” segment and
red represents the second method, which uses the Murmur hash function for the
“location” segment. From this figure, we can see that the first ten nodes have al-
most the same load, but considering the last six nodes, the first method is more
stable than the second method, so the first method is chosen in the scenario
used in this  paper.  However,  in general,  there is no big differences between
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them; all the hash functions have good results when there are a lot of data items
and the number of the data keys is in the range of the hash value.

Figure 5.3: The load distribution of different hash functions

5.2.3 Overview of load distribution

The consistent hash puts all the nodes and the data keys on the logical ring ran-
domly. So the load of each super node will not be the same. Ideally, the inequal-
ity should diminish as the number of super nodes increases.

According to the above comparison results, this test uses the segmented hash
partition method in which the Jenkins hash function is used for the “location”
segment to produce a 32-bit hash value and the FNV hash function is used for
“time” segment to produce a 32-bit hash value, and the modulo division hash
function is used for the “type” segment to produce a 10-bit hash function.

In order  to  test  the load distribution of  the system, 100 nodes  including 50
nodes and 50 super nodes were used in the experiment. 7000 data items were
put into the system; here the data items mean the (key, value) pairs, so the most
ideal average load is 7000/50=140. The result of the load distribution is shown
in Figure 5.4. In this figure, the result shows that some super nodes have more
data than the others and the average load of the super nodes is 170. What is
more, the load changing in the range [100, 240] is within an acceptable range.
Thus, the segmented hash partition method has a good load distribution over the
super nodes. According to this result, if there are more nodes and data items, the
load distribution will be better.
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Figure 5.4: Overview of load distribution over super nodes
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6 Conclusions 
This paper describes the detailed analysis, design and implementation of a key-
value NoSQL database application based on the SensibleThings platform. This
database system has achieved the expected goals and provided the desired per-
formance. 

The first goal of this paper was to investigate if NoSQL databases are viable for
the Internet of Things. I researched the basic concepts and features of NoSQL
and IoT, as well as the relationship between them to arrive at the conclusion that
NoSQL databases are viable for Internet of Things.

The second goal of this paper was to compare different types of NoSQL data-
bases and choose the most appropriate one for the IoT and the SensibleThings
platform. I investigated the existing NoSQL databases to understand their dif-
ferences, advantages and disadvantages. In addition, I learned how the Sensi-
bleThings platform work. According to the above work, the key-value database
has been chosen, so this goal has been achieved.

The third goal was to create a NoSQL database for the SensibleThings platform.
I decided on Java as the programming language and designed the concrete algo-
rithms for different functions. Firstly, in order to make the system load balanced
and reduce the influence when nodes were added and removed, I used the con-
sistency hashing to distribute the data items, and the distribution result can be
adjusted according to the different formats of the data key. Secondly, it is not
enough that the system has only the basic operations for data access; for exam-
ple, retrieve a value by a known key. In order to achieve complicated operation
for data access, for example, range query, I designed the connection of the three
hash values of the key's three segments (the three segments are location, time
and type) as the hash value of the whole key. In this case, the value can be re-
trieved by different segments not only the whole key. Thirdly, I implemented
the replication  for  the  purpose of  handling  storage  failure;  each super  node
replicates its data into its next super nodes to make sure the data will not be
lost. Finally, in order to handle the addition and removal of super nodes, I make
each super node record its two predecessor super nodes and check them every
two minutes for any changes.  The third goal has been achieved through the
above work.

The fourth goal was to evaluate the performance and propose future work. I
used the number of messages sent by the affected nodes to evaluate the perfor-
mance of this database system. I did several tests on the system to evaluate the
load balance of the system.  I also summed up the advantages and disadvan-
tages  and  then  proposed  future  work.  The  fourth  goal  was  been  achieved
through the above work. 
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6.1 Ethical Considerations

This paper realized a key-value NoSQL database which is an extension to the
SensibleThings platform. This project can be applied to many scenarios, such as
to store temperature values of different locations in Sundsvall, and to store the
configuration  information  of  all  the  nodes  connected  to  the  platform etc.  It
provides  functions  for  handling the large amounts  of  unstructured data  pro-
duced by the entities which are connected to the SensibleThings platform. 

In this paper, only the super nodes can store data, however, both super nodes
and ordinary nodes can retrieve the data. Therefore, security may be a concern.
In this database system, because each super node not only stores its own data,
but also stores data in its two predecessor super nodes, it is good at handling a
certain  extent  of  storage  failure.  However,  if  more  than  two adjacent  super
nodes crash or leave the system involuntarily at the same time, the only data
that cannot be lost is that of the two failed super nodes which are in the last po-
sitions of the logical ring in clockwise, the data of the other failed super nodes
will be lost. Obviously, it is a big flaw of this project, even though the probabil-
ity of this kind of case is very low. One way to solve this problem is for each
super node to replicate its data to more super nodes. This method can decrease
the above risk, but it needs more time to replicate and it is more difficult to
maintain the consistency.

6.2 Future work

Due to the limitation of the time and knowledge level, there are some problems
that are not solved in this paper. Future work should deal with the following
problems:

As introduced in section 4.3.1, only the super nodes can store data in the key-
value database. The main advantage of this is that it can reduce some complex
operations to handle data in the failed nodes, since super nodes are relatively
stable. However, the main drawback of this method is that it requires extra mes-
sages to find the super nodes. As described in section 5.1.1, the average hop of
the system is H, it indicates that there are at least H extra messages needed to
find the super node responsible for the data key. This drawback can be elimi-
nated by modifying the chord algorithm. A way to improve the chord algorithm
is to change the finger table for each node; the finger table of each node can
only record the information of some super nodes instead of both ordinary nodes
and super nodes. Thus, the performance of this system will be greatly improved.

This paper has its focus on data partition, data access, replication, failure detec-
tion and handling; however, the concurrency issue is not implemented here. It is
crucial that handling one request does not block the other requests when multi-
ple reading and writing operations occur in parallel, so solving the concurrency
issue should be taken into consideration in the future.
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In addition to the problems described above, there are also other improvements
needed, such as focusing on the query language, increasing the speed of data ac-
cess, improving the availability and reliability of the system etc. 

45



Creating a NoSQL database for the Internet of Things – Creating a key-value
store on the SensibleThings platform. 
Sainan Zhu 2015-06-10

References
[1] Oracle, “Oracle Database”,

http://www.oracle.com/us/products/database/overview/index.html
Retreived 2015-02-20.

[2] MySQL, “MySQL Database”,
http://www.mysql.com/
Retreived 2015-02-20.

[3] SQL server, “Microsoft SQL Server Database”,
http://www.microsoft.com/enus/sqlserver/default.aspx
Retreived 2015-02-20.

[4] Wikipedia, “Relational database”,                    
http://en.wikipedia.org/wiki/Relational_database
Retrieved 2015-02-23. 

[5] Wikipedia, “NoSQL database”,                
http://en.wikipedia.org/wiki/NoSQL                 
Retrieved 2015-02-23. 

[6] Wikipedia, “CAP theorem”,                    
http://en.wikipedia.org/wiki/CAP_theorem                       
Retrieved 2015-02-28. 

[7] Wikipedia, “ACID”,                                    
http://en.wikipedia.org/wiki/ACID                                
Retrieved 2015-02-28. 

[8] Wikipedia, “Consistency”, 
http://en.wikipedia.org/wiki/Consistency_model                                       
Retrieved 2015-02-28. 

[9] Strauch C, Sites U L S, Kriha W. NoSQL databases[J]. Lecture Notes, 
Stuttgart Media University, 2011. 

[10] Tudorica B G, Bucur C. A comparison between several NoSQL data-
bases with comments and notes[C]//Roedunet International Conference
(RoEduNet), 2011 10th. IEEE, 2011: 1-5. 

[11] Riak, “Riak Database”,                                                  
http://basho.com/riak/
Retreived 2015-03-05.

46



Creating a NoSQL database for the Internet of Things – Creating a key-value
store on the SensibleThings platform. 
Sainan Zhu 2015-06-10

[12] Dynamo G. DeCandia, et al., "Dynamo: amazon's highly available key-
value  store,"  in  SOSP '07  Proceedings  oftwenty-first  ACMSIGOPS,
New York, USA, 2007, pp. 205-220.

[13] SimpleDB, “SimpleDB Database”,                  
http://aws.amazon.com/cn/simpledb/ 
Retreived 2015-03-05.

[14] Ridis, “Ridis Database”,                                                                
http://redis.io/ 
Retreived 2015-03-10.

[15] Mongodb, “Mongodb”,                                                                          
http://www.mongodb.com/                                                                         
Retreived 2015-03-10.

[16] Couchdb, “Couchdb”,                                                                     
http://couchdb.apache.org/                                                                         
Retreived 2015-03-10.

[17] Cassandra,  “cassandra”,                                                                            
http://cassandra.apache.org/                                                                       
Retreived 2015-03-16.

[18] Hbase, “Hbase”,                                                                                
http://hbase.apache.org/                                                                              
Retreived 2015-03-16.

[19] Hypertable, “Hypertable”,                                                                          
http://hypertable.org/                                                                                  
Retreived 2015-03-16.

[20] Neo4j, “Neo4j”,                                                                                          
http.z/neo-lj.org                                                                                          
Retreived 2015-03-16.

[21] Infinite Graph, “Infinite Graph”, 
http://www.objectivity.com/products/infinitegraph/                                   
Retreived 2015-03-16.

[22] Orient DB, “Orient DB”,                                                                            
http://orientdb.com/orientdb/                                                                      
Retreived 2015-03-16.

[23] Wikipedia, “Internet of Things”, 
http://en.wikipedia.org/wiki/Internet_of_Things 
Retrieved 2015-03-20. 

47



Creating a NoSQL database for the Internet of Things – Creating a key-value
store on the SensibleThings platform. 
Sainan Zhu 2015-06-10

[24] D.  E.  O’Leary,  “Big  data,  the  internet  of  things  and  the  internet  of
signs,”  Intelligent  Systems in  Accounting,  Finance  and Management,
vol. 20, no. 1, 2013, pp. 53–65. 

[25] K. Finkenzeller, RFID Handbook, Wiley, 2003.

[26] Atzori L, Iera A, Morabito G. The internet of things: A survey[J]. Com-
puter networks, 2010, 54(15): 2787-2805. 

[27] SensibleThings platform, “SensibleThings platform”,                               
http://sensiblethings.se/index.html                                                             
Retrieved 2015-03-20

[28] S. Forsström, V. Kardeby, P. Österberg, and U. Jennehag, “Challenges
when realizing a fully distributed internet-of-things-how we created the
sensiblethings platform,” in ICDT 2014, The Ninth International Con-
ference on Digital Telecommunications, 2014, pp. 13–18. 

[29] Wikipedia, “Consistent hashing”,                                                               
http://en.wikipedia.org/wiki/Consistent_hashing             
Retrieved 2015-03-20. 

[30] Wikipedia, “Chord”,                                                                      
http://en.wikipedia.org/wiki/Chord_%28peer-to-peer%29                        
Retrieved 2015-03-22. 

[31] Wikipedia, “Range query”,                                                               
http://en.wikipedia.org/wiki/Range_query%28database%29                     
Retrieved 2015-03-25. 

[32] Wikipedia, “Jenkins hash function”,      
http://en.wikipedia.org/wiki/Jenkins_hash_function                                  
Retrieved 2015-03-28. 

[33] Wikipedia, “Murmur hash function”,     
http://en.wikipedia.org/wiki/Jenkins_hash_function                                  
Retrieved 2015-03-30. 

[34] Wikipedia, “FNV hash function”,     
http://www.isthe.com/chongo/tech/comp/fnv/                                           
Retrieved 2015-03-30. 

[35] Wikipedia, “SHA-1 hash function”                                                            
http://en.wikipedia.org/wiki/SHA-1                                                           
Retrieved 2015-03-30. 

48


	Abstract
	Due to the requirements of the Web 2.0 applications and the relational databases have a limitation in horizontal scalability. NoSQL databases have become more and more popular in recent years. However, it is not easy to select a database that is suitable for a specific use. This thesis describes the detailed design, implementation and final performance evaluation of a key-value NoSQL database for the SensibleThings platform, which is an Internet of Things platform. The thesis starts by comparing the different types of NoSQL databases to select the most appropriate one. During the implementation of the database, the algorithms for data partition, data access, replication, addition and removal of nodes, failure detection and handling are dealt with. The final results for the load distribution and the performance evaluation are also presented in this paper. At the end of the thesis, some problems and improvements that need be taken into consideration in the futures.
	Keywords: NoSQL databases, key-value, Internet of Things, SensibleThings platform
	Acknowledgments
	Terminology
	Abbreviations
	Mathematical notation
	1 Introduction
	1.1 Background and problem motivation
	1.2 Overall aim
	1.3 Concrete and verifiable goals
	1.4 Scope
	1.5 Outline
	1.6 Contributions

	2 Theory
	2.1 The basic database concepts
	2.1.1 The CAP theorem
	2.1.2 ACID and BASE theorem
	2.1.3 Strict consistency and Eventual consistency
	2.1.4 Range query

	2.2 Relational database
	2.3 NoSQL databases
	2.3.1 Key-value stores
	2.3.2 Document stores
	2.3.3 Column family stores
	2.3.4 Graph databases

	2.4 Internet of Things
	2.5 SensibleThings platform

	3 Methodology
	4 Design and Implementation
	4.1 Key-value database
	4.2 The Chord protocol
	4.2.1 Routing and Lookup

	4.3 Data partition
	4.3.1 Consistent hashing
	4.3.2 Key design
	4.3.2.1 The format of key
	4.3.2.2 The hash value of key
	4.3.2.3 Different bit allocations for hash values of key segments
	4.3.2.4 Different hash functions for key segments


	4.4 Data access
	4.4.1 Basic operation for data access
	4.4.1.1 Nodes join the database
	4.4.1.2 Put data
	4.4.1.3 Delete data
	4.4.1.4 Get data

	4.4.2 Complex operation for data access
	4.4.2.1 Range query


	4.5 Replication
	4.6 Nodes join and leave
	4.6.1 Adding super nodes
	4.6.2 Removing super nodes

	4.7 Failure detection and handling
	4.7.1 Failure detection
	4.7.2 Failure handling


	5 Results
	5.1 The results of performance evaluation
	5.1.1 The average hop of the system
	5.1.2 The performance of finding super node responsible for a data key
	5.1.3 The performance of a super node finding its next super node
	5.1.4 The performance of putting and getting data
	5.1.5 The performance of range query
	5.1.6 The performance of replication
	5.1.7 The performance of the addition and removal of super nodes
	5.1.7.1 Addition of super nodes
	5.1.7.2 Removal of super nodes

	5.1.8 The performance of failure detection and handling

	5.2 The results of load distribution over super nodes
	5.2.1 Comparison of different bit allocations
	5.2.2 Comparison of different hash functions
	5.2.3 Overview of load distribution


	6 Conclusions
	6.1 Ethical Considerations
	6.2 Future work

	References

