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Abstract

The successful revival of three-dimensional (3D) cinema has generated a great deal of
interest in 3D video. However, contemporary eyewear-assisted displaying technolo-
gies are not well suited for the less restricted scenarios outside movie theaters. The
next generation of 3D displays, autostereoscopic multiview displays, overcome the
restrictions of traditional stereoscopic 3D and can provide an important boost for 3D
television (3DTV). Then again, such displays require scene depth information in or-
der to reduce the amount of necessary input data. Acquiring this information is quite
complex and challenging, thus restricting content creators and limiting the amount
of available 3D video content. Nonetheless, without broad and innovative 3D tele-
vision programs, even next-generation 3DTV will lack customer appeal. Therefore
simplified 3D video content generation is essential for the medium’s success.

This dissertation surveys the advantages and limitations of contemporary 3D
video acquisition. Based on these findings, a combination of dedicated depth sen-
sors, so-called Time-of-Flight (ToF) cameras, and video cameras, is investigated with
the aim of simplifying 3D video content generation. The concept of Time-of-Flight
sensor fusion is analyzed in order to identify suitable courses of action for high
quality 3D video acquisition. In order to overcome the main drawback of current
Time-of-Flight technology, namely the high sensor noise and low spatial resolution,
a weighted optimization approach for Time-of-Flight super-resolution is proposed.
This approach incorporates video texture, measurement noise and temporal infor-
mation for high quality 3D video acquisition from a single video plus Time-of-Flight
camera combination. Objective evaluations show benefits with respect to state-of-
the-art depth upsampling solutions. Subjective visual quality assessment confirms
the objective results, with a significant increase in viewer preference by a factor of
four. Furthermore, the presented super-resolution approach can be applied to other
applications, such as depth video compression, providing bit rate savings of approx-
imately 10 percent compared to competing depth upsampling solutions. The work
presented in this dissertation has been published in two scientific journals and five
peer-reviewed conference proceedings.

In conclusion, Time-of-Flight sensor fusion can help to simplify 3D video con-
tent generation, consequently supporting a larger variety of available content. Thus,
this dissertation provides important inputs towards broad and innovative 3D video
content, hopefully contributing to the future success of next-generation 3DTV.
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Sammanfattning

Den framgångsrika återkomsten av tredimensionell (3D) bio har gett upphov till
ett stort intresse för 3D-video. Dagens visningsteknik, stereoskopisk 3D, kräver
emellertid speciella glasögon och är mindre väl lämpad för mindre begränsade sce-
narier utanför biosalongen. Nästa generations 3D-skärmar, s.k. autostereoskopiska
multiview-skärmar, har ansatsen att övervinna de begränsningar som följer med tra-
ditionell stereoskopisk 3D och kan ge en viktig knuff mot 3DTV. Sådana skärmar
kräver information om djup i varje scen för att minska mängden nödvändiga data.
Dessvärre är det är det komplext och en utmaning att erhålla djupinformation. Om
detta hindrar produktionen av breda och nytänkande 3DTV-program riskerar även
nästa 3DTV generation att misslyckas på marknaden. Således, för att framgång
för nästa generations 3DTV ska kunna säkerställas är det viktigt med förenklade
metoder för skapande av 3D-videoinnehåll.

Denna avhandling undersöker fördelarna samt begränsningarna av djupavbild-
ningstekniker för 3D-video. Baserat på dessa resultat, föreslås en förenklad metod
för generering av 3D-videoinnehåll baserad på en kombination av dedikerade djup-
sensorer, så kallade Time-of-Flight-kameror, och videokameror. Konceptet med Time-
of-Flight sensor fusion analyseras för att identifiera lämpliga tillvägagångssätt för
att erhålla högkvalitativ djupinformation. För att det lågupplösta Time-of-Flight
djupdatat ska överenstämma med den högupplösta videon, föreslås en optimer-
ingsstrategi för Time-of-Flight super-resolution. Den presenterade strategin innefattar
videoinformation, djupmätningsbrus och tidsinformation för att erhålla högkvali-
tativ 3D-video. Objektiva tester visar på fördelar med den föreslagna Time-of-Flight
super-resolution-strategin relativt konkurrerande uppsamplingsmetoder. Subjektiva
tester av visuell bildkvalitet bekräftar de objektiva resultaten där fyra gånger så
många tittare föredrar den föreslagna strategin jämfört med övriga alternativ. Den
presenterade lösningen kan appliceras på andra tillämpningar, till exempel kom-
primering av djupvideo, där den ger bithastighetsbesparingar på cirka 10 % jämfört
med konkurrerande lösningar för djupuppsampling. Arbetet i denna avhandling
har publicerats i två vetenskapliga tidskrifter och på fem refereegranskade konfer-
enser.

Sammanfattningsvis förenklar Time-of-Flight sensor fusion skapandet av 3D-video,
vilket följaktligen leder till en större variation. Således ger avhandlingen ett vik-
tigt bidrag till brett och innovativt 3D-videoinnehåll, som potentiellt kan bidra till
framgången för nästa generations 3DTV.
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Chapter 1

Introduction

“We are indeed visual creatures!”
Richard A. Young

We as human beings rely heavily on visual information. It is estimated that
somewhere between 70% and 90% of all neurons in our brains are used for vision
[Lev85, You91]. These numbers emphasize our aptitude to be entertained and in-
formed by visual information, or as the proverb says: “A picture is worth a thousand
words.” In this context, it is only natural that “moving pictures” – video, Latin for “I
see”, play a crucial role in many people’s every day lives, be it for entertainment,
information, education or communication.

Recent years have shown a steady trend towards three-dimensional (3D) video
content, breaking the perceptual barriers of traditional two-dimensional (2D) video
[Onu11]. Three-dimensional video (3DV) brings many new challenges. In this dis-
sertation, the matter of 3D video acquisition is addressed and a novel approach for
simplified 3D content creation is presented.

1



2 Introduction

1.1 Motivation

Television (TV) was undoubtedly one of, if not the, most important visual informa-
tion and entertainment source of the last century. However, with the new millen-
nium came new habits: Modern trends, such as the growth of internet-based ser-
vices, the spread of hand-held devices, and the increase of user-generated content
(UGC) slowly shifts the focus away from traditional broadcast television towards
mobile on-demand video services. Nonetheless, audio-visual video content remains
one of our core entertainment and information sources [Eri13].

Video technology is not standing still but evolving rather rapidly, constantly pro-
viding viewers with improvements in visual quality and added value through novel
services and technologies. One of these new technologies is the introduction of three-
dimensional television (3DTV). Fueled by the successful rebirth of 3D cinema around
2008, 3DTV quickly became a hot topic, not only for hardware manufacturers and
content creators, but also for researchers and standardization bodies [GBK+11].

3DTV has had an auspicious commercial start with promising sales numbers.
In 2009, PricewaterhouseCoopers predicted that by 2012 around 2-7% of European
households1 would possess a 3DTV screen [PwC09]. However, by the end of 2011
the actual 3DTV screen penetration was at a stunning 30%. 3DTV sets sold far more
quickly than anticipated. In fact, the adoption rate for 3DTV was even quicker than
for high definition television (HDTV). Despite such impressive numbers, in their
latest report PricewaterhouseCoopers paints a questionable future for 3D video en-
tertainment. Although the 3D film industry in the United States was performing
below expectations in 2011, 3DTV received positive consumer reaction: “Once people
try 3DTV they tend to appreciate the 3DTV experience.” Nonetheless, the lack of broad,
innovative 3DTV programming restricts its customer appeal. Moreover, broadcast-
ers see little prospect for 3DTV to create profits in the near future. All in all 3DTV is
“waiting for the next wave” [PwC12].

This new wave could be provided by the next generation of 3DTV displays. Tra-
ditional stereoscopic 3DTV displays require cumbersome 3D-glasses and are limited
to only two views of a scenery. Such restrictions may be acceptable for 3D cinema,
whereas 3DTV in your living room implies a different social context. Autostereo-
scopic multiview displays offer a three-dimensional viewing experience without ad-
ditional eye-wear and provide a true “look-around” feeling, enabling you to walk
around and change position while enjoying your 3DTV program [UCES11]. Such
displays utilize new video formats that incorporate 3D scene geometry [SMM+09].
Obtaining this geometry information is a fundamental task for the success of 3DTV
[BYZZ13].

In this dissertation, different ways of acquiring 3D scene information for photo-
graphic content are compared. A proposal for 3D video content creation based on
dedicated range sensors, i.e. Time-of-Flight (ToF) cameras, is presented. The contri-
butions in this work aim at simplifying 3D video content creation, thus adding to the
future success of the next generation 3DTV.

1represented by Europe’s five largest economies: Germany, United Kingdom, France, Italy and Spain
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Figure 1.1: A typical distribution chain for video content: create, code, transmit and display.

1.2 Scope

The work presented in this dissertation lies within the field of signal processing for
video distribution. Figure 1.1 illustrates a simplified, but typical, distribution chain
for video content: After the content creation, the content is coded for compression
and transmitted before it is finally displayed at the receiver’s side. This dissertation
is centered around the first block in the distribution chain: content creation, in par-
ticular 3D video content creation. Nonetheless, a basic knowledge of the subsequent
blocks is considered as an important background to understand the specifications
for satisfactory 3D video content. This knowledge will be provided in the Chapter
2. However, this dissertation does not contribute to the topics presented in Chapter
2 and merely recaps the principles behind 3D video content distribution.

Concerning content creation, the presented work is focused on 3D video acqui-
sition with Time-of-Flight cameras. Other popular approaches, such as passive or
active stereoanalysis, are introduced, analyzed and set in relation to Time-of-Flight
cameras. For the context of this dissertation, 3D video is defined as one or sev-
eral 2D video sequences accompanied by scene geometry information in form of
8bit grayscale depth map sequences [SMM+09]. Stereoscopic video, providing only
two views without supplementary depth information is not considered 3D video.
Depth map based 3D video data representations are discussed further in Section
2.3.3. Other possible 3D video representations, such as surface or volumetric repre-
sentations [AYG+07], are not part of this dissertation.

The dissertation’s focus on 3D media creation is further represented in the choice
of research tools and evaluation methodology. All applied external tools, such as the
Moving Picture Expert Group (MPEG) View Synthesis Reference Software (VSRS)
[JTC10] or the High Efficiency Video Coding (HEVC) test model [JV10], are well
established and openly available to the research and standardization community.
Outcomes are evaluated in terms of visual quality in comparison to state-of-the-art
competitors, using both objective as well as subjective evaluation. All evaluation
material was either taken from public sources [DGK+09, SB12] or created by a Fo-
tonic B-70 Time-of-Flight camera [Fot12] and made publicly available [SSO13]. No
other types of Time-of-Flight cameras were used. However, the findings of this dis-
sertation can be applied to Time-of-Flight sensor fusion in general.

Though this dissertation concentrates on content creation for 3D video applica-
tions, such applications are not further specified. The contributions summarized in
this work can be applied to a wide range of areas, such as 3D media entertainment,
telepresence and communication, advertisement as well as medical or security ap-
plications.



4 Introduction

1.3 Research Purpose

The purpose behind this dissertation is to investigate the limitations of contempo-
rary 3D video content creation and to propose an adequate solution based on Time-
of-Flight sensor fusion to overcome the present shortcomings. Today, 3D video ac-
quisition for photographic content is a complex and challenging task, thus limit-
ing the both quality and amount of available 3D video content. This lack of broad
and innovative 3D content was identified as one of the key restricting factors to the
success of 3DTV [PwC12]. Providing a simplified 3D video content creation solu-
tion, together with profound capturing guidelines, can assist in overcoming this
restriction. Furthermore, with the increasing influence of user-generated content
[PwC12, Eri13], such a solution could deliver an important boost to the 3DTV mar-
ket as, otherwise, 3D video UGC creation is considered as being too cumbersome.

Finally, simplified content creation will assist in increasing the amount, variety,
quality and creativity of 3D content, providing an important incentive to buy. Hope-
fully, the work presented in this dissertation can contribute to the success of the “next
wave” of 3D media.

1.4 Concrete and Verifiable Goals

The aim to simplify 3D video content creation requires a solid understanding of 3D
video capture principles. Furthermore, investigating a solution based on Time-of-
Flight sensor fusion demands extensive knowledge of its underlying principles and
characteristics.

Based on these findings, a possible proposal should utilize a variety of informa-
tion sources and address the special characteristics of Time-of-Flight sensor fusion.
Further investigations into critical parts of the solution approach should be carried
out to improve the approach in terms of both visual quality and computational effi-
ciency.

Finally, in an exercise of scientific creativity, parts of the proposed solution should
be applied to a field outside the original area of application, opening up a new area
of research for future studies.

In the strive for simplifying 3D video content creation, this dissertation sets out
to address the following five concrete goals:

I Investigate advantages and drawbacks of Time-of-Flight sensors for 3D video
acquisition and set them in relation to other 3D video acquisition approaches.

II Analyze the Time-of-Flight sensor fusion mapping model and assess its sensi-
tivity characteristics. Present conclusions for high quality 3D video acquisition.
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Figure 1.2: A graphical representation of research goals defined for this dissertation.

III Propose a 3D video content acquisition solution addressing the specific charac-
teristics of Time-of-Flight sensor fusion. In particular:

(a) low spatial resolution,

(b) high sensor noise, and

(c) temporal inconsistencies in depth.

IV Perform a deeper analysis of critical parts of the proposed solution. In particular:

(a) texture guidance information,

(b) depth value denoising,

(c) temporal consistency in depth maps, and

(d) computational efficiency.

V Investigate other possible fields of application outside the area of Time-of-Flight
sensor fusion.



6 Introduction

1.5 Contributions

The contributions summarized in this dissertation are presented in the previously
listed papers. As the first author, I am responsible for the concept and ideas, eval-
uation criteria and design, result analysis and presentation in all nine papers. The
co-authors have contributed to the definition of evaluation criteria and the analysis.

Details concerning each contribution are presented in Chapter 5. The general
topics of the individual contributions are as follows.

I A survey on popular scene depth acquisition approaches for 3D video content
creation.

II A Time-of-Flight super-resolution (TSR) approach for 3D video content creation.
The proposed solution is based on weighted optimization, incorporating tex-
ture, noise and temporal information in its process.

III A depth map upsampling proposal based on weighted texture edge information.
The foundation for the Time-of-Flight super-resolution proposal.

IV An analysis of the texture edge detection and weighting process.

V An application of depth map upsampling in the field of 3D video coding.

VI An incremental depth upsampling proposal, enhancing visual quality and com-
putational performance.

VII An examination of optical flow information for temporal consistent depth map
upsampling.

VIII An analysis of Time-of-Flight sensor fusion mapping model and its sensitivity
characteristics towards sensor noise and calibration uncertainties.

IX An investigation into Time-of-Flight sensor noise and its weighting in the Time-
of-Flight super-resolution proposal.

1.6 Outline

The dissertation is structured as follows: Firstly, background and fundamental issues
of 3D video are addressed in Chapter 2. Chapter 3 introduces the principles behind
Time-of-Flight cameras and discusses their characteristics in relation to other scene
depth acquisition approaches. The key contribution of this dissertation, the Time-of-
Flight sensor fusion proposal for 3D video content creation, is presented in Chapter
4. The included contributions of this dissertation to the scientific community are
summarized in Chapter 5. Finally, Chapter 6 concludes the presented work and
discusses possible areas for future studies.



Chapter 2

Fundamentals of 3D Video

The terms 3D video (3DV) and 3D television (3DTV) represent the effort to provide a
more immersive viewing experience for people in their every day media consump-
tion. With the successful rebirth of 3D entertainment in movie theaters, there has
been increased activity in research, product development and marketing, to spread
the success of 3D entertainment into new markets. In this context, 3DV and 3DTV
do not only involve living room entertainment, but many more aspects of our daily
life, such as mobile devices [GAC+11], communication and telepresence [KS05], ad-
vertising and signage [RBV+06], as well as medical applications [NBM+12].

This chapter will provide a brief overview of the ideas, history and technology
behind 3D video. More detailed discussions of the individual concepts are consid-
ered as falling outside the scope of this dissertation and are provided in several other
publications [SKS05, ZZY12, FWE13]. Therefore, this chapter merely summarizes the
main features of 3D video and is not intended to be exhaustive. For more detailed
descriptions, the interested reader will be referred to the relevant literature for each
specific topic.

7
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2.1 Human Perception of Depth

For the first-time reader, the idea of 3D video might prove rather confusing. After all,
there is no actual three-dimensional picture, just an illusion of space. To better un-
derstand how this illusion is created, it is important to understand how depth is per-
ceived. Our human visual system (HVS) extracts depth information from a variety
of different cues. These depth cues can be categorized into monocular and binocular
cues. Binocular cues require both eyes, whereas monocular cues can be perceived
with a single eye. Correspondingly, monocular depth cues can be perceived on a
single surfaces, such as a painting or a television screen, whereas binocular depth
cues require different views for the left and right eye. The most important depth
cues are as follows.

Monocular Depth Cues

• Occlusions
Occlusion, also referred to as interposition, occurs if a foreground objects par-
tially blocks the view of a background object.

• Perspective
Parallel lines merge in a single vanishing point on the horizon. Points closer to
the vanishing point are perceived as more distant.

• Shadows and lighting
Depth information can be derived from the way an object casts shadows and
when light falls on its surface.

• Relative and familiar size
Close objects cover a larger visual angle on our retina and therefore appear
bigger than more distant objects. Memory about familiar sizes, e.g. trees, cars,
and people, provides an effective way to estimate distances.

• Aerial perspective
Objects at a great distance have a lower contrast and saturation. Furthermore,
their color spectrum is shifted towards blue. These effects are due to light
scattering in the atmosphere.

• Defocus blur
With the limited depth of field (DOF) of our HVS, objects in front of and behind
our focal plane are out of focus and appear blurred.

• Accommodation
This, so-called “oculomotor”, cue derives depth information from the ciliary
muscles controlling our eye lens. Changes in focus give feedback about abso-
lute and relative distances.

• Motion Parallax
When moving at the same speed, objects closer to us will cover a larger visual
angle on our retina than objects which are further away.
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Figure 2.1: Stereopsis and and the concept of disparity between two views.

Binocular Depth Cues

• Convergence
Another oculomotor cue, convergence, derives depth information from the ex-
traocular muscles controlling our eye movements. When focussing on an ob-
ject in 3D space, the left and right eyes are trained on the same point. The con-
vergence angle between our two eyes provides an accurate measure of depth
for objects up to a distance of 10 meters [SN00].

• Stereopsis
Because of the parallel positioning of our eyes, points in 3D space are projected
on slightly different positions onto our left and right retinae. The parallax be-
tween projections of the same point is called “disparity”. Binocular disparity
is an essential depth cue in 3D video. Whereas the preceding monocular depth
cues are already available in standard 2D video, 3D video provides different
views for our left and right eye, thus stimulating stereopsis with binocular dis-
parity.

Because of its importance to 3D video, stereopsis will be explained in more depth.
Figure 2.1 illustrates the concept of binocular disparity. A point m in 3D space, in this
case the nose tip of the 3D model “Andy”, is projected onto different positions in the
left and right eye. Disparity δ is derived from the difference between these positions,
with δ = u2 − u1, in this instance a horizontal translation. With the disparity δ, the
distance z of point m can be derived by simple triangulation:

z(δ) =
B · f

δ
, (2.1)

with B denoting the distance between our two eyes and f our eyes’ focal length.
Our HVS is highly trained in performing this triangulation and can perceive depth
from binocular disparity even without the presence of monocular depth cues. More
details and the psychophysics behind binocular disparity can be found in [Jul60].
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Figure 2.2: Binocular disparity the simulated perception of depth on 3D displays.
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Figure 2.3: The accommodation/convergence conflict: Our eyes are focused on the display

plane, however they try to converge on the perceived distance of point m.

Figure 2.2 illustrates how 3D displays utilize stereopsis to simulate an impression
of depth on a flat display plane. The 3D display emits slightly different views into
the viewer’s left and right eye, corresponding to the stereopsis illustrated in Figure
2.1. Based on the disparity δ between its projections u1 and u2, the viewer perceives
point m at different points in space. Points with uncrossed disparity are perceived
behind the display plane (a). Points with no disparity are perceived on the display
plane (b). Points with crossed disparity are perceived in front of the display plane
(c).

To ensure a convincing and comfortable 3D viewing experience, it is important
to maintain all depth cues as consistently as possible [CV95]. A popular example of
conflicting depth cues are the paradox lithographs by the Dutch artist Maurits Cor-
nelis Escher, playing with conflicts in perspective, occlusions, shadows and lighting
[Loc00]. 3D video introduces another possible clash of depth cues. The different im-
ages for the left and right eye are both emitted from the same 2D screen. Although
binocluar disparity leads the brain to perceives objects at different depths, our eyes
are actually focused on the same surface. However, it is usual to perceive closer ob-
jects as more interesting and our eyes try to converge on these objects of interest.
Thus our convergence angle conflicts with our accommodation on the 2D screen, as
illustrated in Figure 2.3. This accommodation/convergence conflict is a major source
of viewing discomfort in 3D video [IO90].

In other literature, depth cues are sometimes categorized into oculomotor and vi-
sual cues, whereas visual cues are further distinguished into monocular and binocu-
lar cues [Sur13]. However, the individual depth cues remain the same. More detailed
discussions concerning the different aspects and effects of depth cues lie beyond the
scope of this dissertation. For further reading, interested readers are referred to the
excellent works on human depth perception in [CV95] and [Sed08].
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2.2 Brief History of 3D Video

The history and development of 3D video and 3DTV is strongly interlinked with the
history of stereoscopic movies and should therefore not be described separately.

Early research in binocular vision lead to Sir Charles Wheatstone’s invention of
the ”stereoscope”, providing binocular disparity for still photographs as early as
1838 [Whe38]. With the rise of motion pictures at the turn-of-the-century, the stere-
oscope idea was transferred to early concepts of stereoscopic cinema. In 1903, the
brothers Lumiére showed the first 3D short movie and in 1922 the first stereoscopic
feature film was released. The first experiments in 3DTV followed quickly in 1928,
based on mechanical TV using a Nipkow disk [Til28]. Despite the early experiments
in stereoscopic cinema and television, the first major impact of 3D movies was de-
layed until the early 1950s. Between 1952 and 1954, over sixty-five Hollywood 3D
movies were released. Unfortunately, insufficient technology and a lack of stereo-
graphic experience prevented the early success of 3D cinema and 3D movies were
more or less forgotten. Despite a small revival between 1981 and 1983, it took a hun-
dred years from the introduction by the Lumiére brothers, to the final breakthrough
of 3D movies. Around 2008 the new 3D boom hit the cinemas. With the possibili-
ties of new digital movie projectors and a solid understanding of the human depth
perception, the 3D viewing experience was dramatically increased. After the disap-
pointing memories of 3D cinema from the fifties and eighties, major movie hits such
as “Avatar” (2009) rocketed the popularity of 3D cinemas more or less overnight. By
2010 3D movies provided 50 to 70% of box office revenues and helped the struggling
cinema industry to increase its revenues [PwC10]. Since then, the popularity of 3D
movies has risen year by year, with over 150 feature-length movies in 2011 alone
[Pro12]. By the time of writing this dissertation, four out of the top five grossing
movies worldwide have been released in 3D [Moj14].

Broadcast television had a much more difficult start into the 3D era. First ex-
periments were demonstrated in 1928, and a first trial broadcast was aired in 1953.
Further broadcasts were aired in the 1980s, however the limitations of analogue
TV provided a rather poor 3D viewing experience [Feh05]. In the early 1990s, the
upcoming transition to digital services lead to increased research efforts in 3DTV
[IJs03]. Soon the Moving Pictures Expert Group (MPEG) picked up on this trend and
started working on compression standards for stereoscopic video, resulting in the
multiview profile (MVP) for the MPEG-2 standard. In 1998, the revival of 3D tele-
vision broadcast started with the transmission of the Winter Olympics in Nagano to
special viewing venues. In 2010 the world’s first stereoscopic 3D channel started in
South Korea. Since then, 3DTV has slowly made its way into our living rooms. As
of 2012 there are currently thirty-nine stereoscopic 3D channels running worldwide
[PwC12].

This summary is only intended to provide a short excerpt of the history of 3D
video. The comprehensive history of stereoscopic cinema and 3DTV is presented in
several works, such as [Zon07] and [FWE13].
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Figure 2.4: 3D video distribution chain: create, code, transmit and display.

2.3 3D Video Distribution Chain

As is the case for every type of video content, 3D video follows the typical distri-
bution chain, as presented previously in Figure 1.1. Figure 2.4 illustrates the ex-
tended distribution chain for 3D video, which is similar to the 3DTV broadcasting
scheme proposed by the Information Society Technologies (IST) project “Advanced
Three-Dimensional Television System Technologies” (ATTEST) of the European Union
[RdBF+02]. The two distinctive features for 3D video distribution are: Firstly, the
variety of different content sources, and secondly, the required support for the dif-
ferent displaying technologies.

This section will address the 3D video distribution chain in more detail. For a
better logical structure, the individual links are presented in reverse order: After
a provision of current 3D displaying technologies, depth-image-based rendering is
presented as a way to feed such displays, followed up by 3D video formats and
compression and, finally, a brief introduction to 3D video content creation, which
will be expanded further in Chapter 3.

2.3.1 3D Displaying Technologies

As mentioned previously, the key idea behind 3D video is to simulate the impres-
sion of depth by providing stereopsis. In order to perceive stereopsis, 3D displays
are required to project different images in the viewer’s left and right eye. Figure 2.5
provides a non-exhaustive taxonomy of different 3D displaying technologies that
can provide this stereopsis. The first obvious division between technologies is in
stereoscopic and autostereoscopic displays. Stereoscopic displays require some kind
of “aided-viewing”, while autostereoscopic displays provide depth perception with-
out any additional aide.
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Figure 2.5: Non-exhaustive classification of 3D displaying technologies.

The original stereoscopic “3D display”, Wheatstone’s stereoscope, separated the
left and right view mechanically and was limited to only a single viewer. The first
solution for more than one viewer, namely anaglyph stereoscopy, uses color-multi-
plexed images and near-complementary color filters (red and green, magenta and
cyan) for the left and right view. Unfortunately, anaglyph stereoscopy suffers from
many problems, especially with color reproduction and crosstalk between views.
The early anaglyph technology evolved further into the Infitec system, using wave-
length multiplexing with narrowband dichroic interference filters [JF06]. Nowadays
3D cinema mostly uses stereoscopic screens with time- or polarization-multiplexed
images. Left and right images are either sent time-sequentially and are separated
by active shutter-glasses, or orthogonally polarized (linear or circular) which are
separated using passive glasses with the respective polarization filters [Pas05]. The
current generation of 3DTV displays adopts time- or polarization multiplexing for a
3D movie experience in the living room. However, there are two major drawbacks
with stereoscopic displays in a living room scenario. Firstly, 3D-glasses might be
accepted as part of the whole “3D experience” when going to the movies, but are
less pleasant in an environment with more social interactions and, secondly, there
are only two different views available. Again, this fact is acceptable in the cinema
with its restrictions regarding both position and mobility during the movie. In a liv-
ing room, people might move around more frequently. Nonetheless, viewers will
always perceive the same two views regardless of their positioning in relation to the
display. This very unnatural viewing experience is considered as being a main cause
for nausea while viewing 3D movies at home [Sur13].

Autostereoscopic displays provide stereopsis without the need for 3D-glasses
and support a true “look around” feeling, unlike simple two-view stereoscopic dis-
plays. Unfortunately, holographic and volumetric displays are still in the very early
stages of research and are a long way from commercialization. Such technologies
will not be discussed further in this dissertation. Instead, the focus is on autostereo-
scopic multiview displays. Figure 2.6 (a) illustrates the basic principle for a simple
two-view autostereoscopic display. The display’s pixel array is divided into pixel for
the left and right view. A view separation device projects the respective pixel for each
view at two different positions in space. This view separation is either performed by
means of a parallax barrier, blocking left pixel for the right viewing position and
vice-versa, or with lenticular lenses, projecting the pixel at the appropriate viewing



14 Fundamentals of 3D Video

(a) Two-View Autostereoscopic Display (b) Autostereoscopic Multiview Display

Figure 2.6: Autostereoscopic view separation and multiview 3D display technology.

position. If the display projects more than two views, then the viewer perceives the
desired “look around” feeling and thus avoids nausea from an unnatural 3D viewing
experience. Such an autostereoscopic multiview display is illustrated in Figure 2.6
(b). However, the increase in provided views raises several problems. The first is the
obvious loss in resolution for each view, because one single display plane provides
all individual views. However, with the steady increase in resolution and pixel den-
sity for modern displays, this problem might be considered to be insignificant in the
near future. The two major problems are the increase in required video data, since
each view is independent, and the dependency between the display content and the
user’s point of view. Therefore, depth-image-based rendering (DIBR) is required to
efficiently feed autostereoscopic multiview displays and to adjust 3D content with
regard to the viewer’s position [OSO+06]. The concept of DIBR is introduced in the
next section.

A more detailed discussion of the different kinds of 3D display technologies is
considered to be beyond the scope of this dissertation. Comprehensive overviews
are given in [Sur13] and [Pas05], also covering still futuristic 3D displaying tech-
nologies, such as holography and volumetric displays. Autostereoscopic multiview
displays are already available on the market. A detailed survey of current stereo-
scopic and autostereoscopic display technology is given in [UCES11].

2.3.2 Depth-Image-Based Rendering

To provide their desired “look around” feeling, autostereoscopic multiview displays
must be supplied with a large number of views. Furthermore, differing display se-
tups and viewing conditions require the potential to adjust the displayed content.
View rendering techniques can be used to address both aspects: The amount of
required input data is reduced by generating virtual views from a limited sub-set
of inputs, and the virtual views can be generated according to the desired view-
ing situation. View rendering techniques can be categorized into model-based and
image-based rendering. Model-based rendering requires some kind of 3D model
representation and is mostly used for computer generated imagery (CGI) content.
Image-based rendering relies on 2D images and can be further categorized based
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Figure 2.7: Categorization of view rendering techniques [SK06].
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Figure 2.8: Example of a video frame with corresponding depth map.

on the use of additional geometry information [SK06]. Figure 2.7 illustrates the tax-
onomy of different view rendering techniques. 3D video is based on image-based
rendering with explicit geometry information, also known as 3D warping or depth-
image-based rendering (DIBR) [Feh04]. For more information regarding other ren-
dering approaches, the interested reader is referred to [KES05].

As the name states, depth-image-based rendering utilizes scene depth informa-
tion to generate new virtual views. This rendering process is called “view synthe-
sis”. The required scene geometry information is provided in the form of depth
maps. Figure 2.8 illustrates a 2D video frame with a corresponding depth map. This
video format is called “video plus depth” (V+D) [MSMW07]. For each pixel in the
2D video frame, a corresponding pixel exists in the depth map. The depth map pixel
value denotes the distance between a point in 3D space, captured by the respective
video pixel, and the capturing camera. Because depth maps represent real world
geometry, they have a piecewise value distribution [AYG+07]. Depth maps are typi-
cally denoted as 8-bit grayscale images, with brighter values corresponding to closer
objects. This description allows for 255 depth steps within the scene depth range.
Together with additional metadata, i.e. depth range and intrinsic and extrinsic cam-
era parameters, arbitrary virtual views can be generated from depth maps by 3D
warping [McM97].

Figure 2.9 illustrates the concept of 3D warping. The 3D world point mW is repre-
sented at pixel position m in the reference view from camera C. The pixel at position
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Figure 2.9: Principle of DIBR virtual view synthesis.

m can be warped onto its corresponding pixel position mV in the virtual view from
camera CV. The projective relationship between the reference view and virtual view
is expressed by the intrinsic camera parameters, such as focal length, principal point
and pixel size, and extrinsic parameters, such as rotation and translation between
the view points. Together with the given depth value z from a corresponding depth
map, the pixel at position m can be projected onto its corresponding position mV for
the virtual view. Performing this projection for each pixel in the video frame yields
a new image from a virtual viewing position [HZ04].

Figure 2.10 illustrates how DIBR can be used to feed a five-view multiview dis-
play with just two video plus depth inputs. However, there are two obvious prob-
lems associated with DIBR. The first is that convincing virtual view synthesis de-
mands dense and accurate depth maps. Acquiring these depth maps in a simple and
efficient manner is one of the key motivations for this dissertation and will be dis-
cussed further in Chapter 3. Secondly, the virtual camera position might show parts
that were previously hidden in the input view. To avoid artefacts in the newly gen-
erated virtual views, DIBR requires efficient techniques to fill these disocclusions.
Overviews of such hole-filling techniques and further DIBR artifact reduction are
provided in [DSF+13] and [ZZY13]. For this dissertation, DIBR is used as a tool for
evaluation. Further discussions of the different synthesis concepts fall outside the
scope of the presented work. Comprehensive overviews of different synthesis algo-
rithms are provided in [ZZY13] and [KES05]. A summary of the underlying two-
view geometry is found in [Feh04] and in more detail in [HZ04]. All DIBR results
presented within this dissertation are generated using the MPEG View Synthesis
Reference Software (VSRS) [JTC10].

2.3.3 3D Video Formats and Compression

Digital video broadcasting (DVB) is not restricted with regard to the transmitted
format. Therefore, 3DTV broadcast can use the same digital distribution and trans-



2.3 3D Video Distribution Chain 17Ð Ñ Ò Ó Ô Õ Ô Ö × Ø Ô Ù Ú Ò Û Ü
Ô Ý Þ ß à Ô Ý á Õ Ô â Ö ß â Û Ó Û

ã ä å æ ç è é ê ë ä ì ê í ä î ï ä ð î ä ñ ò ð ë
Figure 2.10: View generation for multiview displays from two input views with corresponding

depth maps.

mission channels as traditional 2D television [AVMV13]. However, the special re-
quirements for 3DTV systems using DIBR call for new video format representations.
The first format, video plus depth (V+D) was already introduced in the preceding
section. The obvious drawback of V+D is the lack of information to fill disocclusions
in virtual views. To tackle this problem, a range of different 3D video formats have
been proposed. The most common ones are multiview video plus depth (MVD), lay-
ered depth video (LDV) and depth enhanced stereo (DES). MVD is an extension to
V+D, providing additional input streams, so in-between views can be synthesized
with data from more than one view. LDV is an alternative to MVD and uses a V+D
stream associated with one or more V+D background layers. DES provides a con-
ventional stereo video stream for backward compatibility, together with depth and
possible occlusion information for extended DIBR functionality. Within this disser-
tation, 3D video is represented by V+D. The extension to MVD is straightforward
by adding more individual V+D streams. The creation of LDV from MVD content
is described in [FK13]. DES can be created by combining two single-background-
layer LDV streams for left and right views. More detailed information concerning
the different 3D video formats is provided in [SMM+09] and [MMW11].

The new video formats come along with an increased amount of transmitted
data, and therefore the necessity to provide improved video compression. With its
restriction to V+D, this dissertation deals only with the compression of the additional
depth map sequences. Because of their piecewise smooth value distribution, depth
maps can be compressed very efficiently [COK+13]. The European ATTEST project
[FKB+02] has shown that depth maps can be compressed at 10-20% of the overall bit
rate budget [SMS+07]. Klimaszewski et al. [KWD09] showed that coding efficiency
can be further increased by transmitting downscaled depth maps. Several proposals
have been made to increase coding efficiency by using low resolution depth maps
and upsampling to the desired target resolution with the corresponding texture in-
formation at the receiver’s side, e.g. utilizing texture edges [EMWK09] or weighting
color similarity [WYT+10, LS10]. Concerning MVD compression, multiview video
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coding (MVC) can exploit inter-view similarities to increase coding efficiency. An
introduction to MVC for 3DTV applications is given in [MMT13]. Recent develop-
ments, using the latest generation of video codecs, High Efficiency Video Coding
(HEVC), are presented in [MSM+13].

2.3.4 3D Video Content Creation

After briefly introducing different 3D video formats, the 3D video transmission chain
section is concluded by discussing the actual 3D video content creation. The com-
mom ground between all the different 3D video formats is the required scene depth
information in the form of depth maps. As discussed in Section 2.3.2, these depth
maps are essential to feed autostereoscopic multiview displays by DIBR. Unfortu-
nately, acquiring such depth maps is not always straightforward. For computer-
generated imagery (CGI) content, the depth information is available directly from
the modeling software. Depth information can be extracted even years after the
original content production, if the production was adequately archived. For photo-
graphic real-life content, depth map acquisition is a little more tricky. First of all,
there is the huge bulk of traditional 2D content produced over the last century. Some
kind of 2D-to-3D conversion is necessary to make all this content available for the
next generation of 3DTV displays. Automatic image processing algorithms can ex-
ploit content characteristics, such as motion parallax, to extract depth from mono-
scopic sequences [ZVHT13]. For better accuracy or scenes with insufficient motion,
user defined depth planes can be utilized for semi-automatic 2D-to-3D conversion
[GWCO09]. In the special case of stereo-to-3D conversion, depth can be extracted
from the disparity information between the two views. This depth from disparity
idea is called “passive stereovision analysis” and is also one of the key ideas behind
3D video recording.

With regard to new 3D video content creation, there are three widespread meth-
ods to extract depth: passive stereovision analysis, active stereovision analysis, also
known as structural lighting, and depth from dedicated range sensors, i.e. Time-of-
Flight cameras. Passive stereo analysis works in a similar manner to our HVS, with
depth information extracted from the disparity between corresponding features in
two or more camera views. In active stereo analysis, a “passive” camera is replaced
by an “active” light source, projecting a predefined structure, e.g. a line grid, on
the scene to simplify correspondence matching. Time-of-Flight cameras can actively
sense distances based on the travel time of light. Such dedicated range sensors are a
key element in the simplified proposed 3D video content generation approach pre-
sented in this dissertation and will be discussed in detail in the following chapter.
The two stereovision analysis approaches will be briefly introduced in the following
paragraphs.
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2.3.5 Passive Stereovision Analysis

The most common and most established depth sensing concept for 3DTV is passive
stereovision analysis [SS02]. Computer vision algorithms look for corresponding
image features in two or more camera views and determine their disparity in or-
der to generate depth maps. This approach has the advantage that depth maps are
generated straight from multiview video. No additional equipment is required in
order to capture depth for 3D video [KAF+07]. Stereovision analysis relies on de-
tecting corresponding points in both views. Correspondence matching is usually
achieved by a combination of feature and area detectors. Feature detectors look for
corners, edges or distinctive lines for robust but sparse depth information. Area de-
tectors consider windows around each pixel to determine similarity between views,
if no features could be detected [AM05]. However, stereovision analysis will fail,
if there is not sufficient or, if there is insufficient distinctive information available.
Less texturized areas, e.g. a white wall, or repetitive structures, e.g. tiling, result in
ambiguous correspondences which will yield erroneous depth estimates. Another
drawback is that stereovision algorithms can only detect correspondences for points
visible in two views. If parts of the scenery are occluded in one view, then it is im-
possible to extract any depth information. Therefore, passive stereovision analysis
solutions for 3D video content generation often include the use of a multiple camera
rig to provide more views for correspondence matching [Smo11].

2.3.6 Active Stereovision Analysis

As mentioned previously, active stereovision analysis incorporates an “active” light
source, projecting a predefined light structure on the scene. Therefore this approach
is also called “structured lighting”. To avoid disturbing the video content, the light
structure is usually projected in a part of the light spectrum not visible to the HVS,
i.e. infrared (IR). Scene geometry will distort the projected light structure. Com-
paring the distorted light pattern with the original pattern yields depth information
based on correspondence matching which is similar to that for passive stereovision
analysis. The projected light pattern simplifies correspondence matching for low or
repetitive texture. In recent years this approach has gained a great deal of interest,
mostly due to the introduction of the Microsoft Kinect, shown in Figure 2.11, a low
cost structural lighting solutions [Zha12].

A detailed overview regarding 3D video content creation is provided in [SOS13].
The differences between 3D video capture approaches will be picked up again in
Section 3.3, when comparing with Time-of-Flight 3D video acquisition.

2.4 3D Video Quality Evaluation

Quality evaluations for 3D video content is still in an early research stage. Tradi-
tional 2D video quality metrics, such as the Peak-Signal-to-Noise-Ratio (PSNR), de-
liver unsatisfactory results when assessing the quality of DIBR-synthesized views
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(a) (b)

(c) (d)

Figure 2.11: Structural lighting with the Microsoft Kinect (a): Simultaneously capturing color

video (b) and depth map(c), based on the IR pattern shown in (d).

[BPLC+12]. Other metrics, such as the National Telecommunications and Infor-
mation Administration (NTIA) General Model, also known as video quality met-
ric (VQM) [ITU04], or the structural similarity index (SSIM) [WBSS04], have shown
better correlation to subjective mean opinion scores (MOS) [HE12]. However DIBR-
synthesized views suffer mainly from geometrical distortions, an aspect not well
represented in traditional 2D metrics [BPLC+11]. The hunt for a standardized ob-
jective quality metric for 3D video assessment is still on. For an overview of the
current research on the assessment of visual quality for DIBR-synthesized views, the
interested reader is referred to [BLCMP13].

Another important aspect for evaluating 3D video is the quality of experience
(QoE). Apart from the visual quality, depth impression, naturalness and visual com-
fort are important elements when assessing the 3D video experience. So far, these
aspects are not represented in any objective quality metric and need to be assessed
by subjective evaluations. Details on the current developments of 3D QoE research
are presented in [BBE+13].



Chapter 3

Time-of-Flight Camera

The preceding chapter introduced the concept of 3D video and its requirements with
regard to video content formats. The distinctive feature between 3D and 2D video is
its addition of 3D scene geometry information in the form of depth maps. Acquiring
these depth maps is a fundamental task in computer vision, yet is both complex
and error-prone. Traditional approaches, such as active and passive stereovision
analysis, rely on complicated correspondence matching algorithms between two or
more camera views. Dedicated range sensors, such as the Time-of-Flight camera
(Time-of-Flight), can simplify the scene depth capture process and overcome short-
comings of traditional stereovision solutions.

The purpose of this dissertation is to investigate simplified 3D video content cre-
ation based on Time-of-Flight cameras. The Time-of-Flight principle and the char-
acteristics of Time-of-Flight cameras are important basics to understand the contri-
butions of this dissertation. This chapter will provide the necessary background
knowledge and compare Time-of-Flight cameras with competing stereovision depth
sensing approaches. The information provided in this chapter summarizes the main
features of Time-of-Flight cameras and is not intended to be exhaustive. For more
detailed descriptions, the interested reader is referred to the relevant literature at
each specific topic.

21
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Figure 3.1: Classification of different Time-of-Flight sensors [KI06].

3.1 Time-of-Flight Principle

Time-of-Flight sensors are specialized range sensors to determine distances. As the
name suggests, a Time-of-Flight sensor measures the round-trip time tRTT for a re-
flected light beam from the sender to an object and back to the receiver. Based on the
standard equations for light propagation, the distance z between the sensor and ob-
ject is determined by the velocity of light c in the current medium. Such sensor based
ranging solutions have been around for some time, mostly for long range and static
3D scanning. It is only recently, that range sensors have started to be used more and
more for 3D video content creation [PRS13]. Traditional Time-of-Flight sensors were
only capable of capturing a single depth value at each time instance. Models and
scenery were required to be scanned line-wise. Nowadays, Time-of-Flight sensors
can be arranged as an array on a single chip, just as the pixel elements on charge-
coupled device (CCD) sensors for image cameras. These Focal Plane Array (FPA)
sensors are called “Time-of-Flight cameras” to emphasize their relation to typical
photo and video cameras [GS05].

Time-of-Flight cameras are divided into two different categories, based on the un-
derlying time measurement principle [PRS13]: pulse runtime sensors and continous
wave sensors. These two principles are illustrated in Figure 3.1.

3.1.1 Pulse Runtime Time-of-Flight

A pulse runtime Time-of-Flight sensor sends a light pulse, and measures the round
trip time tRTT between emitting the pulse and receiving the reflected pulse from the
measured object. This principle is illustrated in Figure 3.1 (a). The object distance z
is easily determined by

z(tRTT) =
tRTT · c

2
. (3.1)

Such sensors deliver a depth accuracy between 10-20mm for distances of up to a few
hundred meters [GS05].
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3.1.2 Continuous Wave Time-of-Flight

A continuous wave Time-of-Flight camera emits modulated light, with modulation
frequency ν, and measures the respective reflections from scene geometry, as illus-
trated in Figure 3.1 (b). The phase shift Φ between modulation reference signal r(t)
and the received signal s(t) is equivalent to reflection distance z, with

z(Φ) = Φ
c

4πν
. (3.2)

In an FPA setup, such sensors have a depth accuracy of around ten millimeters
and a maximum distance of about ten meters [KI06]. Continuous wave Time-of-
Flight sensors are predestined for real-time 3D video capture, and provide depth
maps sequences with up to sixty frames per second and more [Fot12]. The mathe-
matical principles behind continuous wave Time-of-Flight sensors are described as
follows [LS01].

To determine phase shift Φ, the Time-of-Flight camera correlates the received re-
flected signal s(t) with its modulation reference signal r(t). For cosine modulation
with signal period T = 1

ν
, the reference signal r(t) and the received signal s(t) can

be denoted as

r(t) = cos(2πνt) (3.3)

s(t) = A · cos(2πνt− Φ) + V, (3.4)

where A is the received signal amplitude, Φ is the phase offset corresponding to the
reflection distance and V denotes the signal intensity. Noise is disregarded in this
conceptual description. The cross-correlation function F (τ) = (s(t) ? r(t)) (τ) can be
calculated as

F (τ) = lim
T→∞

1

T

T
2

∫

−T
2

s(t)r(t+ τ)dt =
A

2
cos(Φ + 2πντ). (3.5)

Sampling function F (τ) at four equidistant times τi =
π
2 i, with i = 0, 1, 2, 3, yields

phase offset Φ, signal amplitude A and signal intensity V :

Φ = atan
F (τ3)− F (τ1)

F (τ0)− F (τ2)
(3.6)

A =

√

(F (τ3)− F (τ1))2 + (F (τ0)− F (τ2))2

2
(3.7)

V =
F (τ0) + F (τ1) + F (τ2) + F (τ3)

4
(3.8)

Signal amplitude A is the “active” part of reflected signal, that is the part that
contains the phase correlation information. Therefore, A is also referred to as “active
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Figure 3.2: Principle of continuous-wave Time-of-Flight sampling.

brightness.” The amount of active brightness is an important measure to determine
the accuracy of the depth measurement and will be discussed further in the next
section on Time-of-Flight error sources.

Figure 3.2 illustrates the Time-of-Flight sampling process. Please note the signal
period T . Due to its modulated wave nature, continuous wave Time-of-Flight sen-
sors cannot distinguish between different periods of the modulation frequency. This
effect limits the effective depth sensing range to the non-ambiguity interval L, with

L(ν) =
T

2
c =

c

2ν
. (3.9)

For each object farther than distance L, the measured distance ẑ is less than the
actual distance z = ẑ + nL. This phenomenon is called “phase wrapping”, and
estimating the number of wrappings n is called “phase unwrapping” [HLCH12].

3.2 Time-of-Flight Error Sources

Unfortunately, the non-ambiguity interval is not the only limiting factor for Time-
of-Flight cameras. Time-of-Flight depth measurements are affected by a variety of
different noise sources. These sources can be categorized into those of internal and
external origin. Internal effects originate from the sending photodiodes and the re-
ceiving sensors. External effects relate to the captured scenery.

3.2.1 Internal Errors

Typical internal effects include thermal noise, quantization noise, reset noise and
photon shot noise. Most of these noise sources have already been addressed on
the sensor manufacturer side, e.g. by signal pre-processing and cooling solutions
[LS01]. With the exception of photon shot noise, internal noise sources are usually
ignored for Time-of-Flight sensor fusion [PLBW13]. Photon shot noise is theoreti-
cally Poisson distributed [LS01], however Frank et al. [FPR+09] showed that photon
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shot noise can be sufficiently approximated as a zero-mean Gaussian, with standard
deviation σz , inversely proportional to the active brightness A [FPR+09]. Thus, the
Time-of-Flight depth measurement error εz can be expressed as follows.

εz ∈ N(0, σ2
z) with σz ∝

1

A
(3.10)

Active brightness A is usually provided in arbitrary units by the Time-of-Flight
sensor manufacturer. Therefore, the exact relationship has to be determined for each
specific kind of Time-of-Flight sensor. Equation 3.10 is leading to the assumption
that the best results are achieved with the largest active brightness. Unfortunately
this assumption is not completely true. At high active brightness levels, photo-
generated electrons flood the capturing pixel element, causing erroneous depth read-
ings [MWSP06].

The top row in Figure 3.3 illustrates the influence of photon shot noise on the
depth measurement. A flat surface with a dark gray/white checkerboard is cap-
tured. Dark areas of the checkerboard show under-saturated active brightness (a)
and result in a structured depth representation of the, in fact flat, surface (b). The
relation between the received optical power and the depth measurement error is
also the reason behind one of the main drawbacks associated with Time-of-Flight
cameras, the limited spatial resolution, because each capturing pixel elements on the
sensor must be of adequate size to collect a sufficiently large number of photons for
an accurate depth reading [BOL+05].

For more information regarding other internal noise sources for Time-of-Flight
cameras, the interested reader is referred to [PLBW13].

3.2.2 External Errors

External effects depend on the captured scenery and are therefore hard to generalize.
Less reflective surfaces might absorb a large portion of the emitted signal, leading to
low active brightness levels equivalent to a high photon shot noise or even com-
pletely invalid depth readings. The same is true for very distant objects. Close or
highly reflective surfaces, on the other hand, can flood the capturing pixel element
with photo-generated electrons, leading to erroneous depth readings. Furthermore,
multipath signal reflections, light scattering, or non-lambertian reflectance might
cause invalid depth readings [BOL+05]. Another error, characteristic for range sen-
sors, are the so-called ”flying” or ”mixed” pixel. This phenomenon occurs when the
received signal is reflected from two different distances, for example, at foreground-
background boundaries or from objects moving at high speed. Although it is mostly
not possible to ”repair” the effects of these external noise sources, it is possible to
identify problematic areas based on the active brightness signal [SK10].

The effects of mixed pixel and light scattering are shown in the bottom row of
Figure 3.3. Mixed pixel manifest in depth noise around object borders. The dark area
in the background on the right shows a window wall with a painting (c). Scattered
light on the glass surface results in invalid depth readings (d). Both, mixed pixel
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(a) Active Brightness (b) Depth Map

(c) Active Brightness (d) Depth Map

Figure 3.3: Relationship between active brightness (left) and depth measurements (right).

The top row shows the effects of photon shot noise due to under-saturated optical power. The

bottom row shows the effect of external error sources, such as mixed pixel and light scattering.

and light scattering areas can be identified by analyzing the active brightness signal
[FPH09, SK10].

Detailed explanations of the effects of multipath interference and mixed pixel can
be found in [GDC13]. Within the scope of the presented work, it is sufficient to un-
derstand the importance of the active brightness signal with regard to Time-of-Flight
noise characteristics. By interpreting the received optical power, internal photon shot
noise and a variety of external error sources can be identified and addressed by ap-
propriate signal processing [FPH09].

3.3 Time-of-Flight for 3D Video Acquisition

After introducing the Time-of-Flight camera and presenting its special characteris-
tics, Time-of-Flight depth sensing can be compared to competing approaches for 3D
video content creation. Together with the approaches presented previously in Sec-
tion 2.3.4, there are three major solutions for 3D video content generation: passive
stereovision analysis, active stereovision analysis and the use of Time-of-Flight cam-
eras. Table 3.1 provides a quick comparison between the different approaches. There
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Table 3.1: Comparison between main 3D video acquisition approaches.

Passive Stereo Active Stereo Time-of-Flight

Video source provided yes no sometimes
Controlled environment no yes yes
Real-time capability no yes yes
Texture problems yes no no
Occlusion problems yes yes no
Frame rate typically 25 frames per second ≤ 60fps
Typical depth sensing range no limit 1.2 - 4m ≤ 10m
Depth reading accuracy see Figure 3.4
Upsampling required no sometimes yes

are several aspects that have to be considered when choosing a 3D video content cre-
ation solution. These aspects will be discussed within this section.

Firstly, passive stereovision analysis is based on actual video data and can create
“ready-to-use” 3D video content content. Active stereovision analysis and Time-of-
Flight depth use parts of the light spectrum not visible to the human eye. Therefore
additional video sources are required to form the V+D or MVD video format. It is
important that video and depth sources have a matching viewing angle, thus depth
and video sensors need to be carefully calibrated and combined. This sensor fusion
process will be explained in more detail in the next chapter. Recently, Samsung pre-
sented a combined video plus Time-of-Flight sensor, capturing depth and video from
the same sensor [KKK+12]. These research ambitions might remove the requirement
for additional video sources for Time-of-Flight sensors in the near future.

In terms of environmental limitations, passive stereovision analysis is the most
flexible. Active stereovision analysis performs badly in outdoor scenarios with a
large amount of background IR radiation, i.e. sunlight. Time-of-Flight sensors per-
form slightly better, but reach their full potential in controlled indoor lighting scenar-
ios, such as TV and movie studios. The two major drawbacks of passive stereovision
analysis are its limited real-time capabilities and erroneous feature matching in less
or repetitively textured areas. Occlusions in one or more views prevent the corre-
spondence matching process for both passive and active stereovision analysis.

With regard to the temporal resolutions, all approaches are limited by the frame
rate of the capturing sensor. Typical frame rates for video are 25 frames per sec-
ond (fps), current Time-of-Flight sensors support up to 60fps [Fot12]. However, this
restriction is not set and video cameras with higher frame rates can be used. It is,
however, the case that current Time-of-Flight sensors are already capable of High
Frame Rate (HFR) capture.

The next point, depth sensing range, is of special interest. Based on their light-
emitting nature, Time-of-Flight and active stereovision have a limited maximum
range of operation. Passive stereovision analysis can be adapted to each depth sens-
ing range by adjusting the distance between the capturing cameras, the so-called
“baseline”. For active stereovision, one has to make sure that the projected light pat-
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tern is sufficiently distinctive. Therefore there is a lower and upper limit, e.g. 1.2-4m
for the Microsoft Kinect solution. For Time-of-Flight cameras, it is necessary to en-
sure that there is sufficient reflected light on the sensor for reliable depth readings.
A typical range for Time-of-Flight capture is up to 10m [FAT11].

As previously mentioned, the depth error for Time-of-Flight depends on the re-
ceived active brightness signal. The depth accuracy for both stereovision approaches
depends on the camera baseline and the width of the capturing pixel elements [CC92].
Because it is difficult to normalize all the different factors, there is no simple better or
worse decision with regard to depth accuracy. Nevertheless, Figure 3.4 (a) attempts
a glimpse on the mean depth error in relation to distance for passive stereovision in a
typical high definition (HD) setup (65mm baseline, 4.5µm pixel width), active stereo-
vision using the Microsoft Kinect [CKH12], and a Fotonic B-70 Time-of-Flight camera
set to a constant active brightness level. It can be clearly seen how depth measure-
ments become less accurate with increasing distance. Another aspect influencing the
depth measurement precision is the target orientation. Beder et al. [BBK07] provide
an interesting study on this topic, comparing Time-of-Flight and passive stereovi-
sion. Nguyen et al. [NIL12] performed the same analysis for active stereovision
with the Microsoft Kinect. The combined results of both studies are shown in Figure
3.4 (b) for a capture distance of 3m. The mean depth error for passive stereovision
analysis increases dramatically for target rotation angles above 60◦, whereas active
stereovision and Time-of-Flight depth errors stay almost constant at 10mm and 5mm
respectively.

The final point in Table 3.1 is the requirement for special depth upsampling
algorithms to match the desired video resolution. Typically, the results from pas-
sive stereovision analysis do not require upsampling. Some active stereovision ap-
proaches use reduced spatial resolution to limit computational requirements and
might require upsampling in a later step. Time-of-Flight sensors most definitely re-
quire some sort of depth map upsampling. Due to physical limitations, capturing
pixel elements on a Time-of-Flight sensor are significantly larger than on a typical
video sensor [BOL+05]. The recently proposed combined color and depth sensor
from Samsung can provide 480x270 depth pixel for a 1920x1080 HD color frame,
thus requiring upsampling by a factor of 4 in the horizontal and vertical directions,
respectively. However, this resolution is relatively large for Time-of-Flight sensors
and is achieved by sacrificing depth precision due to lesser active brightness satura-
tion [KKK+12]. More typical resolutions for currently available Time-of-Flight cam-
eras are in the region of up to 200x200 pixel [FAT11], thus increasing the required
upsampling factor to match HD content more drastically.

Summarizing this section, Time-of-Flight sensors are a good choice for real-time
3DTV content creation in controlled environments such as movie sets or TV studios.
Time-of-Flight sensors deliver the more accurate depth readings with the least limi-
tations on the capturing scenario. However, such dedicated range sensors need to be
combined with additional video sensors and their small spatial resolution requires
sophisticated depth map upsampling algorithms. Both aspects are important parts
of the proposed Time-of-Flight sensor fusion approach presented in this dissertation.
The combination of Time-of-Flight and video sensors will be discussed in great detail
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Figure 3.4: Accuracy of depth sensing approaches in relation to distance (a) and target tilt (b).

in the next Chapter. The following section will discuss the aspects of Time-of-Flight
depth upsampling and introduce the most prominent proposals in this field.

3.4 Time-of-Flight Depth Upsampling

As previously mentioned in Section 2.3.2, DIBR view synthesis requires pixel-dense
depth information to efficiently feed autostereoscopic multiview displays. With the
limited spatial resolution of the current generation of Time-of-Flight cameras, some
kind of upsampling is required to match the low resolution Time-of-Flight depth
maps to the corresponding high resolution color video.

Depth maps are represented in the form of simple 2D gray-scale images. The
real-time depth map output of a Time-of-Flight camera can be interpreted as a se-
quence of such 2D gray-scale images. The concept of image upsampling is straight
forward: A low resolution pixel grid is expanded to a larger resolution. Missing
pixel values in the newly generated high resolution grid are filled by some kind of
interpolation between known pixel values. Their piecewise smooth value distribu-
tion makes depth maps a rather easy upsampling target. However, simple value
interpolation will blur the sharp depth transitions at object borders. Such blurred
depth transitions can lead to disturbing DIBR artifacts, for example, if foreground
and background are not separated correctly. Furthermore, preserving depth tran-
sitions is essential for high quality 3D video, because our HVS is most sensitive to
such sharp changes in depth [DRE+11]. Simple edge-preserving solutions, such as
”nearest-neighbor” or median filtering, will introduce misalignments between tex-
ture and depth at greater upsampling factors, thus, once again leading to disturbing
DIBR artifacts [KCLU07].

Luckily there is more information available to guide the depth map upsampling
process, if the Time-of-Flight depth is considered as being part of a 3D video capture
solution: the texture information from accompanying video cameras for the desired
V+D or MVD format. This high resolution texture information can deliver important
guidance for the Time-of-Flight upsampling process.
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3.4.1 Depth Upsampling Classification

Depth map upsampling approaches can be classified into two major groups: un-
guided algorithms based on the depth map alone and guided algorithms with ad-
ditional information, e.g. texture. In some literature the term ”assisted” might be
used instead. Early proposals for texture guided depth upsampling were made by
Diebel et al. [DT05], using Markov Random Fields (MRF), and Kopf et al. [KCLU07],
proposing joint bilateral upsampling (JBU). These two approaches received a great
deal of attention in the research community and form the basis for several derivatives
aimed specifically at Time-of-Flight upsampling. The chart in Figure 3.5 provides a
graphical classification of some of the most popular proposals. This list does not
claim to be exhaustive. Covering all of the depth upsampling proposals of the last
years would prove a work in itself. Good overviews and evaluations between the
different approaches are given in [MLD12] and [VVdH13]. Nevertheless, it is clear
that most proposals rest on one of two main foundations: either the use of Markov
Random Fields or joint multilateral filtering.

One of the key contributions of this dissertation is a novel depth map upsampling
proposal: weighted optimization for Time-of-Flight super-resolution. This approach
opens up a new path to 3D video content creation, which differs from both MRF and
JBU. The weighted optimization concept will be discussed in greater detail in the
next chapter. Its evaluation with respect to some of the major proposals presented in
Figure 3.5 is summarized in parts of Chapter 5. The following sections will summa-
rize the principles behind MRF and JBU and introduce the main competitors to the
proposed weighted optimization approach for Time-of-Flight super-resolution.

3.4.2 Markov Random Field Approach

In 2005, Diebel and Thrun presented a Markov Random Field (MRF) to fuse high-
resolution texture data with low resolution depth data, particularly aimed at range
sensors, e.g. laser range measurement or Time-of-Flight cameras [DT05]. Their ap-
proach upsamples low resolution depth measurements, assuming that discontinu-
ities in depth and texture tend to co-align. The proposed MRF contains five types
of nodes in two layers, namely, the depth measurement, the reconstructed depth,
the image pixel, the image gradient and the depth discontinuity nodes. The inter-
connections between the nodes are shown in Figure 3.6. The reconstructed depth

nodes D̂(x,y) are unobservable and form the desired target resolution depth map D̂.
Obviously, the reconstructed nodes have the same density as the image pixel nodes,
whereas the original depth measurement D↓ is of less density. The auxiliary nodes
for image gradient and depth discontinuity mediate texture and depth information
for the reconstructed depth.

The probabilistic solution for this MRF is formed from two potentials: depth mea-
surement potential Π and depth smoothness potential Ψ [DT05]. The depth measure-
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Figure 3.5: Classification of different depth upsampling approaches.

ment potential is expressed as

Π =
∑

q∈M

(D̂q −D↓q)
2, (3.11)

with M as the set of pixel coordinates q = [x, y]> with available depth measure-
ments. The depth smoothness potential is expressed as

Ψ =
∑

q∈M

∑

q′∈Mq

w(q,q′)(D̂q − D̂q′)2, (3.12)

with Mq as the set of nodes adjacent to q. The depth discontinuity function w(q,q′)
provides the link between the depth and the image layer in the MRF in the form of
a weighting factor based on the gradient function v(q,q′) between adjacent image
pixel:

w(q,q′) = exp(−ζv(q,q′))2 (3.13)

v(q,q′) = ‖Iq − Iq′‖22. (3.14)
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Figure 3.6: The MRF for depth measurement upsampling according to [DT05].

Constant ζ determines the amount of depth smoothing across edges from the
guidance image. The depth measurement potential Π yields the quadratic distance
between the desired depth reconstructions on the high density grid and the avail-
able depth measurements in the low density grid. The depth smoothness potential
Ψ yields the quadratic distance between neighboring depth reconstruction nodes,
weighted by the image gradient to allow discontinuities in depth at edges in the
guidance image. The conditional probability distribution of the depth reconstruc-

tions D̂ is then defined by Π and Ψ, normalized by the partition function Z.

p(D̂ | I,D↓) =
1

Z
exp(−

1

2
(Π + Ψ)) (3.15)

Diebel and Thrun claim this work to be the first application of MRF in relation
to multi-modal data integration and show that the use of MRF can substantially
improve existing range imaging technology, generating high resolution, low noise
depth maps [DT05]. Recent years have shown improvements to their original ap-
proach, such as an improved MRF data term construction by Zhu et al.[ZWGY10],
the use of dynamic MRFs for increased Time-of-Flight depth accuracy by Lu et al.
[LMPD11], additional non-local means (NLM) filtering to preserve depth structure
proposed by Park et al. [PKT+11] and mixed discrete and continuous optimization
by Choi et al. [CLK+12].

3.4.3 Joint Bilateral Upsampling

Kopf et al. investigated the upsampling of low resolution images for different im-
age analysis applications, such as tone mapping, colorization, graph-cut image op-
erations and depth from stereovision analysis [KCLU07]. Such tasks often utilize a
downsampled input image in order to reduce computational complexity. The solu-
tion output is later upsampled to the original resolution. However, because tradi-
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tional upsampling methods assume a smoothness-prior for the interpolation, a new
edge-preserving upsampling method was proposed, using the original high reso-
lution input image as a prior for a joint bilateral upsampling procedure based on
bilateral image filtering introduced by Tomasi and Manduchi [TM98].

A bilateral filter is an edge-preserving smoothing filter, based on a nonlinear com-
bination of the surrounding pixel values in image I. The filter blends pixel values
based on geometric distance (spatial) and photometric similarity (range). The bilat-
eral filter has a symmetric spatial filter function h(·) with support Ω and a symmet-
ric range filter function g(·). Function h : < → < uses the Euclidean distance, and
g : < → < uses the absolute value difference between two pixel as input. For a pixel

at position q = [x, y]>, the filtered result Ĩq of pixel Iq from image I is

Ĩq =
1

n

∑

q′∈Ω

Iq′h (||q− q′||2) g (|Iq − Iq′ |) , (3.16)

with Ω as the spatial support of the function, centered at q, and n as the number of
all pixel in Ω. Edges are preserved, because the filter outputs smaller values for an
increasing range or spatial differences.

It is not necessary that the filter function inputs come from the same source im-
age. If the range filter function is applied to a second image, then this process is
called a “joint” or “cross! bilateral filter. The second image can be used as guidance
in an upsampling process. Applying the spatial filter function h(·) on a low resolu-
tion depth map D↓ and the range filter function g(·) on a target resolution guidance

image I, yields the joint bilateral upsampled depth map value D̃q

D̃q =
1

n

∑

q′∈Ω

D
↓

q′

γ

h

(
∣

∣

∣
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∣
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q
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−

q′

γ
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∣

∣

∣
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2

)

g (|Iq − Iq′ |) (3.17)

with γ as the upsampling factor between D↓ and I. Because D
↓
(

q′

γ

) takes only inte-

ger coordinates, the guidance image I is only sparsely sampled.

Kopf et al. demonstrated the benefit of joint bilateral upsampling (JBU) when
upsampling low resolution depth maps with high resolution texture guidance. Their
approach yields high resolution depth maps with accurate, sharp depth transitions
corresponding to object boundaries. However, solving the edge smoothing problem
with a range filter function introduces a new problem, namely, so-called “texture
copying”. Highly structured texture, e.g. written text, will be transferred into the
upsampled depth map because the texture gradient will be regarded as valuable
edge information. This problem motivated a range of improvements to the original
JBU approach. A complete list of all JBU related depth upsampling approaches could
fill several pages, with new proposals showing up every year. Some of the more
prominent are listed below.

Yang et al. [YYDN07] presented a bilateral filtering approach especially focused
on 3D volume reconstruction. Chan et al. [CBTT08] suggested a noise-aware filter
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for depth upsampling (NAFDU), switching between bilateral and joint-bilateral fil-
tering, depending on a pre-filtered depth map to avoid texture-copying. Garcia et al.
[GMO+10] introduced the pixel weighted averaging strategy (PWAS), extending the
JBU depth upsampling process with a two-dimensional credibility map based on the
absolute gradient of the low resolution depth, thus reducing the mixed pixel prob-
lem. Riemens et al. [RGBB09] proposed an incremental JBU approach for real-time
applications. Huhle et al. [HSJS10] suggested an adopted non-local means filter for
range and color fusion. Kim et al. [KYY11] attenuated the effects of texture copying
by assuming a piecewise linear world geometry. Min et al. [MLD12] recommended
weighted mode filtering based on a global depth and texture histogram.



Chapter 4

Time-of-Flight Sensor Fusion

The two preceding chapters introduced the theoretical framework behind 3D video
and discussed the benefits of Time-of-Flight sensors for 3D video content creation.
The fundamental problem for 3D video acquisition with Time-of-Flight cameras is
the fusion of low resolution Time-of-Flight depth maps with corresponding texture
data from a video source.

The following chapter addresses the aspects of Time-of-Flight sensor fusion and
discusses the proposed weighted optimization approach for Time-of-Flight super-
resolution.

35
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Table 4.1: Camera calibration parameters.

parameter symbol unit

in
tr

in
si

c focal length f [mm]

principial point coordinates x0, y0 [pixel]

radial lens distortion coefficients α1, α2

tangential lens distortion coefficients β1, β2

ex
tr

. translation in x,y,z-direction θx, θy, θz [mm]

rotation around x,y,z-axis ϕx, ϕy, ϕz [◦]

4.1 Sensor Fusion Principle

Sensor fusion is the combination of sensory information from different sources in
such a way, that the resulting outcome provides more, or is some kind of better
information, than could be achieved from the sensors individually [Gus10]. In the
case of Time-of-Flight sensor fusion for 3D video acquisition, these sources are low-
resolution Time-of-Flight depth cameras and high-resolution video cameras. The
outcome is high resolution 3D video that would not be possible by video on depth
sensors on their own.

In order to achieve this outcome, Time-of-Flight sensor fusion requires three
steps: capture setup calibration, depth value mapping and Time-of-Flight super-
resolution. At first, the capturing setup must be carefully calibrated, both with re-
spect to each sensor’s individual instrinsic parameters as well as the overall extrinsic
relation between the capturing sensors. Based on the projective geometry obtained
by the calibration, the Time-of-Flight depth readings are mapped onto their corre-
sponding position on the high resolution video frame. Finally, some kind of interpo-
lation or upsampling algorithm must be applied for Time-of-Flight super-resolution
matching with the high resolution video data. The following sections will discuss
these individual sensor fusion steps in more detail.

4.2 Capture Setup Calibration

The V+D and MVD video formats for DIBR require video sequences together with
corresponding depth map sequences, sharing the same point of view. However,
for Time-of-Flight 3D video acquisition the capturing cameras usually have slightly
differing points of view. Warping two or more views on the same point of view is
equivalent to the 3D warping for DIBR introduced in Section 2.3.2, thus requiring
knowledge about the projective geometry between cameras. In order to acquire this
geometry information, the capturing setup must be carefully calibrated.

The projective geometry can be divided into intrinsic and extrinsic parameters,
listed in Table 4.1. Intrinsic parameters describe the internal attributes of each indi-
vidual camera, such as focal length, principal point, pixel skew and lens distortion
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coefficients. The intrinsic parameters form the individual calibration matrices K of
each capturing camera

K =





fx = f/dx η x0

0 fy = f/dy y0
0 0 1



 , (4.1)

with dx and dy denoting the capturing pixel element dimensions in millimeter, to
transfer the focal length f from millimeter to pixel units. The skew coefficient η de-
notes the angle between the x- and y-sensor axes. For customary image sensors with
rectangular pixel, the skew is set to η = 0. Radial and tangential lens distortion
coefficients are used to correct distortions due to the optical system. Brown’s dis-
tortion model [Bro71] is commonly used to derive the undistorted, pinhole camera

pixel coordinates [x, y]
> from the original, measured coordinates [x′, y′]

>. The full
distortion model can add up an unlimited number of coefficients, however, typically
one or two radial coefficients are sufficient [HS96].

x = x′ + x(α1ρ
2 + α2ρ

4) + β1(ρ
2 + 2x2) + 2β2x y (4.2)

y = y′ + y(α1ρ
2 + α2ρ

4) + β2(ρ
2 + 2y2) + 2β1x y (4.3)

with

x = x′ − xo, y = y′ − yo, and ρ =

√

x2 + y2 (4.4)

The extrinsic calibration parameters describe the three-dimensional rotation and
translation between the capturing cameras, forming the rotation matrix R, with Rx,
Ry, and Rz as the rotation around each specific 3D-space axis, and the translation
vector θ.

Rx =





1 0 0
0 cos(ϕx) −sin(ϕx)
0 sin(ϕx) cos(ϕx)



 (4.5)

Ry =





cos(ϕy) 0 sin(ϕy)
0 1 0

−sin(ϕy) 0 cos(ϕy)



 (4.6)

Rz =





cos(ϕz) −sin(ϕz) 0
sin(ϕz) cos(ϕz) 0

0 0 1



 (4.7)

R = Rx ·Ry ·Rz, (4.8)

θ =
[

θx θy θz
]>

(4.9)

Calibrating a capturing setup is usually divided into two parts: The first esti-
mates the intrinsic parameters of each individual camera, and the second estimates
the extrinsic relationship between the cameras based on the previously estimated
intrinsic parameters.
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(a) Example 3D video capture setup
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Figure 4.1: Combined Time-of-Flight and video capture setup (a) and projective geometry (b).

Intrinsic calibration for standard 2D cameras, using checker-board [Zha00] or cir-
cular [Hei00b] patterns is a well documented process [KHB08]. Popular tools, such
as the camera calibration toolboxes by Bouquet [Bou13] or Heikkilä [Hei00a], are
easy to use and deliver reliable results. Because Time-of-Flight cameras also pro-
vide an intensity image in the form of the active brightness signal, the same tools
can be applied for the intrinsic Time-of-Flight camera calibration and the extrin-
sic calibration between the different cameras, achieving sufficiently reliable results
[FH08, LSKK10]. However, if the Time-of-Flight camera has a very narrow field of
view, then a precise extrinsic calibration might be difficult [SBK08]. In such cases,
camera calibration approaches incorporating Time-of-Flight depth data can be ap-
plied to improve the parameter estimates [BK08, SBK08].

A possible third step, calibrating the depth readings of the Time-of-Flight sen-
sor, might be necessary depending on the choice of Time-of-Flight camera. For the
scope of this thesis, only off-the-shelf Time-of-Flight cameras are considered, which
have already been pre-calibrated by the manufacturer. More information regard-
ing the Time-of-Flight sensor calibration can be found in [HLCH12], [PLBW13] and
[LSKK10].

4.3 Depth Value Mapping

After successfully calibrating the 3D video capture setup, the Time-of-Flight depth
data is mapped onto the corresponding position of the video camera point of view.
The value mapping process is similar to the 3D warping for DIBR, as introduced in
Section 2.3.2. This section briefly describes the mathematical relations behind the
value mapping process.

Figure 4.1 (a) shows a typical 3D video acquisition setup: a high resolution video
camera on top of a low resolution Time-of-Flight camera. The depth value map-
ping process is presented in Figure 4.1 (b). Point CD denotes the Time-of-Flight
camera, and CI the video camera point of view, that is the position and orienta-
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tion in 3D world space. This combined capture setup delivers a high resolution
texture frame I = {I(x,y);x = 1, ..., X; y = 1, ..., Y }, and a low resolution depth
map D↓ = {D↓(x↓,y↓);x↓ = 1, ..., X↓; y↓ = 1, ..., Y↓}, with X > X↓ and Y > Y↓

as the maximum indices in x- and y-direction respectively. The coordinates [x, y]>

and [x↓, y↓]
> are Euclidean pixel coordinates in 2D pixel space, representing the cap-

tured 3D world point mW in pixel coordinates. The Time-of-Flight camera delivers
the depth value zD = D↓(x↓,y↓), for each pixel with respect to the Time-of-Flight sen-
sor. Using the depth information zD, the Time-of-Flight (KD) and video (KI) camera
calibration matrices, the extrinsic rotation matrix R, and translation vector θ, the
Time-of-Flight value at position mD = [x↓/zD, y↓/zD, 1]

> is projected onto its corre-
sponding position mI = [x/zI, y/zI, 1]

> in relation to the high resolution video cam-
era point of view. Using these homogenous coordinates, the depth value mapping
can be expressed as a matrix operation. Depth value zI denotes the new distance for
each pixel with regard to the video sensor.

zImI = zDKDK
−1
I [R|θ]mD (4.10)

Performing this projection for every Time-of-Flight pixel mD on an empty frame
with an equal size as I, yields the depth map D = {D(x,y);x = 1, ..., X; y = 1, ..., Y },
sharing the same point of view as the video camera. However, due to the low spa-
tial resolution of the Time-of-Flight camera, depth map D has a sparse and possi-
bly irregular value distribution. Because most DIBR approaches require pixel-dense
depth information, some kind of filling algorithm is required to achieve Time-of-
Flight super-resolution. This problem will be addressed in the Time-of-Flight super-
resolution step described later in this chapter.

During or after the value mapping process, it is important to take account of pos-
sible depth value conflicts. Based on content and capturing setup, it is likely that
background depth values around object boundaries are mapped onto foreground
areas in the new point of view. In the case of 3D warping for DIBR view synthe-
sis, this problem is typically addressed by a so-called “z-buffer”, preventing back-
ground values from overwriting foreground values. The sparse value distribution
in Time-of-Flight value mapping requires rather more effort. Popular solutions are
mesh-based depth representations or k-nearest neighbors (KNN) searches to identify
problematic values.

4.3.1 Sensor Fusion Mapping Model

In reality, it is difficult to achieve perfect calibration and the data mapping process is
sensitive to uncertainties in the capturing setup calibration and depth sensor read-
ings. In order to analyze the key contributing factors for accurate sensor fusion,
a Time-of-Flight sensor fusion mapping model can be derived from Equation 4.10.
This section provides a brief extract of the Time-of-Flight sensor fusion mapping
model and analysis presented in Paper VIII. Further remarks on the sensor fusion
mapping model and its complete sensitivity analysis are provided in the manuscript
appended to this dissertation.
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Several noise sources are affecting the value mapping process: uncertainties in
the intrinsic camera calibration estimates for each capturing camera, uncertainties in
the extrinsic capture setup calibration estimates, and uncertainties in depth measure-
ment zD due to Time-of-Flight sensor noise. These noise sources can be categorized
in global and local uncertainties. Uncertainties in intrinsic and extrinsic parameter
estimates remain constant over the complete value mapping process and are there-
fore considered global. Sensor noise is varying from pixel to pixel, therefore noisy
depth readings are considered local uncertainties. Looking at Equation 4.10, it is evi-
dent that the accuracy of the target mapping position mI and depth value zI are influ-
enced by these global and local uncertainties. Inaccuracies in mapping positions mI

will cause serious problems in the later super-resolution step, when mapped depth
values are not properly aligned with texture guidance information. An erroneous
depth value zI can cause rendering artifacts in later DIBR view synthesis.

Introducing the global and local uncertainties to Equation 4.10, the following sen-
sor fusion error model is derived

ẑIm̂I = ẑDK̂DK̂
−1
I

[

R̂|θ̂
]

m̂D, (4.11)

with the hat-symbol denoting the respective estimated value including error ε, for
example ẑD = zD + εD.

Global Uncertainties

Global uncertainties can be derived straight from the calibration process. Camera
calibration tools usually provide the individual parameter estimates alongside re-
spective estimate standard deviation σ. The estimate error can be assume as white
Gaussian noise, i.e. with ε ∈ N(0, σ2) [HS97]. For clarity, the individual parameter
estimate errors estimates can be combined in error matrices E, for example

K̂ = K+





εfx 0 εx0

0 εfy εy0

0 0 0



 = K+EK, (4.12)

and equally for rotation matrix R̂ and the translation vector θ̂. Uncertainties in the
lens distortion coefficients for the Time-of-Flight camera influence the accuracy of the
measured pixel position mD. The estimated pixel position m̂D is derived by applying
the Time-of-Flight lens distortion coefficients errors to Brown’s lens distortion model
from Equation 4.2 and 4.3. The video camera lens distortion coefficients have no
effect on the actual value mapping process.

Local Uncertainties

As mentioned in Section 3.2.1, Equation 3.10, the depth measurement error εD for
depth value ẑD is inversely proportional to the active brightness A. The exact rela-
tionship between depth error and active brightness level A has to be determined for
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Figure 4.2: Depth value deviation with respect to active brightness level for Fotonic B-70 Time-

of-Flight camera.

each specific kind of Time-of-Flight camera. A means of achieving this is to calcu-
late the standard deviations over a large set of depth measurements for a range of
active brightness levels and fit a curve to the results. Figure 4.2 shows such a graph
with the relationship between depth deviation and active brightness level A for the
Fotonic B-70 Time-of-Flight camera [Fot12]. The fitted curve represents the derived
function for the depth value deviation σD, with

σD(A) = 300 ·
1

A0.8
(4.13)

4.3.2 Mapping Sensitivity Analysis

Based on the known error distributions for global and local uncertainties, the sensi-
tivity of the value mapping model in Equation 4.11 can be determined by a variance-
based sensitivity analysis: The sensitivity of a model to a noise source is measured
by the amount of variance in the output caused by this source [SCS09]. The detailed
multivariate sensitivity analysis is presented in Paper VIII. This section merely sum-
marizes some results and points out key findings.

Investigating the sensitivity of the Time-of-Flight sensor fusion mapping model
showed that local uncertainties in depth measurement ẑD translate 1:1 into uncer-
tainty in the mapped depth value ẑI. Yet, the effect of noisy depth measurements
on the precision of the mapping position m̂I is negligible. Regarding global un-
certainties, there is very little influence on the precision of depth value ẑI. The
only exceptions are Time-of-Flight camera principal point, and extrinsic rotation es-
timates. However, uncertainties in these parameters have a much larger impact on
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the mapping position precision σmI
. Apart from the global and local uncertainties,

the multivariate analysis covered two additional influencing factors: pixel position
mD with regard to the principal point, and translation θ between the capturing sen-
sors. The precision of Time-of-Flight mapping position m̂I becomes very sensitive
to erroneous focal length and lens distortion estimates close to the image borders.
Furthermore, with increasing translation θ between the capturing sensors, local un-
certainties in depth measurement ẑD start to influence the precision of mapping po-
sition m̂I adversely. Summarizing the results of the multivariate sensitivity analysis,
the following key findings were derived:

1. The Time-of-Flight value mapping process is very sensitive to uncertainties in
principal point and extrinsic rotation estimates. If possible, these parameters
should receive special attention in the camera calibration process.

2. Even a careful camera calibration might not deliver the desired accuracy in in-
trinsic and extrinsic parameter estimates. A slight inaccuracy in mapping po-
sition mI might be tolerable for most depth values. However, incorrect value
mapping around object boundaries will lead to disturbing artifacts in later pro-
cessing steps. A suitable course of action to avoid such artifacts is to remove
values around depth transitions before the value mapping process. Due to
their piecewise smooth distribution, removed depth values can be easily re-
constructed in the later super-resolution step. Removing values around depth
transitions has the added benefit of avoiding the “flying pixel” problem men-
tioned in Section 3.2.2.

3. High levels of photon shot noise for depth measurement zD can lead to signif-
icant deviations in the depth value zI. The relationship between active bright-
ness values A and the depth measurement deviation σD provides valuable
guidance information for Time-of-Flight depth denoising.

4. Concerning the design of Time-of-Flight and video capture system, the sen-
sitivity analysis suggests a movement towards close distances between Time-
of-Flight and video cameras. Large translation distances influence the value
mapping accuracy adversely, motivating research into shared optical systems,
as currently investigated by the EU FP7 project SCENE project [SCE13], or
the combination of Time-of-Flight and video sensors on the same chip, as pre-
sented by Samsung [KKK+12].

4.4 Time-of-Flight Super-Resolution Proposal

In the value mapping process, the low resolution Time-of-Flight depth D↓ is mapped
on D to match video frame I with regard to point of view. The next step is to achieve
Time-of-Flight super-resolution D∗ from the sparse input D to match video frame I

regarding its spatial resolution.

As mentioned in Section 3.4, most Time-of-Flight super-resolution proposals fol-
low one of two schools: either Markov Random Fields or joint multilateral filtering.
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Figure 4.3: Proposed weighted optimization approach for Time-of-Flight super-resolution.

Weighted optimization opens up a new path to Time-of-Flight super-resolution. The
Edge Weighted Optimization Concept (EWOC) for depth map upsampling was first
introduced in Paper III and consequently developed into a holistic Time-of-Flight
super-resolution (TSR) approach, incorporating sensor noise and temporal informa-
tion in Paper II. This section presents the key concepts of the weighted optimization
approach for Time-of-Flight super-resolution. Discussions and evaluations of indi-
vidual parts are provided in the respective publications.

4.4.1 Weighted Optimization Approach

The flowchart in Figure 4.3 illustrates the proposed weighted optimization approach
for Time-of-Flight super-resolution. The proposal incorporates three sets of input
sources: a video camera, a Time-of-Flight camera and preceding time-sequential
super-resolution results. Time-of-Flight super-resolution D∗ is achieved by mini-
mizing the combination of three weighted error energy terms for all possible super-

resolution estimates D̂: spatial error energy QS, depth error energy QD, and temporal
error energy QT.

D∗ = arg
D̂

min(k1QS + k2QD + k3QT) (4.14)
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The different error energy terms each contribute a certain aspect to the Time-

of-Flight super-resolution estimates D̂. The spatial error energy QS constructs the
desired piecewise smooth depth value distribution, the depth error energy QD pro-
vides the actual depth measurements weighted by their reliability, and the temporal
error energy QT encourages temporal consistency between consecutive upsampling
results. Particular energy terms can be emphasized by adjusting the relation between
the weighting factors ki, with k1 + k2 + k3 = 1. The details of each individual energy
terms are described as follows.

4.4.2 Spatial Error Energy

As mentioned previously, depth maps show a piecewise smooth value distribution.
This fact can be exploited for Time-of-Flight super-resolution. Assuming similarity
between spatially neighboring depth values, the horizontal and vertical similarity

errors εH and εV for a depth value D̂(x,y) can be expressed as

εH(x, y) = D̂(x,y) − D̂(x+1,y), (4.15)

εV(x, y) = D̂(x,y) − D̂(x,y+1). (4.16)

The spatial similarity errors penalize discontinuities in the depth value deriva-
tives, thus enforcing a smooth depth value distribution in the super-resolution esti-

mate D̂. To construct the piecewise aspect of the depth value distribution, the edge
weighting map WE is introduced. Transcribing the spatial similarity errors into en-
ergy terms yields spatial similarity error energy QS.

QH =

X
∑

x=1

Y
∑

y=1

WE(x,y)ε
2
H(x, y) (4.17)

QV =

X
∑

x=1

Y
∑

y=1

WE(x,y)ε
2
V(x, y) (4.18)

QS = QH +QV (4.19)

The edge weighting map WE allows for sharp depth transitions between objects
by relaxing the spatial similarity constraint for neighboring pixel at object bound-
aries. Weighting elements WE(x,y) are obtained by means of a combination of texture
and depth information, based on two assumptions: The first is, because depth maps
describe the scene geometry for a video sequence, the object boundaries should cor-
respond to edges in the corresponding video frame. The second is, because thorough
edge detection on a video frame will result in many more edges than there are actual
objects, the edge information from the low resolution Time-of-Flight depth can be
utilized to select edges that comply with actual depth transitions. Based on these
two assumptions, the edge weighting map WE is gained as shown in Figure 4.4: An
edge filter on the high resolution video frame I yields the edge map EI. The low
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Figure 4.4: Example for the edge weight generation.

resolution depth map D↓ is also edge filtered and the result is upsampled to the cor-
responding video frame to form the edge mask ED. The edge map upsampling is
performed in a nearest-neighbor fashion to preserve the binary values and widen
the edge mask by the upsampling factor. The wider edge mask is important to com-
pensate for minor texture-depth misalignment. Multiplying each element of EI by
its corresponding element in ED masks out redundant edges in areas with uniform
depth and yields the edge weighting map WE.

WE(x,y) = 1− EI(x,y) · ED(x,y) (4.20)

This edge masking process is necessary, because the quality of the upsampling
results is very dependent on cohesive edges gained from the video frame. Missing
or porous edges (Figure 4.5(a)) can lead to “depth leakage” where erroneous depth
values spread into the wrong areas as shown in Figure 4.5(b). However, thorough
edge detection on a video frame will result in many more edges than there are ac-
tual objects as shown inFigure 4.5(c), and will lead to an unwanted structurization
effect in the upsampled depth map as shown in Figure 4.5(d). A larger threshold for
the edge detector reduces the amount of unnecessary edges, however, less detected
edges will increase the risk of “depth leakage”. Finding the correct edge threshold
for each sequence is difficult. Therefore it is more practical to use a smaller edge
detector threshold, i.e. a greater sensitivity, leading to more edges being detected,
and validate the resulting edge map with actual transitions in depth. Different edge
detectors, pre-processing steps and color spaces were investigated in Paper IV. Con-
vincing results were achieved by using a standard Canny edge detector [Can86] on
the video luminance channel.
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(a) (b)

(c) (d)

Figure 4.5: Details from test sequences “Ballet” and “Breakdancing” [ZKU+04]: Missing edges

(a) lead to depth leakage (b). Too many edges (c) lead to depth structurization (d).

4.4.3 Depth Error Energy

Obviously, the optimization process is required to be fed with actual depth values
to construct the piecewise smooth value distribution in the Time-of-Flight super-

resolution estimates D̂. These values are provided in the form of the depth error
energy QD. Following the value mapping principles presented in Section 4.3, the low
resolution Time-of-Flight depth map D↓ is mapped onto a frame corresponding to
video frame I, resulting in the sparse high resolution depth map D. The exact same
procedure is performed for the low resolution active brightness map A↓ to ensure
pixel-accurate correspondence between D and A. Depth error εD is then defined for
all known values of D.

εD(x, y) =

{

D̂(x,y) −D(x,y), ∀D(x,y)

0, otherwise
(4.21)

Depth error εD enforces similarity between the sparse Time-of-Flight depth read-

ings in D and the super-resolution estimates D̂. To reduce the influence with regard
to high Time-of-Flight sensor noise, the depth reliability weighting map WD is intro-
duced. Transcribing depth error εD into energy terms yields the depth error energy
QD.



4.4 Time-of-Flight Super-Resolution Proposal 47

QD =
X
∑

x=1

Y
∑

y=1

WD(x,y)ε
2
D(x, y) (4.22)

Following the remarks on photon shot noise in Section 3.2.1, each depth reliability
weight WD(x,y) uses the active brightness map A to determine the actual reliability
of each measured depth value. The weighting function considers only depth values
within a certain range of active brightness levels. Outside the range [ll; lu], a Time-
of-Flight depth value is considered as being outright faulty, either due to under- or
over-saturation, i.e. A(x,y) < ll and A(x,y) > lu respectively [BOL+05]. The respec-
tive depth measurements are subsequently removed from the depth error energy
QD by setting WD(x,y) = 0. The remaining depth values are weighted based on their
reliability, with a larger active brightness value corresponding to more reliability.

WD(x,y) =

{ (

A(x,y)

lu

)α

, ll < A(x,y) < lu

0, otherwise
(4.23)

Exponent α defines the relationship between the reliability of a depth measure-
ment and its impact on the depth error energy QD. The active brightness value A(x,y)

is normalized with respect to the maximum allowed value lu, to form a weighting
value range of [0; 1]. Based on the depth reliability weighting map WD, depth mea-
surements with more reliability have a stronger influence on the super-resolution
process, whereas values with less reliability have less influence, thus denoising the
Time-of-Flight super-resolution result.

The idea of depth reliability weighting for Time-of-Flight denoising was first in-
troduced in Paper II and further investigated in Paper IX. A detailed analysis and
evaluation is provided in the full manuscript appended to this dissertation.

4.4.4 Temporal Error Energy

The final energy term QT in Equation 4.14 for the proposed Time-of-Flight super-
resolution approach, addresses the problem of temporal consistency in Time-of-Flight
depth measurements. Depth deviations over time can lead to flickering artifacts in
depth maps [GEF+04, WSOP+09], thus leading to visual discomfort in the 3D video
experience [LFHI09]. Enforcing temporal consistency between consecutive super-
resolution depth maps can reduce such depth flickering. In a similar manner to that
for the spatial similarity errors εH and εV, the temporal similarity error εT is defined
by assuming temporal similarity between the depth values at consecutive time in-
stances.

εT(x, y, t) = D̂(x,y,t) −D∗
(x,y,t−1), (4.24)

with t denoting the current time instance and t−1 the preceding, already completed
Time-of-Flight super-resolution result.
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The temporal weighting map WT is introduced to relax the temporal similarity
constraint for moving objects or global camera motion. Transcribing the temporal
similarity error εT into energy terms yields the temporal error energy QT.

QT =
X
∑

x=1

Y
∑

y=1

WT(x,y)ε
2
T(x, y, t) (4.25)

The temporal weighting map WT is the key element for temporal depth consis-

tency, separating the super-resolution estimates D̂ in either static or temporal active
areas. Temporal consistency should only be enforced in static areas to avoid artifacts
for moving objects. Outside static depth areas, the temporal consistency weight is
set to zero.

WT(x,y) =

{

1, static area
0, temporal active area

(4.26)

The low spatial resolution of the original Time-of-Flight depth map D↓ does not
provide sufficient detail to determine temporal activity accurately. The correspond-
ing high resolution video frames are a better choice to determine temporal activity.
Temporal activity can be determined by various approaches. The initial proposal for
temporal consistent depth map upsampling was based on a simple video luminance
difference weighting in Paper II. Although luminance difference was sufficient to
prove the concept of temporal consistency weighting, more sophisticated temporal
weighting sources, such as optical flow data [BSL+11], can provide improved results.
Recent advances in highly efficient and accurate optical flow estimation methods
[LWA+12] provided the motivation behind the introduction of optical flow informa-
tion to the proposed Time-of-Flight super-resolution approach. A detailed compari-
son between luminance difference and optical flow temporal consistency weighting
is presented in Paper VII.



Chapter 5

Contributions

This chapter presents a condensed summary of the included contributions to the
field of 3D video acquisition. Altogether, there are nine articles, two published in in-
ternationally renowned journals, five at international conferences, and another two
in manuscript for publication. The full manuscripts are appended to this disserta-
tion. Novelty and key contributions of each article are briefly recapitulated in this
chapter.
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5.1 Paper I: Survey on 3D Video Acquisition

The first paper included in this dissertation, “Depth Sensing for 3DTV: A Survey”,
presents a study on current trends in 3D video acquisition. The article was published
in the IEEE Multimedia Magazine in October 2013 [SOS13].

Summary

The quality of DIBR view synthesis is highly dependent on the quality of the pro-
vided depth information. Therefore acquiring accurate depth information is the key
to the success of 3D video and the next generation of 3DTV. Yet, robust depth map
extraction for photographic content is a challenging task [BYZZ13]. This article re-
views the three main approaches for 3D scene depth acquisition: traditional passive
stereovision analysis, active stereovision analysis, also known as structural lighting,
and the use of dedicated range sensors, such as the Time-of-Flight camera. Active
stereovision has received a considerable amount of interest in recent years, due to
the introduction of the low-cost Microsoft Kinect system [Zha12]. However, each of
the three depth sensing approaches forms a very active field of research on its own.

Contribution

This article provides a guideline for aspiring 3DTV content creators as well as a ref-
erence for experienced professionals in the field of 3D video. Benefits and flaws
of the different 3D scene depth acquisition approaches are discussed in a compara-
tive analysis. Within controlled environments, such as a TV studio, Time-of-Flight
cameras are identified as the preferred choice for real-time 3D scene depth acquisi-
tion. Such dedicated range sensors deliver the most accurate depth readings with
the fewest limitations on the capturing scenario. Thus, the survey provided in this
article strengthens the choice of Time-of-Flight sensor fusion for 3D video content
creation.

5.2 Paper II: Time-of-Flight Super-Resolution

A 3D video content acquisition approach based on Time-of-Flight super-resolution
is proposed in the second paper, “A Weighted Optimization Approach to Time-of-Flight
Sensor Fusion”. The article was published in the IEEE Transactions on Image Process-
ing in January 2014 [SSO14].

Summary

This article presented the weighted optimization super-resolution proposal from
Section 4.4, extending the depth map upsampling approach from Paper III to Time-
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of-Flight cameras. The approach was divided into three weighting strategies, repre-
senting the increasing amount of available guidance information in Time-of-Flight
sensor fusion:

1. S-TSR: (S)ingle-weighted (T)ime-of-Flight (S)uper-(R)esolution, only taking tex-
ture edge information into account.

2. D-TSR: (D)ouble-weighted (T)ime-of-Flight (S)uper-(R)esolution, with addi-
tional depth reliability weighting.

3. T-TSR: (T)riple-weighted (T)ime-of-Flight (S)uper-(R)esolution, combining tex-
ture, depth reliability and temporal consistency.

Unlike the spatial error energy presented in Section 4.4.2, the spatial similarity
errors were constructed directly from the sparse depth map D. Super-resolution
D∗ was achieved by diffusing the known values in D. Depth reliability weighting
was combined with texture edge weighting in one single spatial error energy QS.
The separation into individual depth error energies for spatial similarity and depth
reliability was introduced later in Paper IX.

Contribution

Key contributions in Paper II are the introduction of the depth reliability and tempo-
ral consistency weighting, to form the weighted optimization approach presented in
Section 4.4.1. Objective evaluations show benefits with respect to competing state-of-
the-art depth upsampling proposals. Furthermore, a subjective evaluation confirms
the proposal as being a suitable 3D video content creation approach. To the best of
the authors’ knowledge, this evaluation was the first extensive subjective assessment
of Time-of-Fight sensor fusion for 3D video acquisition.

Objective S-TSR evaluation was performed based on the Middlebury Stereo Vi-
sion data sets and automatic evaluation [SB12]. Results from six different proposals
were compared: standard JBU, the 3D cost volume joint bilateral filtering (3D-JBU)
presented in [YYDN07], the weighted mode filtering (WMF) approach including its
multiscale color measure extension (MCM) from [MLD12], and the proposed S-TSR
approach. The evaluation is based on the percentage of “bad” pixel in an upsampled
depth map. A pixel is considered as being “bad”, if its disparity value is not the
same as for the reference pixel. A lesser percentage of ”bad” pixel is considered a
better result. The graph in Figure 5.1 presents the evaluation results from Paper II
reformatted as a bar graph. Figure 5.2 provides some of the respective depth upsam-
pling results for subjective confirmation. The results presented in Paper II set S-TSR
as the top performing approach in terms of depth upsampling accuracy, and within
the top three approaches in terms of processing time.

However, upsampled depth maps are only an in-between step on the way to a
convincing 3D video experience. With 3D video content creation as the target appli-
cation for TSR, the final DIBR view synthesis results must be evaluated to allow for
a conclusive assessment of the presented Time-of-Flight sensor fusion proposal. As
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Figure 5.1: (Paper II) Automatic Middlebury evaluation for depth map upsampling by a factor

of 8.

mentioned in Section 2.4, reliable objective quality metrics for this scenario are still
under consideration [BPLC+11]. Therefore , a subjective quality evaluation in stereo-
scopic 3D was performed. Some of the used test sequences are available online for
self evaluation in 2D and stereoscopic 3D at [SSO13]. Statistical analysis showed a
significant increase in viewer preference for DIBR view synthesis results based on D-
and T-TSR depth maps, in comparison to the JBU and S-TSR depth maps. The addi-
tion of temporal consistency weighting in T-TSR did not lead to significant changes
in viewer preference. These findings motivated a deeper analysis of temporal consis-
tency for depth maps and the proposal of a new weighting function based on optical
flow information in Paper VII.

5.3 Paper III: Edge-Weighted Optimization Concept

The article “Depth Map Upscaling through Edge Weighted Optimization” is the original
contribution introducing weighted optimization for depth map upsampling. The
paper was published and presented as part of the SPIE conference on 3D Image
Processing (3DIP) and Applications in Burlingame, 2012 [SSO12a].

Summary

At the time of publication, depth map upsampling proposals were variations of ei-
ther one of two approaches: Markov Random Fields (MRF) by Diebel et al. [DT05]
or JBU by Kopf et al. [KCLU07]. In this article, a new path is opened up, introducing
the edge-weighted optimization concept (EWOC). The idea of weighted optimiza-
tion was derived from a semi-automatic 2D/3D-conversion approach by Guttmann
et al. [GWCO09], and translated to the field of texture guided depth map upsam-
pling.
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(a) Low resolution depth

(b) 2D JBU [KCLU07]

(c) 3D JBU [YYDN07]

(d) WMF [MLD12]

(e) S-TSR

Figure 5.2: (Paper II) Depth map upsampling results for Middlebury test set.

Rows (a)-(d) c© IEEE 2012, taken from [MLD12] for comparison.
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Contribution

Apart from the introduction of weighted optimization, the second key contribution
in this article is the texture edge weighting described in Section 4.4.2. Although
many depth upsampling proposals integrate corresponding texture information, the
presented approach goes further and selects texture information based on the orig-
inal low resolution depth map. In this way, only actual changes in depth are taken
into account when creating the desired piecewise smooth depth map value distribu-
tion.

Because this article was the introductory paper for weighted optimization depth
upsampling, an extensive evaluation was performed. Two test scenarios were pre-
sented: One investigating depth distortions introduced by the upscaling process,
and the other assessing the view synthesis quality when using upsampled depth
maps. The objective evaluations presented in this article verify the weighted opti-
mization approach as an improvement to competing depth upsampling proposals,
both in the quality of upsampled depth maps, as well as in the resulting virtual view
syntheses.

5.4 Paper IV: Texture Guidance Information

After introducing edge weighted optimization for depth map upsampling in Paper
III, the required texture guidance information was analyzed in the article “Improved
Edge Detection for EWOC Depth Upscaling”. This article was published and presented
as part of the International Conference on Signals and Image Processing in Vienna,
2012 [SSO12b].

Summary

The outcome of the proposed weighted optimization approach for depth map up-
sampling is highly dependent on accurate edge detection, both in texture and depth
maps. In this article, investigations into several edge detection sources and pre-
processing steps for best depth map upsampling results are performed.

Contribution

In the original proposal (Paper III), the edge weighting map WE was generated from
a combination of different edge detectors and color spaces and had a continuous
value range of [0, 1]. The evaluations in Paper IV showed that a combination of
sources based on the HVS can improve the upscaling results slightly. Unfortunately,
these improvements are achieved at the cost of increased computational complexity.
Therefore, for the sake of a future real-time implementation, the ideas for intensive
edge detection were not continued. However, more accurate edge detection can be
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Figure 5.3: (Paper V) Proposed depth map coding scheme.

easily integrated for scenarios requiring slightly better depth quality within relaxed
time restrictions.

Based on the findings in this paper, a simple Canny edge detector on the video
luminance was considered sufficient for most applications. In addition, the idea of a
continuous edge weight value range was dropped in favor of a simple binary edge
weighting. Instead of the intended increase in quality, a decrease in complexity was
found.

5.5 Paper V: Depth Video Coding

For the sixth paper, “Adaptive Depth Filtering for HEVC 3D Video Coding”, other possi-
ble fields of application for depth map upsampling are considered and an adaptive
depth filtering approach for 3D video depth compression is proposed. This article
was published and presented as part of the Picture Coding Symposium in Kraków,
2012 [SOST12].

Summary

The transmission of spatially downsampled depth maps is a common idea for MVD
coding [KWD09]. This paper expands this compression idea by means of an adaptive
low-pass filter to reduce high frequency content in the depth maps before subsam-
pling and compression. Modern video codecs, such as High Efficiency Video Coding
(HEVC) are very efficient in compressing redundant information, such as in uniform
areas. Due to their piecewise smooth value distribution, it is possible to increase re-
dundancy in depth maps, as long as the sharp depth transitions at object boundaries
are preserved.
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Contribution

Figure 5.3 illustrates the proposed depth map coding scheme from Paper V. Based
on the blur map EB, all parts not corresponding to object transitions in depth map
D are convoluted with Gaussian kernel G, to reduce high frequency content. To
maintain the high frequency depth transitions at object boundaries, depth map D is
element-wise multiplied by the complementary blur map (EB subtracted from the
identity matrix 1). Element-wise multiplications are represented by the symbol ”�”.
The two masked depth maps are added together and form the adaptively filtered

depth map D̃.

D̃ = (D ∗G)�EB +D� (1−EB) (5.1)

Blur map EB is derived from video frame I, but could also be generated from depth

map D or a combination of both. The adaptively blurred depth map D̃ is downsam-
pled by a factor of 2 and encoded with HEVC. The resulting bitstream is decoded at

the receiver’s side and the low resolution depth map D̂↓ is upsampled to D̂ using
EWOC.

The ideas behind this article were motivated by the MPEG call for proposals (CfP)
on 3D video coding technology [JTC11]. Therefore the evaluation is related to the
requirements given in the CfP. Objective evaluations favor the proposed approach at
smaller depth bit rates. A subjective evaluation using 20 test subjects confirmed the
objective results.

5.6 Paper VI: Computational Efficiency

Paper VI, “Incremental Depth Upscaling using an Edge Weighted Optimization Concept”,
investigated incremental depth upsampling to increase the computational efficiency
of the weighted optimization approach. The article was published and presented as
part of the 3DTV-Conference in Zürich, 2012 [SSO12b].

Summary

The proposed weighted optimization approach is a computationally complex task.
Upsampling a depth map by a factor of 8 to a 1920x1080 HD resolution requires
solving a system of roughly H ≈ 4 · 106 linear equations for U ≈ 4 · 106 unknown
variables. The number of steps S(H,U) that a standard linear solver would require
for this task lies within complexity O(H2U). With QR decomposition, the complexity
can be reduced to O(U3), but is still extremely large. Of course, the linear equations
system is very sparse. Specialized solvers, such as the multifrontal method by Davis
[Dav11] can solve this task far more effectively. However, the overall complexity
could be reduced by dividing the upsampling process into smaller incremental steps.
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Contribution

An incremental depth map upsampling approach was presented, thus decreasing
computational complexity drastically. Furthermore, it was assumed that texture in-
formation in lower upsampling steps provides more cohesive edge weighting infor-
mation, thus preventing depth leakage and erroneous depth values from spreading
too far in the following upsampling steps.

Two factors were considered when evaluating the proposed incremental upsam-
pling approach. Firstly, the actual effect on processing time, and secondly, possible
influences on DIBR view synthesis quality. The results presented in Paper VI show
that upscaling by a factor of 2 in three consecutive steps reduces the mean processing
time per frame by more than than half, compared to a single upsampling step by a
factor of 8. Furthermore, incrementally upsampled depth maps improve DIBR view
synthesis results by about 1dB in PSNR, again compared to upsampling in one single
step. An interesting by-product of the evaluation was the insight that incremental
upscaling for JBU leads to an actual loss in DIBR view synthesis quality. This drop
in quality is assumed to occur at lower upsampling steps, in which a great deal of
possible filter information is lost in the downsampled texture guidance. Erroneous
depth values are then inherited in the following upsampling steps.

5.7 Paper VII: Temporal Consistency in Depth Maps

In the article “Temporal Consistent Depth Map Upscaling for 3DTV”, further investiga-
tions of the effects of temporal inconsistency in depth maps on DIBR view synthesis
quality are performed. This article was published and presented as part of the SPIE
conference on 3D Image Processing, Measurement and Applications in San Fran-
cisco, 2014 [SSO12a].

Summary

The initial proposal for temporal consistency weighting in Time-of-Flight depth map
upsampling was based on simple video luminance difference to detect temporal ac-
tivity [SSO14]. The results in Paper II were sufficient to encourage the idea of tem-
poral consistency weighting, however they were not yet fully convincing. Therefore,
Paper VII evaluated the use of optical flow information to determine temporal active
areas more accurately.

Contribution

Figure 5.4 illustrates the difference between the original luminance difference ap-
proach and the proposed optical flow solution. For the two consecutive frames (a)
and (b), the luminance difference (c) highlights mostly high contrast boundaries, i.e.
the graphics on the shirt, however in-between areas are considered as temporally
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(a) Texture (t-1) (b) Texture (t)

(c) Luminance difference (d) Optical flow value

(e) Luminance difference: weighting map WT (f) Optical flow: weighting map WT

Figure 5.4: (Paper VII) Comparison between temporal weighting approaches: luminance dif-

ference (left) and optical flow (right).

constant. The optical flow values (d) represent coherently moving areas. As a result
the weighting map derived from the luminance difference (e) considers temporal ac-
tive areas as constant (white), resulting in depth artifacts. The weighting map based
on the optical flow (f) determines temporal active areas more accurately, thus enforc-
ing temporal consistency in the correct constant areas (white) and avoiding temporal
artifacts in the temporal active parts of the scenery (black).

With regard to the original luminance difference implementation, the optical flow
proposal severely reduces temporal depth artifacts. Objective evaluations confirm a
positive effect on DIBR view synthesis, with a reduction of about 25% for upsam-
pling inflicted flicker in depth maps compared to the original proposal, and almost
75% compared to Time-of-Flight upscaling without temporal consistency weighting.
Recently proposed, highly efficient optical flow estimation methods [LWA+12], can
assist is keeping the additional computational load low.
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5.8 Paper VIII: Sensor Fusion Mapping Model

The third paper, “Multivariate Sensitivity Analysis of Time-of-Flight Sensor Fusion”,
takes a step back from Paper II and analyzes the underlying Time-of-Flight sensor
fusion mapping model. The article is currently in manuscript.

Summary

As discussed in Paper I, Time-of-Flight sensor fusion can overcome shortcomings
of other 3D video acquisition approaches. However, the sensor fusion process is
affected by several noise sources. To assess the influence of these different sources, a
Time-of-Flight sensor fusion mapping model was derived. The model represents the
influence of uncertainties in capture setup calibration and depth value measurement
on the depth value mapping process for Time-of-Flight sensor fusion. A variance-
based multivariate sensitivity analysis identified the key aspects for successful 3D
video acquisition based on Time-of-Flight sensor fusion.

Contribution

The findings of this article have already been summarized in Section 4.3.2. A de-
tailed discussion of the sensor fusion mapping model and its sensitivity analysis are
provided in the manuscript appended to this dissertation. This article provides an
important guideline for designing, calibrating and running sophisticated Time-of-
Flight sensor fusion capture systems.

5.9 Paper IX: Time-of-Flight Depth Denoising

The last paper included in this dissertation, “Active Brightness Weighting for Time-of-
Flight Super-Resolution”, presents an investigation of the effects of sensor noise on
Time-of-Flight super-resolution by weighted optimization. The article is currently in
manuscript.

Summary

By further investigating the relationship between Time-of-Flight active brightness
signal and sensor noise, this article proposes two major updates to the original depth
reliability weighting from Paper II. Firstly, the original Time-of-Flight depth read-
ings in D↓ are separated from the final super-resolution result D∗ by separating
the double-weighted spatial error energy from Paper II into spatial error energy QS

(Equation 4.19) and depth error energy QD (Equation 4.22). Secondly, an eligible
depth reliability weighting map WD is derived by a non-linear system identification
process.
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Contribution

Objective evaluations show a significant increase in depth upsampling accuracy com-
pared to competing proposals. The findings presented in this article verify that
depth reliability weighting increases the quality for Time-of-Flight super-resolution,
thus enabling simplified 3D scene depth acquisition and opening up the way for
improved 3D video content quality.



Chapter 6

Conclusions

Starting from the overall research purpose, this final chapter offers a comprehen-
sive conclusion to this dissertation. The included contributions are presented with
respect to the defined research goals. The impact of the proposed Time-of-Flight
sensor fusion approach on the 3D video community is discussed briefly. Finally, this
dissertation concludes with an outlook into future work including further enhance-
ments, applications and possible new fields of research.
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6.1 Overview

As of today, 3D video content creation is still a challenge, thus limiting both quality
and amount of available 3D video content. The lack of broad and innovative 3D con-
tent was identified as one of the main restrictions for the success of 3DTV [PwC12].
The work presented in this dissertation is set out to simplify 3D video content cre-
ation to assist in overcoming this restriction.

Limitations of contemporary 3D video acquisition were investigated and a novel
Time-of-Flight sensor fusion approach to overcome present shortcomings in 3D video
content creation has been presented. The proposed solution combines video, noise
and temporal information in a weighted optimization approach to achieve Time-of-
Flight super-resolution. Deeper analysis of specific aspects of the proposed solution
led to significant advancements in visual quality and computational performance.
Extensive objective and subjective evaluations confirm that there are benefits in com-
parison to competing proposals. Furthermore, weighted optimization depth upsam-
pling can be applied to other fields, such as depth video compression.

6.2 Outcome

In relation to the overall research purpose to investigate simplified 3D video con-
tent creation, Section 1.4 defined five concrete and verifiable goals. These goals are
revisited here in order to assess the outcome of the conducted research. Figure 6.1
breaks down the included contributions with respect to the defined research goals.
Individual results for each goal are discussed as follows.

• Goal I: ”Investigate advantages and drawbacks of Time-of-Flight sensors for 3D video
acquisition and set them in relation to other 3D video acquisition approaches.”
In Paper I, a survey of the three main 3D video acquisition approaches is pre-
sented. Time-of-Flight sensors were compared to traditional passive stereovi-
sion analysis and active stereovision analysis solutions, such as the Microsoft
Kinect. The survey identified Time-of-Flight sensors as a preferred choice for
real-time 3D scene depth acquisition in controlled environments and strength-
ened the choice of Time-of-Flight sensor fusion for simplified 3D video acqui-
sition.

• Goal II: ”Analyze the Time-of-Flight sensor fusion mapping model and assess its sen-
sitivity characteristics. Present conclusions for high quality 3D video acquisition.”
The Time-of-Flight sensor fusion mapping model was presented in Paper VIII,
together with its multivariate sensitivity analysis. In summary, the presented
findings provided the motivation with regards to depth value denoising based
on active brightness information and strongly suggested a move towards close
distances between combined video and Time-of-Flight cameras. Furthermore,
removing depth values around object transitions can assist in reducing of cali-
bration inaccuracies and the “flying pixel” problem.
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Figure 6.1: The included contributions with respect to the defined research goals.

• Goal III: ”Propose a 3D video content acquisition solution addressing the specific
characteristics of Time-of-Flight sensor fusion.”
The specific characteristics identified for Goal III were: low spatial resolution,
high sensor noise and temporal inconsistencies in depth measurements. In
Paper III, a weighted optimization approach for depth map upsampling was
introduced. The remaining two characteristics, sensor noise and temporal in-
consistencies, were addressed later in Paper II, providing a holistic Time-of-
Flight sensor fusion solution for 3D video content acquisition. The solution
was successfully evaluated against a range of competing proposals, both in an
objective and subjective manner.

• Goal IV: ”Perform a deeper analysis of critical parts of the proposed solution.”
Four critical parts were identified for Time-of-Flight sensor fusion: texture
guidance information, depth value denoising, temporal consistency in depth
maps and the computational efficiency of the proposed solution.

Possible sources for improved texture guidance information were investigated
in Paper IV. However, instead of the intended increase in depth map upsam-
pling quality, a decrease in computational complexity was found.

In Paper IX, Time-of-Flight sensor noise and its effects on the super-resolution
result were analyzed. Significant improvements in depth map quality were
achieved by separating original Time-of-Flight depth readings from the final
super-resolution result and applying a depth reliability weighting function de-
rived by means of a non-linear system identification process.
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The effects of temporal inconsistent depth map sequences on DIBR view syn-
thesis were explored further in Paper VII. The original temporal consistency
weighting presented in Paper II was replaced by a more sophisticated tempo-
ral activity detection based on optical flow information.

Finally, Paper VI presented major improvements in computational efficiency,
introducing an incremental depth map upsampling approach to reduce the
complexity of the proposed weighted optimization approach for depth map
upsampling.

• Goal V: ”Investigate other possible fields of application outside the area of Time-of-
Flight sensor fusion.”
Concluding the set list of goals, Paper V investigated the application of weighted
optimization for 3D video compression. Objective and subjective evaluations
confirmed the viability of the proposed approach outside its originally intended
field of application in Time-of-Flight sensor fusion.

As mentioned in the opening parts of this dissertation, the intentions behind this
work were to investigate and overcome the limitations of contemporary 3D video
content creation. With regard to the defined research goals and their subordinate
objectives, the summary of the nine included contributions fulfills the set purpose for
this dissertation. Scientific and possible commercial impact of the presented work is
addressed in the following section.

6.3 Impact

Modern 3D video acquisition approaches were investigated in this dissertation, re-
sulting in guidelines for aspiring 3D video content researchers and creators pub-
lished in the IEEE Multimedia Magazine [SOS13]. With respect to the scientific impact
of this dissertation, the introduced weighted optimization approach opened up a
new path to depth map upsampling, in general, and Time-of-Flight sensor fusion,
in particular. The proposal was well received in the scientific community, earning a
“Best Poster Award” at the EU COST Training School on Plenoptic Capture, Process-
ing and Reconstruction in 2013, and was published in the IEEE Transactions on Image
Processing [SSO14]. To ensure and encourage future comparative research, the used
Time-of-Flight test material has been made publicly available [SSO13].

Regarding the commercial impact of the presented work, this research can pro-
vide an important contribution to the future success of 3D video. Time-of-Flight
sensor fusion provides simplified depth map acquisition and superior depth map
quality compared to traditional stereovision approaches. The proposed 3D video
content acquisition solution simplifies 3D video content creation and has the po-
tential to increase the amount, variety, quality and creativity of available 3D video
content. It was exactly this lack of broad, innovative content which was identified
as being one of the key factors restricting the commercial success of 3D video so far
[PwC12]. First steps towards commercializing the proposed technology were taken
by applying for patent protection for parts of the presented work [SSOG12].
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In the end, it is hard to predict the exact extent that this dissertation will impact
upon the scientific or commercial world. The only certainty is how the presented
work inspired and motivated me on my way towards becoming a researcher.

6.4 Risks and Ethical Considerations

It is my strong believe, that every scientist ought to be aware of the ethical implica-
tions regarding his or her work. This awareness should not be limited to the time
involved in conducting the research, but should also cover possible future implica-
tions when applying the research findings.

I can give assurances that the work presented in this dissertation is the result of
research following the Swedish Research Council’s guidelines for ethical research
practice [Vet11]. Because some work involved human beings, it is important to
mention that the conducted research does not fall under the applicability conditions
of the “Act concerning the ethical review of research involving humans” defined by the
Swedish Ministry Education and Cultural Affairs [Swe03]. Great care was taken to
ensure the well-being of each individual participant. Every test subject was at least
18 years of age and briefed in detail regarding what to expect during the tests. All
tests were voluntary and the test subjects were asked to abort immediately, if they
felt any signs of nausea. All recorded personal data was anonymized and stored for
statistical evaluation only.

Regarding possible future risks associated to the presented work, it is stressed
that Time-of-Flight cameras are an active depth sensing technology. Increasing the
optical power output will increase the measurement accuracy. However, eye safety
is an important issue and must be considered when developing Time-of-Flight sys-
tems. Furthermore, the findings and procedures introduced in this dissertation were
purely evaluated with respect to video content generation for 3D media. Every im-
plementation outside this area, especially when involving human life, i.e. in medical
or surgical applications, must undergo careful re-evaluation following the respective
laws and directives.

On a more personal note, I would like to emphasize that this work is intended to
help and entertain people. Time-of-Flight depth sensing is popular in many fields of
research, including robotics. However, I have strong objections regarding the use of
this research in all movements towards weaponizing Time-of-Flight technology, for
example, in unmanned military vehicles.

Concluding the ethical considerations, the effect of watching 3D video on the
development of the human visual system is still not fully explored. Large manu-
facturers, including Samsung and Nintendo, have issued warnings concerning their
3D video related products, urging customers towards a moderate consumption of
3D media. These warnings could be considered as technology companies covering
themselves against possible future compensation claims. So far there is no scientific
evidence to show that 3D technology causes harm to children or adults. Nonethe-
less, as for every other visual activity, people may suffer from symptoms such as
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headaches, nausea, blurred vision and disorientation after watching 3D video over
long periods without breaks.

6.5 Future Research

When looking towards the future, there are a couple of possible research topics for
Time-of-Flight sensor fusion. So far, this dissertation has considered only 3D video
acquisition from a single video camera combined with a single Time-of-Flight sensor.
The combination of several such capturing setups can provide further information
to increase the Time-of-Flight super-resolution quality. An alternative path would
be the development of a simplified MVD capture system from a single point of view,
combining Time-of-Flight sensor fusion with DIBR view synthesis.

Concerning Time-of-Flight cameras in general, integrated sensor fusion solutions
improving off-the-shelf spatial resolution are conceivable. Future work with regard
to weighted optimization in particular, should include further efforts towards de-
creasing overall processing time. Although the current implementation delivers
competitive performance, real-time capability is still far away. Recent advancements
in sparse matrix solvers for large linear systems [KFS13], or hardware implementa-
tions on Field Programmable Gate Arrays (FPGA) might deliver the required boost
in computational performance.

Finally, weighted optimization is not limited to depth and video sensor fusion.
The ideas presented in this dissertation can be transferred to every other field that
requires the fusion of multi-dimensional signals in differing resolutions.
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[HS97] J. Heikkilä and O. Silven. A four-step camera calibration procedure
with implicit image correction. In IEEE Conference on Computer Vision
and Pattern Recognition (CVPR), 1997.

[HSJS10] B. Huhle, T. Schairer, P. Jenke, and W. Straı́er. Fusion of range and color
images for denoising and resolution enhancement with a non-local fil-
ter. ACM Computer Vision and Image Understanding, 114(12):1336–1345,
December 2010.

[HZ04] R. Hartley and A. Zisserman. Multiple View Geometry in Computer Vision.
Cambridge University Press, second edition, 2004.

[IJs03] W. A. IJsselsteijn. Presence in the past: What can we learn from me-
dia history. In G. Riva, F. Davide, and W. A. IJsselsteijn, editors, Being
there: Concepts, Effects and Measurement of User Presence in Synthetic En-
viroments, pages 18–40. Ios Press, 2003.

[IO90] T. Ionoue and H. Ohzu. Accommodation and convergence when look-
ing at binocular 3D images. In K. Noro and O. Brown, editors, Human
Factors in Organizational Design and Management - III, pages 249–252. El-
sevier Science Inc., New York, NY, USA, 1990.



76 Bibliography

[ITU04] ITU. Objective perceptual video quality measurement techniques for
standard definition digital broadcast television in the presence of a full
reference. Technical Report ITU-R BT.1683, International Telecommu-
nication Union, 2004.

[JF06] H. Jorke and M. Fritz. Infitec – a new stereoscopic visualization tool by
wavelength multiplexing. Technical report, Infitec, 2006.

[JTC10] JTC1/SC29/WG11. Report on experimental framework for 3D video
coding. MPEG2010/N11631, October 2010. Guangzhou, China.

[JTC11] JTC1/SC29/WG11. Call for proposals on 3D video coding technology.
MPEG2011/N12036, March 2011. Geneva, Switzerland.

[Jul60] B. Julesz. Binocular depth perception of computer-generated patterns.
Bell System Technical Journal, 39(5):1125–1162, 1960.

[JV10] JCT-VC. Test model under consideration. JCTVC-A205, April 2010.
Dresden, Germany.

[KAF+07] P. Kauff, N. Atzpadin, C. Fehn, M. Müller, O. Schreer, A. Smolic, and
R. Tanger. Depth map creation and image-based rendering for ad-
vanced 3DTV services providing interoperability and scalability. Signal
Processing: Image Communication, 22:217–234, February 2007.

[KCLU07] J. Kopf, M.F. Cohen, D. Lischinski, and M. Uyttendaele. Joint bilateral
upsampling. ACM Transactions on Graphics, 26(3), 2007.

[KES05] R. Koch and J.-F. Evers-Senne. View synthesis and rendering methods.
In O. Schreer, P. Kauff, and T. Sikora, editors, 3D Videocommunication:
Algorithms, concepts and real-time systems in human centred communication,
pages 235–260. John Wiley & Sons, 2005.

[KFS13] D. Krishnan, R. Fattal, and R. Szeliski. Efficient preconditioning of
laplacian matrices for computer graphics. ACM Transactions on Graph-
ics, 32(4):142:1–15, July 2013.
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