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Abstract 
This is a B.Sc. thesis within the Computer Science programme at the Mid 

Sweden University. The purpose of this project has been to investigate 

the possibility of using image based surveillance in smart applications 

on the Internet-of-Things. The goals involved investigating relevant 

technologies and designing, implementing and evaluating an applica-

tion that can perform image recognition. A number of image recognition 

techniques have been investigated and the use of color histograms has 

been chosen for its simplicity and low resource requirement. The main 

source of study material has been the Internet. The solution has been 

developed in the Java programming language, for use on the Android 

operating system and using the MediaSense platform for communica-

tion. It consists of a camera application that produces image data and a 

monitor application that performs image recognition and handles user 

interaction. To evaluate the solution a number of tests have been per-

formed and its pros and cons have been identified. The results show that 

the solution can differentiate between simple colored stick figures in a 

controlled environment. Variables such as lighting and the background 

are significant. The application can reliably send images from the cam-

era to the monitor at a rate of one image every four seconds. The possi-

bility of using streaming video instead of images has been investigated 

but found to be difficult under the given circumstances. It has been 

concluded that while the solution cannot differentiate between actual 

people it has shown that image based surveillance is possible on the IoT 

and the goals of this project have been satisfied. The results were ex-

pected and hold little newsworthiness. Suggested future work involves 

improvements to the MediaSense platform and infrastructure for pro-

cessing and storing data. 
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1 Introduction 
This project is a B.Sc. thesis within the Computer Science programme at 

the Mid Sweden University. This section describes the background, 

purpose, scope and concrete goal of the project. 

1.1 Background and problem motivation 

The introduction of smart mobile phones has given rise to a large mar-

ket penetration of context-aware applications. Smart mobile phones 

carry many sensors and actuators that can be used in such programs. 

The Internet-of-Things (IoT) architecture refers to the idea that physical 

objects, such as smart mobile phones, can be uniquely identified and 

represented in an Internet-like structure, that applications can change 

their behavior based on their environment (or context) and that devices 

can interact to achieve common goals. This allows for smarter and more 

automated behavior from devices. 

1.2 Overall aim 

The purpose of this project is to investigate one potential application 

geared towards surveillance on the IoT architecture. This project is a 

step in the development of the MediaSense platform. MediaSense is an 

open-source platform in development at the Mid Sweden University. 

The platform addresses the requirements of the IoT architecture to allow 

mobile applications to communicate in a distributed, peer-to-peer man-

ner. As the platform is still in development, its potential applications are 

still being explored. An attempt will be made to create an application 

that can identify people based on their clothes and react accordingly. 

The possibility of streaming video instead of static images will also be 

explored. Therefore the problem in this thesis is to identify people and 

objects in image based context information originating from the IoT and 

use that information in smart applications. 
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1.3 Concrete and verifiable goals 

The solution has to be a mobile application that gathers image data from 

devices on the MediaSense platform, in order to perform identification. 

The goals of the project are to: 

1. Find and investigate related technologies 

2. Design and implement a solution on that 

a. Gathers image data from connected devices 

b. Determines if a sought after person is on any of the images 

c. Gathers more context information if the person is found 

3. Evaluate and compare the solution to the theory 

4. Explore the possibility of using streaming video instead of images 

The application must be created from scratch; no external licensing may 

be used.  

1.4 Scope 

The project will focus on the creation and evaluation of the aforemen-

tioned application. The application will identify people based on traits 

such as the color of their clothes. Aspects such as facial recognition, 

audio processing, and security of the service will not be investigated.  

1.5 Report overview 

The introduction section describes the background, purpose, scope and 

concrete goal of the project. In the theory chapter the relevant technolo-

gies and solutions are investigated. The methodology section explains 

how the goals described in chapter 1.3 will be approached and how the 

results will be measured. The design and implementation of the applica-

tion is explained in the implementation chapter. The results section 

investigates the functionality of the completed solution. The conclusions 

chapter ends the report by discussing the goals and results of this pro-

ject and some improvements that could be made. 
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2 Theory 
In this section the relevant technologies and solutions are investigated. 

MediaSense and The Internet of Things are also examined.  

2.1 Image recognition 

The most difficult aspect of this project is the image recognition; to 

identify the person in the image. A number of technologies have been 

investigated and a suitable one will be used in the solution. 

2.1.1 Edge detection 

Edge detection is used to find the points in an image where the bright-

ness changes sharply. These changes are often caused by variations in 

depth, orientation, material, and/or lighting. Ideally this results in a set 

of edges that show the boundaries of objects in the image, which may be 

easier to interpret than original image. Edges found in more complicated 

images may suffer from fragmentation; they may be unconnected, miss-

ing, or appear where there is nothing interesting. [1] 

 

Fig. 1: Edges in a photograph found using Canny edge detection. [1] 

There are a number of algorithms that can be used for edge detection, 

most of which are either search based or zero crossing based. Search based 

methods search for maxima in a first-order derivative expression of the 

gradient, while zero crossing based methods search for zero crossings in 

a second-order derivative expression of the same. To reduce fragmenta-

tion, a smoothing stage is often used before edge detection, which sup-

presses noise in the image. [1] 
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Edge detection in itself is not a complete solution; to gain useful data, 

features must be extracted from the edges, which can be a resource 

heavy operation. [2] While edge detection may be useful in many areas, 

it is an advanced approach that would be difficult to implement given 

this project's scope and limitations. 

2.1.2 Artificial Neural Networks 

An Artificial Neural Network (ANN) is a model that mimics the struc-

ture and function of a biological neural network; the nervous system of 

a living animal. An ANN is made of artificial neurons with weighted 

connections between them. The network is often divided into input, 

hidden, and output layers, where the signal in each neuron is calculated 

from the signal of the neurons in the previous layer multiplied by the 

weight of the connections. The network can have any positive number of 

layers, and each layer can have any positive number of neurons. [3] 

 

Fig. 2: An ANN with three layers. [3] 

One of the most appealing aspects of ANNs is the possibility of learning. 

Given feedback (usually from known examples), the network can adjust 

the weights of its connections so that the desired output will be pro-

duced when the given input is received. This way a model can be pro-

duced for solving problems that are hard to describe algorithmically. 

There are a number of algorithms that can accomplish this learning 

process, of which one of the most common is backpropagation. [3] 
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Backpropagation, in short, finds out the error of every connection by 

comparing the output of the network with a desired key and tracing the 

error backwards through the network. The weights of the connections 

are then updated to reduce the errors. [4] 

ANNs have a variety of applications, some of which, such as facial 

recognition [5], are aspects of image recognition. [3] While ANN in 

theory could be used to solve the image recognition parts of this project, 

there are a number of drawbacks that makes it unpractical. ANNs need 

a lot of memory and processing power to operate, and they also require 

many real world examples for the learning process. [3]  

2.1.3 Color histogram 

A color histogram represents the distribution of colors in an image. The 

image's color space is divided into fixed bins (ranges) and every pixel of 

the image is counted into the bin representing the pixel's color. Color 

histograms often use three dimensional color spaces, such as RGB (Red, 

Green, and Blue) but can be built from color spaces of any dimension. [6] 

Color histograms do not take object's shape, texture, rotation, or posi-

tion into account. Images yield similar histograms when and only when 

their colors are similar. Color histograms are also sensitive to differences 

in lighting. Because of this, identifying objects with color histograms can 

be difficult, but it has the advantage of being less resource intensive than 

other approaches and is easier to implement. [6] 

2.2 Internet of Things 

The Internet of Things can be seen as a connectivity layer placed on top 

of the existing digital infrastructure. It is primarily a set of developments 

that enables easier identification and tracking of physical objects. [7] The 

term was first used in 1999 by Kevin Ashton to refer to the fact that most 

information on the Internet is entered manually by humans. Automation 

of the creation and capture of data would improve efficiency in many 

fields. [8] 

2.2.1 MediaSense 

MediaSense was a project funded by the European Union between 2008 

and 2010 to research and improve the delivery of sensor based infor-

mation. The MediaSense open source platform is developed collabora-

tively and is released GNU Lesser General Public License Version 3. [9] 
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3 Methodology 
This section explains how the goals described in chapter 1.3 will be 

approached and how the results will be measured. 

3.1 Related technologies 

The technologies required to implement the application will be studied. 

The main source of material will be the Internet, but other sources such 

as literature and interviews may be considered. 

This goal will be satisfied once the relevant technologies, their benefits 

and limitations have been identified, and are understood well enough to 

implement the solution. 

3.2 Design and implementation 

Most requirements, such as that the application gathers image data from 

other devices, can be confirmed easily. The network performance of the 

solution will be measured by sending data packages of varying size and 

measuring the number of lost packages. The requirement that is the 

most complicated to test is the one that the application can identify 

people based on the color of their clothes and similar traits. 

Preliminary tests have shown that the aforementioned requirement 

would be exceedingly difficult to satisfy. As a simplified experiment, the 

application will be shown a number of drawn figures of different color. 

The experiment should measure how well the application can identify 

them in different settings, with different lighting and from different 

angles. It will also be of interest to test how the application reacts when 

there is more than one figure visible, when it is partially obscured and 

when there is no figure in the image. 

Specifically, the application will be given a template figure to look for in 

the given settings. In each situation it will produce a percentage corre-

sponding to its confidence that the beheld figure is the one sought for. 

Patterns with regards to variables such as the setting will be manually 

sought for in the resulting data. 
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3.3 Evaluation 

The application will be evaluated and its pros and cons will be identi-

fied. It will be compared to the theory. This goal will be satisfied once 

the benefits and limitations of the application are understood. 

3.4 Streaming video 

The possibility of streaming data, primarily video, over the MediaSense 

platform will be explored. This goal will be satisfied once the option to 

stream video has been implemented in the application, or once it be-

comes apparent that the feature is too complicated, resource intensive, 

unreliable or otherwise unsuitable for the platform. Any limitations 

must be identified and explained. 
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4 Implementation 
This section explains the design and implementation of the application. 

First an overview of the solution will be shown and then each compo-

nent will be described. An example of how the components may interact 

will be provided. 

4.1 Overview 

The solution consists of two parts; a camera application and a monitor 

application. They are written in Java and developed for the Android 

mobile operating system. All communication is made over the 

MediaSense platform. 

 

Fig.3: An overview of the solution. 

The camera provides services used by the monitor. Other than 

MediaSense itself, no central server or system is required. 
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4.2 Camera application 

The main function of the camera is to capture images and deliver them 

to the monitor over the network. It can also provide its GPS (Global 

Positioning System) location. The camera can communicate with multi-

ple monitors simultaneously, although this will affect performance. The 

camera must be given a unique ID. If none is provided by the user, a 

random one will be generated, such as "cam12". This ID will be used to 

register the camera's UCI (Universal Context Identifier) so that the 

monitor may discover the camera's IP address. Other than inputting the 

ID, no user interaction is required and the camera will function automat-

ically. It will capture a new image every second so that all images sent 

over the network are up to date. 

4.3 Monitor application 

The monitor requests images from the camera and performs image 

recognition. The monitor can only communicate with one camera at a 

time, but the target camera can be changed at will. MediaSense does not 

currently provide a way to search the network, so the ID of the target 

camera must be entered manually into the monitor. Images can be 

requested from the camera automatically or manually. The monitor will 

also request the camera's GPS location. 

Once an image has been received the monitor will produce a color 

histogram from it. This approach has been chosen from the investigated 

technologies in chapter 2. The histogram can be saved and used as a 

template to compare subsequent images. The comparison will be dis-

played as a percentage of how closely the two histograms match. If the 

percentage is high, the text will turn green to indicate a match.  

The speed at which images are requested, whether images and color 

histograms should be saved, and a number of other options can be 

changed on the monitor's settings view. 
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4.4 Example interaction 

This is an example how the camera and monitor might interact. 

 

Fig. 4: Interaction between camera and monitor. 
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4.5 Third party libraries 

Both applications use the following third party libraries: 

 The MediaSense Platform copyright 2012 Theo Kanter released 

under GNU Lesser General Public License. 

 Base64 encoder/decoder by Robert Harder placed in the Public 

Domain. 
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5 Results 
This chapter investigates the functionality of the completed solution. A 

number of tests have been performed to measure its capabilities. See 

appendix A for the source code of the camera and monitor applications. 

5.1 Functionality 

The camera and monitor will automatically connect to MediaSense. 

Once the camera has been set up, no further user interaction is required 

on it. The user will instead interact with the monitor. To connect a 

monitor to a camera, the user must manually enter the camera's ID into 

the monitor. 

The monitor can request images from the camera automatically at an 

interval defined in the monitor's settings view, or the images can be 

requested manually via the monitor's menu. The images can optionally 

be saved to the monitor's memory card. When the monitor is automati-

cally requesting images, it will also try to request the camera's GPS 

location. If the camera can provide its location, it will be displayed on 

the monitor as latitude and longitude. 

The monitor can calculate and display color histograms from the imag-

es. A histogram can be used as a template which subsequent histograms 

will be compared against, and a percentage will be displayed of how 

closely they match. The text will also change color to indicate a close 

match. Histograms can also be saved to the memory card, in which case 

a style sheet is provided so that it can be displayed in a web browser. 

The monitor can change its target camera at will. If a color histogram is 

used as a template, it will be remembered so that images from different 

cameras can be compared. 

Both applications will log error messages to their memory card. The 

monitor can also optionally log debug messages, which primarily con-

tain network statistics. 
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5.1.1 Streaming video 

It has been deemed impractical to implement video streaming in the 

solution for the following two reasons: 

 Streaming video from the camera is a task that is not directly 

supported on the Android operating system. The camera's func-

tions are designed to display the video feed directly to the dis-

play and optionally to save it to a file. [10] Certain workarounds 

exist to make it possible, such as treating a network connection as 

a virtual file.  

 MediaSense currently only supports packet switching, over 

which it is difficult to directly implement reliable streaming of 

any kind of data. Support for virtual circuits, either native ones or 

as a layer on top of the current packet switching network, would 

make streaming easier to implement. 
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5.2 Image recognition 

To test the image recognition capabilities of the solution, three simple 

stick figures of different color were shown to the camera under various 

conditions. The monitor was set to look for a specific figure, and a 

percentage of how closely the images matched was displayed. A single 

camera and a single monitor were used. 

In this table the figure on the column was sought under the conditions 

on the row. 

 Red figure Green figure Blue figure 

Ideal conditions 89% 96% 94% 

Poor lighting 18% 10% 6% 

Different background 27% 14% 16% 

Wrong angle 82% 86% 81% 

Partially obstructed 84% 70% 73% 

 

Below the figure on the column was sought while the figure on the row 

was shown. 

 Red figure Green figure Blue figure 

Red figure 87% 71% 61% 

Green figure 70% 81% 73% 

Blue figure 55% 77% 93% 

No figure 79% 73% 68% 

All three figures 65% 67% 63% 

 

See appendix B for instructions on how to reproduce these results. 
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5.3 Network performance 

A performance test has been run to measure how quickly images can 

successfully be sent from the camera to the monitor. The size of the 

images varied from 88.9 kB to 157.4 kB, but since the networking code 

uses base64 encoding, the actual number of bytes sent across the net-

work was higher. The monitor was set to request one image every 1, 2, 

3, 4 and 5 seconds and the success rate was calculated using the debug 

log produced by the monitor. As with the previous test, a single camera 

and a single monitor were used. 
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With an interval of 4 seconds or higher, no images were lost. The loss 

gradually increased with shorter intervals, and with an interval of 1 

second, 91.67% of the images were lost. Also worth noting is that, evi-

dent by the error log, the camera application repeatedly ran out of 

memory at the shorter intervals. 
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5.4 Screenshots 

The following are screenshots of the monitor and camera set up to 

automatically capture images of the red figure. 

 

Fig. 5: Screenshot of camera application. 

 

Fig. 6: Screenshot of monitor application. 
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Fig. 7: Screenshot of settings view of monitor application. 
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6 Conclusions 
This section ends the report by discussing the goals and results of this 

project and some improvements that could be made. 

6.1 Goals 

The following are the goals declared in chapter 1.3. In this section it is 

reasoned whether or not they have been satisfied. 

6.1.1 Related technologies 

The goal was to investigate technologies related to this project. The 

image recognition aspect has been studied and one of the discovered 

approaches was successfully implemented. The pros and cons of the 

different techniques have been identified and compared. Solutions of a 

similar nature to this project were sought for, but none sufficiently 

related were found. A brief study of MediaSense and The Internet of 

Things in general has also been made. 

This goal is considered to be satisfied. 

6.1.2 Design and implementation 

The requirement was to design and implement a solution that gathers 

image data from connected devices, determines if a sought for person is 

on the image and reacts by gathering more context information. As 

demonstrated in chapter 5 the application can gather images from other 

devices and to some extent decide if the desired figure is in the image, 

but the solution does by no means have the faculties to properly differ-

entiate between actual human beings. The last portion of the require-

ment is somewhat vague, but the application will indicate if the image 

matches the template and it can acquire the GPS location of the camera. 

With the exception that the image recognition does not perform well 

enough to be used on real people, these points are fulfilled. 
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6.1.3 Evaluation 

The solution is to be evaluated and compared to the theory. As men-

tioned in chapter 4 and 5 the application uses color histograms to per-

form image recognition. This technique was chosen from the investigat-

ed technologies for its simplicity, ease of implementation and low re-

source requirement. The drawback, as shown in chapter 5.2, is that the 

technique is not very effective at identifying objects and is sensitive to 

changes in lighting and background to the point the conditions in which 

the image was taken can make a bigger difference than the displayed 

object itself. This is consistent with the pros and cons determined in 

chapter 2.1.3. A different image recognition technique or a combination 

of different techniques might yield better results but the research, im-

plementation and testing required would increase the scope of this work 

considerably. 

The functionality and performance of the application are satisfactory for 

this project. The monitor application can gather images from one camera 

a time and the ID of the camera must be supplied manually. A new 

image can be sent every three to four seconds and will at most be up to 

approximately half a minute old. 

This requirement is considered to be met. 

6.1.4 Streaming video 

The goal was to investigate the possibility of using streaming video in 

the solution. It has been shown to be difficult but possible under the 

given circumstances. Given the scope of this project it is considered to be 

a too time consuming feature to implement. If the underlying issues are 

resolved, it would be easier to implement. This goal has also been satis-

fied. 
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6.2 Discussion 

The overall aim of the project has been to create an application that can 

use image based context information originating from the IoT identify 

people based on features such as their clothing. The possibility of using 

streaming video was also to be investigated. While it is apparent that 

image recognition is a very difficult problem and this solution is not 

sufficient for any practical work, this project has shown that it is possible 

to implement image based surveillance applications on the IoT. This 

project has therefore fulfilled its purpose. 

The results of this project were largely expected. Image recognition was 

known to be a complicated topic and it was not assumed that much 

progress would be made in regards to identifying actual people using 

image data. As a consequence this project does not hold much newswor-

thiness in this area. Perhaps the most interesting conclusion that can be 

drawn from this thesis is that the possibility of using image based sur-

veillance on the IoT, specifically the MediaSense platform, has been 

confirmed. 

These results are dependent on the technologies used. The most signifi-

cant factors are the method used to perform image recognition and the 

resources in terms of memory and processing power available to the end 

devices. A more sophisticated solution with greater resources would 

likely produce better results. 

6.2.1 Ethical considerations 

The surveillance oriented nature of this project can potentially pose 

concerns for privacy. While the implemented solution lacks the capabil-

ity to differentiate between actual persons, future applications could 

potentially be used to help automate the identification and tracking of 

individuals. If implemented on a large scale and used insensitively, such 

technologies could have negative consequences for personal integrity. It 

is advised that for any large-scale systems capable of automatic identifi-

cation and tracking of persons the potential effects on privacy be thor-

oughly considered to ensure they stay within legal and ethical bounds.   
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6.3 Future work 

This project has revealed two areas that may be of interest to improve 

upon in order to make way for more advanced solutions: 

 A number of improvements can be made to the MediaSense plat-

form. Adding support for virtual circuits would make it easier to 

stream data such as video. Allowing transfer of raw bytes instead 

of strings would improve performance significantly. It would al-

so be beneficial to add support for search and removal of UCI:s as 

they can currently only be registered. 

 Mobile devices typically have very sparse resources and perform-

ing more advanced image recognition on such a device may be 

difficult. It would be preferable to use a server or network of 

servers as a backend for such tasks. This would also make it easi-

er to distribute and record the data. As a generalization it might 

be of interest to develop infrastructure on the IoT that can be 

used to host, process and distribute arbitrary data. 

These points could be used as goals in an extension of this project or as a 

basis for new, separate projects. 
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Appendix A: Source code 
Contact the author of this thesis to request a copy of the source code. To 

compile or alter the code, the Eclipse IDE must be installed. The An-

droid SDK is also required. The applications have been tested on An-

droid version 2.3.3 and 4.1.2. 
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Appendix B: Reproduction of test 

results 
Turn on the camera, monitor and make sure they connect properly. The 

monitor should be set to display histograms and not fetch images auto-

matically. It is not necessary to save images, histograms or debug infor-

mation. Print out the following figures and cut them into individual 

pieces. 

 

Use a blank paper as the background, except for the "different back-

ground" test, where a table or other surface can be used. For the "poor 

lighting" test, turn off the lights. For the "wrong angle" test, turn the 

figure 90 degrees. For the "partially obstructed" test, hide half of the 

figure with another blank paper. 

To set a figure to be used as a template, place it in an ideal condition, 

select "fetch image" from the menu on the monitor, and then "set histo-

gram template". The template is now memorized, subsequent images 

that are fetched will be compared against it and a percentage of how 

closely the images match will be displayed. 

 


