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AbstractAbstractAbstractAbstract    
Streaming video and VoIP are two popular services used over the 

Internet, and as the number of users increases, the demand on the 

network routers also increases. Since both streaming video and VoIP 

have a variable traffic flow, the routers must always have some free 

space in their receive buffers to handle traffic bursts. If not, packet loss 

may occur that will result in a degraded quality of the services. In this 

project, a fuzzy logic based Active Queue Management (AQM) will be 

implemented, which might help reduce this problem. This algorithm 

has currently only been tested in a simulated environment. This algo-

rithm will then be evaluated and compared to some of the existing 

AQMs. The results will also be compared to a stream that only uses a 

First-In, First-Out (FIFO) queue, which will work as a baseline. Since an 

AQM is not the only means used to reduce delay and jitter, different 

AQMs will also be combined with two different transport protocols, 

User Datagram Protocol (UDP) and the new Datagram Congestion 

Control Protocol (DCCP). The resulting implementation performed on a 

par with RED (Random Early Detection), one of the most common 

AQMs. 
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TerminologTerminologTerminologTerminologyyyy    
Delay The time it takes for a packet to travel from the source 

to the destination. 

Jitter Variation in delay. 

TC A program for Traffic Control in Linux. Used to 

control e.g. queuing disciplines. 

AcronymsAcronymsAcronymsAcronyms    
API Application Programming Interface 

AQM Active Queue Management 

CCID Congestion Control ID 

DCCP Datagram Congestion Control Protocol 

EWMA Exponential Weighted Moving Average 

FIFO First-In, First-Out 

FAFC Fast and Autonomic Fuzzy Controller 

IP Internet Protocol 

NIC Network Interface Card 

NS Network Simulator 

RED Random Early Detection 

RTP Real-time Transport Protocol 

TCP Transmission Control Protocol 

UDP User Datagram Protocol 

VLC VideoLAN Client 

QoS Quality of service 

VoIP Voice over IP 

NotationNotationNotationNotation    
To represent numbers with a base, a subscript number will be used. For 

example, 10002 mean “1000 in binary” (i.e. 8). 
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1111 IntroducIntroducIntroducIntroductiontiontiontion    
1.11.11.11.1 BaBaBaBacccckgrkgrkgrkgrooooundundundund    and problem motivationand problem motivationand problem motivationand problem motivation    

When streaming video and voice over the Internet, a high demand is 

placed on the network routers. If a packet drop occurs there might also 

be a decrease in quality. Due to the variable data flow that comes with 

media streaming, the amount of data sent over the network can be low 

for a long period of time, and then a large amount of data might be sent 

for a short time. This is called a traffic burst. The problem with this is 

that if the receive buffers on the router are almost full, they will not be 

able to buffer the traffic bursts, which results in packet drops. 

Also, if the buffer is full, it might take a while for the router to process 

each packet in the buffer, which in turn results in a slight delay. De-

pending on how much data the router must forward, this delay might 

differ for each packet. This variation in delay is called jitter. 

This project involves discovering ways to reduce these packet drops and 

the high jitter that comes with a congested network and a full buffer on 

a router, by testing a new transport protocol in combination with 

different queuing disciplines. It will then be determined how this 

performs in contrast to the older more established protocols. Based on 

this, an attempt will be made to discover a combination of a transport 

protocol and a queuing discipline that produces the lowest jitter and 

delay when streaming media over a network. 

The two planned transport protocols for testing are UDP and DCCP. 

The tests are performed using these transport protocols in combination 

with the application protocol RTP (Real-time Transport Protocol).  

The queuing disciplines to be used are FIFO (First-In, First-Out), RED 

(Random Early Detection) and FAFC (Fast and Autonomic Fuzzy 

Controller).  
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1.21.21.21.2 Overall aimOverall aimOverall aimOverall aim    
The overall aim of this project is to find a combination of a transport 

protocol and an AQM that will produce low values for jitter and delay 

while streaming media. Secondly, an implementation of the FAFC AQM 

is desired, in the hope that it will offer a better result than the already 

established RED AQM. 

1.31.31.31.3 ScopeScopeScopeScope    
This report will cover the usage and implementation of queuing discip-

lines in Linux. It will not really focus on the already implemented parts 

in the Linux network stack, unless it is vital for understanding how the 

implementation was conducted, for example how packets are handled 

in the kernel and how user data is sent from user-space to kernel-space. 

1.41.41.41.4 ConcreteConcreteConcreteConcrete    and verifiable goalsand verifiable goalsand verifiable goalsand verifiable goals    
At the initiation of this work, four problems were identified to solve in 

order to complete the project: 

1. To be able to perform these tests, a means of determining a me-

thod of implementing DCCP in the router, servers and clients. 

2. Find a way to stream media using both DCCP and UDP. Since 

one of the main goals was to compare the two, a program that 

supports both protocols was required. 

3. Find a way to measure the network performance and be able to 

retrieve values such as jitter, delay and bandwidth, independent-

ly of the type of data sent and how it was sent. 

4. No working implementation of FAFC for GNU/Linux (hereafter 

only referred to as Linux) exists, only an implementation in NS. 

Therefore a new implementation must be made. 
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1.51.51.51.5 OutlineOutlineOutlineOutline    
Chapter 2 describes some of the concepts necessary in order to become 

familiar with the implementation of a queuing discipline in Linux. 

Chapter 3 covers the methods used during the porting, while chapter 4 

provides more in-depth detail with regards to the actual porting of the 

algorithm. Chapter 5 shows the test results, and chapter 6 contains the 

conclusions and suggestions for future work. 

1.61.61.61.6 ContributionsContributionsContributionsContributions    
During the project David Håsäther mostly configured the clients while 

Lennart Franked mostly configured the router and server. An equal 

amount of time was spent by both authors in conducting the necessary 

research for the project; this includes learning how to use all the new 

programs, reading up on the theory etc. Since David Håsäther has the 

most programming experience he took the lead during the porting. The 

porting of the algorithm and the jitter calculator was performed using 

pair programming. Lennart Franked then wrote the file parser and 

wrote all the shell scripts. The final tests were performed by Lennart 

Franked. 
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2222 TTTTheoryheoryheoryheory        
2.12.12.12.1 Mathematical Formulas Mathematical Formulas Mathematical Formulas Mathematical Formulas     

In section 2, all the mathematical formulas used in this thesis work are 

mentioned. The usage of each of the following formulas is described in 

their corresponding chapter. 

Formula used to calculate delay: 

 
ii

StRtD −=  (1) 

where: 

• D is the delay; 

• 
i

Rt  is the timestamp when packet i was received; 

• 
i

St  is the timestamp when packet i was sent. 

Formula for calculating mean delay: 

 ∑
=

=

n

i

i
D

n
MD

1

1
 (2) 

where: 

• MD is the mean delay; 

• i
D  is the delay for packet i; 

• n is the total number of packets. 

Formula for calculating jitter: 

 1−
−=

ii
DDJ  (3) 

where: 

• J is the jitter; 

• i
D  is the delay between packets i

D and 1−i
D  for i > 1. 
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Formula for calculating mean jitter: 

 ∑
=

=

n

i

i
J

n
MJ

1

1
 (4) 

where: 

• MJ is the mean jitter; 

• i
J  is the jitter for packet i; 

• n is the total number of packets. 

Formula for calculating throughput in bits per second: 

 
)(

1
STPRTP

PSTP

n
−

×
 (5) 

where: 

• TP is the total number of packets; 

• PS is the packet size in bytes; 

• RTP
n  is the timestamp for the last packet that was received; 

• STP
1  Is the timestamp for the first that packet was sent. 

2.22.22.22.2 DCCP DCCP DCCP DCCP     
DCCP, the Datagram Congestion Control Protocol, is an unreliable, 

message-oriented transport protocol. It provides reliable setup and 

teardown for an unreliable, congestion-controlled, flow of datagrams. 

DCCP was designed for applications such as streaming media. Because 

different types of applications benefit from different types of congestion 

control mechanisms, DCCP was developed to support different kinds of 

congestion control mechanisms, called congestion control identifiers 

(CCID). Currently, CCID 2 and 3 are defined. For example, CCID 2 [1] is 

the TCP-like congestion control. As the name implies, this works in a 

similar manner to that for congestion control in TCP (Reno). CCID 3 [2], 

or the TCP-Friendly Rate Control (TFRC), reacts more smoothly to 

congestion, i.e. the sending rate is not changed as abruptly. 

Linux has had an implementation of DCCP since 2.6.14 (2005) [3]. 
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2.32.32.32.3 RTP RTP RTP RTP     
RTP, Real-time Transport Protocol [4], is an application layer protocol, 

developed by the IETF Audio/Video Transport working group for 

transmitting real-time data, such as streaming media. RTP is used 

together with RTCP, the Real-time Transport Control Protocol. While 

RTP carries the actual data, RTCP is used to monitor the flow, e.g. for 

QoS purposes. 

2.42.42.42.4 Representing decimal numbers in binary Representing decimal numbers in binary Representing decimal numbers in binary Representing decimal numbers in binary     
There are several methods for representing decimal numbers using 

binary notation. Most of the representations use a signed bit to indicate 

whether the value is positive or negative. This type of representation is 

called signed-magnitude representation. 

The signed bit is always the most significant bit, which is the first bit to 

the left. If the bit is a ‘0’ it represents a positive number, and if the bit is a 

‘1’ it represents a negative number. The way to represent the significant 

bits however, is different depending on the type of notation used. 

When working with binary representation, there is always a problem to 

be considered, namely that numbers may overflow. An overflow occurs 

when an attempt is made to store a value that is greater than the scope 

of values the bits can hold. For example, when using an 8-bit binary 

number in signed-magnitude representation, this value can hold values 

between −27 and 27−1. If an attempt is made to store a value or perform 

an operation that will result in a value that is outside this range, an 

overflow will occur, since the signed bit will be changed. 

To overcome this problem, it must be ensured that the variable that 

holds the result of the multiplication is sufficiently large. 

2.4.12.4.12.4.12.4.1 Excess notation Excess notation Excess notation Excess notation     
Instead of representing a positive number with a ‘0’ as the most signifi-

cant bit, excess notation uses a ‘1’, and ‘0’ for negative ones. 

Excess notation is written in the form of excess-n where n is the value 

that the excess notation 0 is when not using excess notation, see Table 

2.1. 
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Table 2.1: excess-4 notation 

1112 310 

1102 210 

1012 110 

1002 010 

0112 −110 

0102 −210 

0012 −310 

0002 −410 
 

The problem with excess notation is that it is not possible to perform 

calculations involving negative numbers and receive a correct result [5]. 

Example: 

 
2110

1101

3001

+=

+=

−=

+  (6) 

2.4.22.4.22.4.22.4.2 Floating point notationFloating point notationFloating point notationFloating point notation    
Floating point notation is a signed-magnitude representation and is 

often used when calculations with fractals are needed. There are several 

versions of the floating-point notation. The following version is based 

on the IEEE single-precision format that uses 32 bits [6]. 

Floating point notation is divided into three parts; the signed bit, the 

exponent and the significand. The exponent is the size of 8 bits and is 

represented using the excess-128 notation. The exponent field sets the 

exponent for the value of the significant, since it is in binary the 

exponent will be a power of two. The remaining 23 bits are now used to 

represent the significant digits (called the significand). 

In the significand, the value to represent is stored in a normalized form. 

Obtaining the normalized form of a number is achieved by omitting the 

radix point. It is also assumed that the significant always starts with a 

‘1’. Therefore the first ‘1’ is also omitted. 

If 5.510 is required to be represented which is 101.12 then 0112 will be 

placed as the significant. Following this, use an exponent of −210: 

seeeeeeeemmmmmmmmmmmmmmmmmmmmmmm 

001111110011000000000000000000002 = 5.510 
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However there are a number of predetermined values available to the 

floating-point. When the exponent field is all ‘0’, and the significant is 

also set to 0, the floating point number is a 0. When the exponents are all 

‘1’s and the significant is set to all ‘0’s the floating point is an infinite 

number, and depending on the signed bit, a positive infinite number or 

a negative infinite number will be obtained. When the exponents are all 

‘1’s and the significant contains one or more ones, the floating point is 

Not a Number (NaN). Depending on the state of the signed bit, the float 

can be in one of two possible NaN. When the signed bit is set to ‘0’ the 

floating point is a Signalling NaN (SNaN). SNaN is used when the value 

is invalid. When the signed bit is set to ‘1’ it will instead be a Quite Not 

A Number (QNaN), used when the value cannot be determined [6]. 

2.4.32.4.32.4.32.4.3 FixedFixedFixedFixed----ppppointointointoint    
Fixed-point notation works by exponentially increasing and decreasing 

a number, by shifting the bits to the left and to the right respectively, 

and by doing that the radix point is also shifted. This allows the value to 

represent integers and fractals. Arithmetical operations can be per-

formed on the shifted values. However the result is scaled. 

For example, on a 16-bit number, it is possible to represent the fractional 

part with the 8 least significant bits. 7 bits will then remain for the 

integer part, and one bit will be used as the sign bit. Such a number is 

often represented using the Q8 notation (or more specifically Q7.8). To 

calculate the number 1010 using Q8, the number is only required to be 

shifted eight times to the left, as shown below: 

0000 0000 0000 10102 — 1010 in binary 

0000 1010 0000 00002 — 1010 in Q8 notation 

 

As an example, if two fractal numbers are to be added, e.g. 7.5 and 2.5, 

one shift of the values is required: 

 

111.12 = 7.510 

010.12 = 2.510 

 

If these values are shifted once to the right, the following is obtained: 

 

11112 = 7.510 shifted one time 

01012 = 2.510 shifted one time 
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These can then be added together: 

 

10100

00101

01111

+  

 

And finally the result is shifted back one step to the left, which results 

in: 

 

10102 = 1010 

2.52.52.52.5 Fuzzy LogicFuzzy LogicFuzzy LogicFuzzy Logic    
The fuzzy logic based AQM algorithm which will be ported1 is based on 

the article “A fuzzy logic-based AQM for real-time traffic over internet” 

[8]. 

In order to fully understand this algorithm, the concept of fuzzy logic 

must firstly be understood. An explanation of fuzzy logic can be derived 

from its name. Dictionary.com defines fuzzy as “not clear; indistinct” [9] 

and logic (in the context of computer science) as “the nonarithmetic 

operations performed by a computer, such as sorting, comparing, and 

matching, that involve yes-no decisions” [10]. 

On the basis of these two definitions the best definition of fuzzy logic is 

as a type of logic that can result in anything between true and false  

Fuzzy logic works by using a number of different input values, output 

values, membership functions and rules.  

Using the example available in “Fuzzy Logic and Fuzzy Logic expert 

systems” [11]: 

if x is low and y is high then z = medium 

In the example given above x and y are the input variables and z is the 

output variable. Low, medium and high are membership functions, or 

sets, that the input and output values will be members of. 

                                                 
1 “To translate or modify software to run on a different platform, or the results of doing 

so.” [7] 
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Based on their values, there is often a different set of membership 

functions for the output value than the ones applied to the input values. 

The output value is decided based on a number of rules, or a rule base.  

The process can be broken down into four steps; fuzzification, inference, 

composition and defuzzification.  

2.5.12.5.12.5.12.5.1 FuzzFuzzFuzzFuzzificationificationificationification        
Fuzzification is the process where the input values are taken and placed 

in one of the membership functions. [11] 

2.5.22.5.22.5.22.5.2 Inference Inference Inference Inference     
During the inference phase, each member function based on the input 

along with its corresponding logic (truth-values) is run through each of 

the rules, creating a fuzzy subset that will later be used to compute the 

output value. [11] 

2.5.32.5.32.5.32.5.3 Composition Composition Composition Composition     
In the composition phase, all the subsets that were created during the 

inference process are combined into one fuzzy subset. [11] 

2.5.42.5.42.5.42.5.4 Defuzzification Defuzzification Defuzzification Defuzzification     
Defuzzification is the final stage, which is not always included. It is in 

this stage that the resulting fuzzy subset from the composing process 

are taken and converted back to a discrete number. [11] 

2.62.62.62.6 Queuing Disciplines Queuing Disciplines Queuing Disciplines Queuing Disciplines     
A queuing discipline1 is the mechanism that manages the packets that are 

enqueued on the network interface. It works in the network layer of the 

TCP/IP model, after the packet has been received on the output link and 

before it is sent for forwarding. [12] There is always a queuing discipline 

running on each network device. 

                                                 
11 Also called a scheduler. 
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There are different types of queuing disciplines available. The most 

commonly used is FIFO, which ensures that all the packets that do not 

fit in the buffer are dropped (see section 2.6.1). Other queuing discip-

lines ensure that the receiving buffers on the network interface will have 

sufficient room for traffic bursts. If the flow of data suddenly increases, 

the buffer will be able to store it (see section 2.7.1). 

Queuing disciplines can either be classless or classful. When using a 

classless queuing discipline, only one queuing discipline will be in use 

on the interface [13]. If a classful queuing discipline is used, classes will 

be used. A class has its own queuing discipline and its own queue. It is 

then possible to use multiple classes on the same interface, hence using 

multiple queuing disciplines. A class can also contain multiple classes, 

which in turn have their own queuing discipline and so forth. It is 

therefore possible to create a tree-hierarchy with classes on a network 

device.  

A class also contains a handler. The handler is used to attach filters to 

the class. A filter is used to send the correct types of packets to the 

correct class.  

Werner Almesberger has a picture (Figure 1.1) that clearly shows how a 

classful queuing discipline using several classes is implemented [14]. 

 
Figure 1.1: An overview of how the queuing disciplines are implemented. 

 

Queuing disciplines in Linux all follow the same pattern. They have one 

struct (commonly named <discipline>_sched_data) that holds all the 

information related to the currently running instance. This includes 

information such as the parameters used to configure the discipline, 

statistics, and a pointer to the current queuing discipline (struct Qdisc). 

[15] 

Qdisc is a struct used by all queuing disciplines. It is defined in in-

clude/net/sch_generic.h. 



Implementation and evaluation of a 

queuing discipline in Linux 

Lennart Franked, David Håsäther 

Theory 

2010-03-16 

 

12 

 

Tables 2.2−2.4 provide a brief explanation for each function and its use 

[14]: 

Table 2.2: Functions used for controlling the queuing discipline. 

enqueue  

This function will take a packet (see section 2.8) and 

place it in a queue. Depending on whether or not 

classes are in use, the function will send the packet to 

the correct class, where it will be placed in the queue.  

dequeue  
This function will return a packet from the queue, so 

that it can be sent to its destination. 

requeue  

This function takes a packet that has recently been 

dequeued and places it back to its original position in 

the queue. This means that it will most likely be placed 

at the end of the queue.  

drop  This function will drop a packet from the queue.  

init  
This is the function that will initialize the algorithm, 

and create all the structs that will be used.  

change  

Whenever some values must be changed, for example 

when new parameters are entered, this function will 

update these parameters. It is also this function that 

init() will call to set the parameters from the beginning.  

reset  
This function will reset all parameters, empty the 

queues, and stop the timer. 

destroy  
This function will remove the queuing discipline, along 

with all the classes and filters.  

dump  

This function will return data to the user. Since the user 

works in user-space it uses a netlink socket to send the 

data.  

 

If a queuing discipline is classful, there are also a number of other 

functions that must exist, see Table 2.3. 
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Table 2.3: Functions used for controlling the classes in the queuing discipline. 

graft  
This function will take a new queuing discipline and 

replace it with an old one in a class.  

leaf  
This function will return a queuing discipline from a 

class.  

get  

This function will return the internal ID of the classes. 

Based on the class ID sent, there is sometimes a counter 

involved that keeps track of how many times the get 

function has been called. This counter will be incre-

mented by one for each function call.  

put  

This function will decrease the usage counter. When 

the counter is equal to zero, the function will remove 

the class.  

change  

This function is often named change_class, in order to 

differentiate from the qdisc function change. This 

function work in a similar manner as the qdisc change, 

that is, it can change the properties of the class, as well 

as create a new class.  

delete  This function is used to delete the class.  

walk  
This function will go through all classes that are in use, 

and return information for each class.  

dump_class  
This function will return data to the user, similar to the 

dump function for qdisc.  

 

There are also a number of functions associated with the filters that can 

be used, see Table 2.4. 

Table 2.4: Functions used for controlling the filters in the queuing discipline. 

tcf_chain  Returns a pointer to the base of the list of filters.  

bind_tcf  Takes an instance of a filter and binds it to the class.  

unbind_tcf  Unbinds a filter from a class.  

 

When a queuing discipline is created, in most cases it will require some 

data from the user. This data is stored in a struct, called <discip-

line>_sched_data. Depending on what algorithm is in use, this struct can 

contain as little as an unsigned integer setting the queue limit, to a 

complex struct containing structs with rules and statistical parameters. 
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The struct must be available in both user-space and kernel-space. The 

data stored in the structs are added in user-space through a program 

called TC, and then passed down to kernel-space using a netlink socket. 

2.6.12.6.12.6.12.6.1 FIFO FIFO FIFO FIFO     
FIFO (First-In, First-Out1), is the default queuing discipline used in 

Linux. The algorithm is very basic. All packets are put in a queue, and 

are then processed in the order they were received. If the queue be-

comes full, subsequent packets are simply dropped from the tail of the 

queue until space is available. Queuing disciplines based on FIFO are 

called drop-tail2 for this reason. 

Since FIFO is very simple, the overhead is very low. However, it has 

many problems. For example, when using a single FIFO queue, it cannot 

handle high-priority traffic differently from low-priority traffic since all 

packets are sent to the same queue. 

FIFO is also unfair to TCP flows in a congested network. When TCP 

notices packet drops, it adapts by reducing the pace in which packets 

are sent. UDP, however, will keep sending data due to the lack of a 

congestion control mechanism. It will instead continue to send packets 

at full rate. TCP flows will therefore experience higher delays and jitter 

than UDP flows. 

Another problem with FIFO is that it does not handle traffic bursts 

particularly well. Instead it will merely passively fill up the buffer until 

its full and all subsequent packets must then be dropped. The pheno-

menon is called full-queue and will also lead to the problems mentioned 

above; higher delays and jitter. This can be a particularly significant 

problem when several flows are involved. If the flows become synchro-

nized3 the queue can be monopolized by one or a few of the flows4, 

while traffic from the other will always be dropped. [16] This phenome-

non is called lock-out. 

                                                 
1 Sometimes referred to as First-Come, First-Served. 
2 Also referred to as tail-drop. 
3 The different flows start to send data bursts simultaneously. 
4 For example because one node has a higher bandwidth to the destination source. 
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2.72.72.72.7 Active Queue Management Active Queue Management Active Queue Management Active Queue Management     
The solution to the full-queue problem mentioned above is to drop 

packets before the queue becomes full (for flows with congestion control 

that is). This allows end-nodes to react to congestion in time, before the 

queue overflows. This technique is called active queue management 

(AQM). [17] One of the most common AQM algorithms in use is RED, 

described in section 2.7.1. 

2.7.12.7.12.7.12.7.1 RED RED RED RED     
There have been many proposed solutions for the problems associated 

with FIFO. One is Random Early Detection (RED) by Sally Floyd and 

Van Jacobson [18]. The basic idea behind RED is to detect as early as 

possible when the queue starts to fill up, and to signal this to the sender. 

This is performed by having two thresholds; minimum and maximum. 

When the length of the queue is below the minimum threshold, no 

packets are dropped. If the queue length is above the maximum thre-

shold, all packets are dropped. This is called force drop mode. If the 

queue length falls between the thresholds, however, packets are ran-

domly dropped based on probability. The probability for a packet to be 

dropped is calculated from three parameters: the current average queue 

size, the number of packets that have been enqueued since the last drop, 

and an input parameter that determines the probability for two consecu-

tive packets to be dropped. By dropping packets at random, lock-outs 

do not occur. Full-queues are also avoided, by dropping packets before 

the queue is full. 

2.7.22.7.22.7.22.7.2 FAFCFAFCFAFCFAFC    
The FAFC algorithm chosen for implementation is also an AQM and is 

based on two parts; a fuzzy logic based probability calculation, and a 

EWMA calculation [7] used to normalize the results. The reason behind 

the choice involves a problem that can occur when using a pure fuzzy 

logic based AQM algorithm is that the probability result can oscillate, 

which in turn can produce a high jitter and delay rather than minimiz-

ing it. Adding the EWMA value based on the average queue size and 

queue reference size, to the fuzzy output value, will compensate for the 

oscillation and produce an even probability value. 

The fuzzy logic calculation uses a number of static member functions, 

rules and output member functions that are given in a configuration file, 

which is sent in when activating FAFC on the interface. 
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The fuzzy logic concept is implemented in AQM by allowing different 

types of rules and probability calculations to be used depending on, 

among other things, the queue size of the interface. This can be an 

efficient way of dropping packets at different rates depending on the 

number of packets held by the input-queue. If the queue is empty or 

merely contains a couple of packets, the probability of a packet drop 

should be low, however if the queue is almost full, a high probability for 

packet drop should be used. 

2.82.82.82.8 Packet handling at kernel level Packet handling at kernel level Packet handling at kernel level Packet handling at kernel level     
To handle packets in Linux networking, a so called socket buffer is used. 

Socket buffers are represented by a sk_buff struct (defined in in-

clude/linux/skbuff.h). The most interesting members of a sk_buff struct 

are described below: 

struct sk_buff *next; 

struct sk_buff *prev; 

 

Packets can exist in lists, for example the queue for the currently run-

ning queuing discipline. These members point to the next and previous 

socket buffers respectively. 

struct sock *sk; 

 

sk is a pointer to the socket this packet belongs to. 

ktime_t  tstamp; 

 

This member can be used to record the timestamp with regards to when 

the packet was sent or received. Since calculating this can result in some 

overhead, it is used mostly by packet sniffers and the like. 

struct net_device *dev; 

 

dev points to the device that the packet was received on, or is leaving 

on. 

sk_buff_data_t transport_header; 
sk_buff_data_t network_header; 
sk_buff_data_t mac_header; 
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These members record the header for their respective layer. 

unsigned int len, 
data_len; 

 

The length of the buffer and the length of the data in the buffer, respec-

tively are both specified in bytes. 

__u16  mac_len, 
hdr_len; 

 

mac_len is the length of the mac header. 

union { 
 __wsum csum; 
 struct { 

  __u16 csum_start; 
  __u16 csum_offset; 
 }; 

}; 

 

csum holds the checksum for the packet. csum_start is the offset from 

the packet header (skb->head) where to start check summing. 

csum_offset is the offset from csum_start where the checksum is to be 

stored. 

sk_buff_data_t tail; 

sk_buff_data_t end; 

 

The tail pointer points to the end of the data, and the end pointer to the 

end of the buffer. 

unsigned char *head, 
*data; 

 

These pointers are to the head of the buffer, and to the data of the buffer, 

respectively [19]. 
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2.92.92.92.9 Kernel SKernel SKernel SKernel Space andpace andpace andpace and    User User User User SSSSpace pace pace pace IIIInteraction with nteraction with nteraction with nteraction with NNNNetlinketlinketlinketlink    
For a user space program, such as TC, to be able to communicate with a 

kernel space module such as an AQM, a netlink socket must be created 

[20]. 

In user-space such a socket is created using the socket function [21]: 

int socket(int family, int type, int protocol);  

 

Where family is set to AF_NETLINK and type is set to raw socket, 

however a datagram socket can also be used, since netlink interprets a 

datagram socket and raw socket as the same. 

Netlink handles a number of different protocols: NETLINK_ROUTE, 

NETLINK_FIREWALL, NETLINK_ARPD, NETLINK_ROUTE6, NET-

LINK_IP6_FW, NETLINK_TAPBASE..NETLINK_TAPBASE+15, NET-

LINK_SKIP. We are interested in the NETLINK_ROUTE protocol. 

Gowri Dhandapani writes the following about the NETLINK_ROUTE 

protocol: 

NETLINK_ROUTE : Receives routing updates and may be used to 

modify the IPv4 routing table, network routes, ip addresses, link 

parameters, neighbour setups, queueing [sic] disciplines, traffic 

classes and packet classifiers may all be controlled through 

NETLINK_ROUTE sockets. [22] 

 

What is of interest here is that this protocol is used for communication 

with queuing disciplines. Therefore, to establish a communication with 

a queuing discipline, the following socket type must be created: 

sock_fd = socket(AF_NETLINK, SOCK_RAW, 
                 NETLINK_ROUTE); 
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3333 MethodMethodMethodMethodologyologyologyology    
3.13.13.13.1 Laboratory Laboratory Laboratory Laboratory EEEEnvironment and nvironment and nvironment and nvironment and TTTToolsoolsoolsools    

Chapter 3 contains information about the hardware of the computers, 

what operating system and software were used, followed by a topologi-

cal view of the test bed. 

3.1.13.1.13.1.13.1.1 SoftwareSoftwareSoftwareSoftware    3.1.1.13.1.1.13.1.1.13.1.1.1 OperatiOperatiOperatiOperatingngngng    SystemSystemSystemSystem    
Linux was chosen as the primary platform for this project. The distribu-

tion was Ubuntu 8.10 (Intrepid Ibex) Server Edition [23] running the 

Linux 2.6.27-11 kernel. 3.1.1.23.1.1.23.1.1.23.1.1.2 Networking Networking Networking Networking TTTToolkitoolkitoolkitoolkit    
The networking toolkit that comes with Ubuntu is iproute2 [24]. This 

package contains, among other things, the program TC. TC makes it 

possible to change the queuing discipline used on the NIC.  

For packet-sniffing Wireshark [25], TShark (a text-based version of 

Wireshark) [25] and gulp were used [26]. 3.1.1.33.1.1.33.1.1.33.1.1.3 Programming LanguageProgramming LanguageProgramming LanguageProgramming Language    
To implement the queuing discipline, the C programming language was 

used (this is the language used in the Linux kernel). 

Python was used for the calculator and start script for the stream server. 

Bash shell scripts were used for all other scripts. 

All programming was performed using the Vim/Gvim editor [27] and 

GCC as the compiler. Subversion was used as the version control system 

for the source code [28]. 3.1.1.43.1.1.43.1.1.43.1.1.4 Documentation and Diagram CDocumentation and Diagram CDocumentation and Diagram CDocumentation and Diagram Creationreationreationreation    
Throughout the entire project Google Docs [29] and Open Office [30] 

were used to document the process and to create graphs of the results. 

Dia [31] was used to create diagrams and GIMP [32] for editing images. 
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3.1.1.53.1.1.53.1.1.53.1.1.5 Streaming AStreaming AStreaming AStreaming Applicationpplicationpplicationpplication    
As a media streaming server, VLC was used since this program sup-

ports both UDP and DCCP with RTP, which then directly solves the 

second problem (see section 1.4). 

For streaming, the H.264 720p version of the open source movie Big 

Buck Bunny [33] was used (licensed under Creative Commons Attribu-

tion 3.0). 

3.1.23.1.23.1.23.1.2 HardwareHardwareHardwareHardware    
Six computers were used in the laboratory environment. Four of those 

were used as clients; one was used as a streaming server and the last one 

as the router. 

The hardware specifications on the clients were:  

• Intel Pentium 4, 3 GHz  

• 1 GB RAM  

• 80 GB hard drive  

• 2 NICs  

o 3Com Etherlink XL 10/100 PCI (3C905C-TX), connected to 

the university network  

o Intel PRO/1000 CT, used in the testing environment  

 

The hardware specifications on the server and router:  

• Intel Pentium 4, 2 GHz  

• 1 GB RAM  

• 80 GB hard drive  

• NICs  

o Router  

� 3 × 3Com 10/100 Mbps  

� Intel PRO/1000 CT  

o Server  

� Intel PRO/1000 CT  

 

The switches used were Cisco Catalyst 2950 running the default confi-

guration. 
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3.1.33.1.33.1.33.1.3 Network TopologyNetwork TopologyNetwork TopologyNetwork Topology    
 

 
Figure 3.1: Topology map of our test bed. 

 

 Three different networks were used. 

• Two of the clients used the 10.15.15.0 address range 

• The other two clients used the 10.16.16.0 address range 

• The server used the 10.17.17.0 address range 

These three networks were all connected via the router. 

The fourth network 10.14.14.0/24 was the university network which was 

required in order to access the Internet. See Figure 3.1. 

Due to the variable data flow and large quantities of data being sent 

over the network while streaming media, this was a good way for 

testing different transport protocols and queuing disciplines. 
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Since the data being sent is always the same when streaming the same 

movie, this is a good way to test how different transport protocols and 

queuing disciplines handles congestion and traffic bursts that could 

cause high delay and jitter, and still manage to maintain a steady data 

stream that will not affect the quality of the movie in the form of packet 

drops. 

3.23.23.23.2 DCCPDCCPDCCPDCCP    
The DCCP transport protocol has been available in the Linux kernel 

since version 2.6.14 [3], which solved the first problem (see section 1.4). 

3.33.33.33.3 Data CapturingData CapturingData CapturingData Capturing    
As stated in section 1.4, a means of evaluating the performance of the 

different transport protocols and queuing disciplines was required, 

independently of how and what was sent. To achieve this, all packets 

had to be captured and sent through all network interfaces from all 

computers involved in the data transmission. It was then necessary to 

calculate statistics from the captured data, in the form of jitter, delay and 

throughput/utilization. 

The initial search was for a program which was already in existence. The 

best available was Wireshark, which is able to calculate jitter from a 

capture file. However, this only works with UDP packets using RTP as 

the application protocol. This did not meet the project requirements. It 

was thus concluded that a new program would have to be written by 

the authors in order to calculate the required values from the two 

capture files. 

Initially TShark was used to capture the data sent across the network. 

However, it was soon discovered found that it did not manage to 

capture all the traffic sent through the interfaces and some packets were 

dropped. This provided unusable capture files. To fix the problem, an 

attempt was made to use a capture filter to decrease the number of 

packets being captured. This proved to be unsuccessful—packets were 

still dropped. The next approach was to use the underlying capture 

program that TShark uses—dumpcap—directly, since it does not 

perform any parsing of the data (and therefore has less overhead), and 

then filter the data with TShark after the captures had been completed . 

This approach reduced the number of packets lost due to the capturing, 

but still did not provide the required results, namely no dropped 
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packets. After some investigations, it was discovered that this was a 

common problem and that a few solutions did exist.  

The chosen solution was gulp [26], written specifically for this purpose, 

i.e., to be able to capture every packet that is sent without any loss, by 

means of better I/O handling. It also takes advantage of dual-core CPUs 

by managing the capturing on one core, and writing to the disk on the 

other one. By using gulp, the number of dropped packets was reduced 

further, however, it did not remove the drops entirely at first. The 

program provided information that it was possible to increase the 

transmission and receive buffers to around 4 MB instead of the default 

256 kB (see Appendix A for further details). This removed the drops 

completely, and it was then possible to capture every sent packet. 

3.3.13.3.13.3.13.3.1 Automating the Automating the Automating the Automating the CCCCaptuaptuaptuapturing ring ring ring PPPProcessrocessrocessrocess    
In order to obtain the best possible data the process of starting the 

packet capturing across all interfaces on all computers involved was 

required to be automated. Gulp has to be initially started on every 

interface that would send or receive data, which meant that eight 

captures (one capture per client and server, and one capture per active 

interface on the router) were required to be started. The streaming 

server then had to be initiated simultaneously with the clients so that all 

the captures contained the same data. 

To achieve this, scripts (see Appendix B) were written that were distri-

buted to every computer in the environment. This made it possible to 

start and stop captures, start the server and the clients at the same time 

and then move all the captured files to the same place when the stream-

ing was finished. Finally, it filtered all the capture files so that exactly 

what was required was obtained in the correct format. These files were 

then used with the calculator to calculate all results. 

3.43.43.43.4 Statistical Statistical Statistical Statistical CCCCalculationsalculationsalculationsalculations    
To retrieve the jitter, delay and throughput of the stream, a Python 

script was written that read two parsed capture files (source host and 

destination host) and matched each packet and with the help of the size 

and timestamps for each packet, calculated the delay, jitter, packet drop 

and throughput, using the mathematical formulae 1 to 5. 
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3.53.53.53.5 Queuing Queuing Queuing Queuing DDDDisciplines in Linux isciplines in Linux isciplines in Linux isciplines in Linux     
To solve the fourth problem mentioned in section 1.4, all files related to 

the queue management in Linux had to be identified. 

This involved the network stack and packet management (section 2.8), 

the queuing disciplines (section 2.6), netlink (section 2.9), iproute2 

toolkit (section 3.1.1) in order for it to be possible to understand how a 

queuing discipline is implemented in Linux. 

All programs related to network management were found in the 

iproute2 toolkit [24]. This toolkit contains, among other things, the 

program TC which is used for controlling the network traffic, e.g. by 

means of adding a queuing discipline or throttling an interface. TC also 

comes with a number of different queuing disciplines, e.g. FIFO (de-

fault) [34], RED [18] and CBQ [35]. 

After an understanding in relation to how queue management was used 

in Linux, it was necessary to determine where the source code for the 

algorithms were located, which files in TC were used to connect the 

algorithm to TC and how the algorithms interacted with the kernel. In 

order to discover this information a Linux implementation of the 

Stochastic Fair Blue algorithm (SFB) [36] [37] was found. This version 

included a patch added the SFB discipline to TC. Studying the code and 

patch for SFB, it was discovered that two files had to be added to TC; 

q_<discipline>.c and tc_<discipline>.h. 

By studying the existing algorithms and by using a Linux Cross-

reference search [38] and ack [39] (a grep-like tool, more specialized for 

code) the chart in Figure 3.2 was created, showing what files were 

involved and how they all interact. 
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Figure 3.2: UML diagram over all files that are involved in adding a queue 

management to Linux. 
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3.5.13.5.13.5.13.5.1 IIIIprprprproute2 oute2 oute2 oute2     
Note: all files in the following section are located in iproute2/tc/. 

tc.c and tc_qdisc.c 

These files contains all the functions for printing statistics and details 

along with functions that allows the user to add a queuing discipline to 

the NIC.  

When using this program to add a queuing discipline, the parameter 

that must be sent along the command is ”qdisc add”. It will send the 

parameter to the function do_cmd(). This then matches the string 

“qdisc” and calls the function do_qdisc() located in tc_qdisc.c. This 

function will then call get_qdisc_kind() in tc.c that searches a list of 

qdiscs for the correct queuing discipline and store the information in a 

disc_util struct which is then returned to tc_qdisc_modify(), that then 

calls fafc_parse_opt() in q_< discipline >.c. 

q_<discipline>.c 

This file contains functions for taking user input sent in from tc.c and 

placing them in a struct (defined in tc_< discipline >.h), that will then be 

passed down to the algorithm (see section 2.6). 

Since this is the file that manages the data passed along from the user, a 

couple of functions had to be added to this file. 

One of the functions written would take a decimal number and convert 

it to Q40.24 notation, so that they could be used in the arithmetical 

calculations.  

This function will call file_parser() in fileparser.h sending the path to the 

file containing the rule file as a parameter. 

fileparser.h 

This file contains the file parser function, that takes a filename as input, 

and will then return a struct that will be placed in qdisc_sched_data(). 

The configuration file that is taken must be in the format described 

below.  

The configuration file must be in the format:  
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input <input name> <number of inputs>  

This is followed by <number of inputs> member functions: 

member <member name> [triangular] 

<low value> <medium value> [medium high] <high 

value>  

After member function definitions the output functions is defined: 

outputs <output name> <output value>  

Finally the rules must be defined, given in the following format: 

rules <number of rules>  

<value 1> <value 2> <value 3>  

tc_<discipline>.h 

This file contains the structs that are passed to the algorithm with the 

data given from the user. The FAFC algorithm requires a number of 

values in order for it to work as it should (see section 2.7.2). 

3.5.23.5.23.5.23.5.2 Scheduler Scheduler Scheduler Scheduler     
/net/sched/sch_api.c  

This file contains the frontends for queuing disciplines and traffic 

classes. The part of interest is the frontend for the queuing discipline. It 

is through this function that the packets are sent for queuing. This is also 

where the kernel side of the netlink connection is located. 

/include/net/sched/sch_generic.c  

This file contains all the functions for creating a qdisc, the main function 

of interest is the qdisc_create_dflt(), which creates a qdisc struct and 

then call the init() function of the algorithm. 

/include/net/sch_generic.h  

Generic Packet Scheduling Routines. Contains the main qdisc structs. 

/include/net/pkt_sched.h  

Contains the prototypes for sch_generic.c. 
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/include/linux/skbuff.h  

This contains the struct that each packet will be saved in. 

/net/sched/sch_fifo.c 

The FAFC algorithm creates a FIFO queue where it will send all packets 

that have not been dropped. 

3.5.33.5.33.5.33.5.3 Algorithm Algorithm Algorithm Algorithm     
/sch_<discipline>.c  

This is the queuing discipline used, e.g. sch_fifo.c, sch_red.c, sch_cbq.c, 

sch_fafc.c. The sch_<discipline>.c file contains all the functions that are 

mentioned in section 2.6, with the addition that the algorithm name is 

added to the front of the function, example fafc_enqueue(). This func-

tion will take a qdisc and a packet (sk_buff) and check to see if certain 

criteria are met. If they are, this function will enqueue the packet by 

calling the qdisc_enqueue function with the queue and the packet to be 

added to the queue. 

As can be seen in Figure 3.2 the function fafc_change() calls code in 

sch_fifo.c. This is because FAFC uses a FIFO queue as a base, and only 

provides functions for controlling which packets are sent to the queue or 

not. 

See section 4.5 for details on what was added to the functions. 

3.63.63.63.6 Number RNumber RNumber RNumber Representation epresentation epresentation epresentation     
One of the first problems encountered when implementing this module 

was that it is not possible to use floating point numbers in the kernel1; 

the decision was made to use the fixed-point binary notation (see section 

2.4.3). By using this method for representing the fractions, it is easy to 

divide and multiply the values using bit-shifting. Fixed-point notation 

will also allow for the use of all bits to represent the value, which will 

increase the precision of the calculations. 

In this implementation, an algorithm was written that converts a float-

ing point number to the Q40.24 notational system. 

                                                 
1 Actually, it might be possible, but strongly discouraged, or in Linus Torvalds words: 

“[T]he rule is that you really shouldn't use [floating points] in the kernel.” [40] 
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3.73.73.73.7 Implementation Implementation Implementation Implementation MMMMethodology ethodology ethodology ethodology     
Before porting was initiated, a copy of both the RED algorithm and the 

FAFC algorithm written for NS-2 [41] were obtained. By studying these 

two, it was possible to identify all similarities and differences, e.g. 

corresponding variables and functions. The source code files for the 

Linux RED algorithm were copied, and then used as a type of blueprint, 

in which the similarities between the algorithms were retained, and the 

differences were removed or added. This worked very well since the 

algorithms in part are very similar. It also minimized sources for errors 

since it was possible to rely on function calls etc. being correct. 
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4444 ImplementationImplementationImplementationImplementation    
4.14.14.14.1 Implementing DCCP Implementing DCCP Implementing DCCP Implementing DCCP     

To be able to use the DCCP transport protocol, it was necessary to 

enable the protocol by loading the DCCP module to the system.  

See Appendix A for the necessary commands used for enabling DCCP. 

4.24.24.24.2 Automating the Automating the Automating the Automating the CCCCapturing apturing apturing apturing PPPProcess rocess rocess rocess     
To perform the tests so that each run was performed under the same 

condition, a series of scripts were written which started the streaming 

from the server and then started all the clients. 

This was achieved by writing five shell scripts and a Python script, see 

Figure 4.1 

 

  
Figure 4.1: Overview of the scripts used to control the testing. The numbers besides 

the arrows shows the order of execution. 

 

The scripts are available in Appendix B.  
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4.2.14.2.14.2.14.2.1 Main script Main script Main script Main script     
Due to the number of computers used during the tests, it was necessary 

to ensure that the VLC server started the appropriate number of streams 

using the correct protocol, that all clients started at the same time (or 

within a couple of seconds difference), and that all data capturing was 

initiated.  

To remove the potential risk of human error that could badly influence 

the results of the tests, a script (operator.sh) was written that activated the 

scripts on the server and clients. This meant that the tests were always 

performed exactly the same.  

In the scripts an array containing all the involved hosts was added. 

The script contains the functions listed in Table 4.1 

Table 4.1 – commands for the operator script. 

start Runs start_vlc_server using the protocol specified.  

stop 
Kills all VLC instances on every machine that is 

specified in the host array.  

copy  

Copies the scripts to all machines that is specified in 

the host array. This was useful when the script had 

been updated. 

delete  

Since capture files can be very large, it was necessary to 

delete them once in a while. This deleted all capture 

files on the machines. 

retrieve  
Sends all filtered capture files to the machine with the 

retriever address.  

capture  

Starts the capture, with the appropriate interface, 

protocol and role (role being the role of the machine, 

i.e. “server”, “router” or “client”).  

filter  

Executes the filter script, with the options run (which is 

the test number) and the queue management in use. 

(FIFO, RED, FAFC).  
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4.2.24.2.24.2.24.2.2 Starting server Starting server Starting server Starting server     
To start the server, a script called start_vlc_server.sh was used. This script 

runs the Python script start_server.py, and then connects to each client 

through SSH and runs the start_vlc_client.sh (section 4.2.3) scripts on 

them. 

start_server.py will start the VLC server and depending on the parame-

ters used it will either start one instance of a DCCP stream server or one 

instance per client of a UDP stream. (This is because UDP is connection-

less whereas DCCP is connection-oriented.) 

4.2.34.2.34.2.34.2.3 Starting clientsStarting clientsStarting clientsStarting clients    
The script start_vlc_client.sh is executed on each client on the network. 

After the server has started the stream, it will run this script on each 

client who in turn will start the VLC client and connect to the stream. 

4.2.44.2.44.2.44.2.4 FilterFilterFilterFilter    
The script filter.sh will take a capture file, and then extract only the 

desired information, and then store it in the correct format so that the 

calculator can use the capture to calculate the correct statistics. 

4.34.34.34.3 Statistical calculationsStatistical calculationsStatistical calculationsStatistical calculations    
The Python program takes two formatted capture files as its input, in 

which each row in the file corresponds to one packet. Each row contains 

a timestamp, IP id field, size, destination address, source address and 

port. The capture files comes from two of the interfaces used during the 

test, e.g. the outgoing interface of the server and the ingoing interface of 

the client, or the ingoing and outgoing interface of the router. 

The program works by firstly reading in all the required data from the 

files. It then groups packets with id N from the sender with the packets 

with id N from the receiver, discarding any packets that do not appear 

on both hosts (i.e. that was dropped from sender to receiver). The 

program then calculates the delay by using formula 1. 

When the delay has been calculated, the jitter can be calculated by using 

formula 3. The script also calculates throughput (formula 5) as well as 

drops, by comparing the number of packets that were sent to the num-

ber of packets that was received. 
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See Appendix B for the entire script. 

4.44.44.44.4 Linux Linux Linux Linux KKKKernel ernel ernel ernel MMMModules odules odules odules     
Queuing disciplines in Linux are implemented as kernel modules. A 

Linux kernel module is a piece of software that can be loaded into the 

kernel, without having to recompile the kernel. Kernel modules have 

two special functions that are called when the module is loaded (with 

insmod) and unloaded (with rmmod) respectively. These functions are 

passed into two macros, called module_init() and module_exit(), both 

defined in linux/init.h. Kernel modules also have to include li-

nux/module.h.  

For example, in this implementation, the end of the module has the 

following appearance: 

static int __init fafc_module_init(void) 

{ 
    return register_qdisc(&fafc_qdisc_ops); 
} 

 
static void __exit fafc_module_exit(void) 
{ 

    unregister_qdisc(&fafc_qdisc_ops); 
} 
 

module_init(fafc_module_init) 
module_exit(fafc_module_exit) 

 

The __init and __exit macros are not used for modules. For built-in 

drivers, however, they are used to free up memory (the exit function for 

example, can be omitted completely) [42]. 

At the very end of this module is the license identifier: 

MODULE_LICENSE("GPL"); 

 

Omitting this, or using a license considered non-free, will lead to a 

warning message when loading the module (the kernel is considered 

“tainted”). There are other macros such as this, e.g. for declaring the 

author, or supplying a description of the module. 

To compile the kernel module, this line had to be added to the Makefile: 

obj-m += sch_fafc.o 
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4.54.54.54.5 FAFC FAFC FAFC FAFC     
As stated in section 3.7, porting of the algorithm was performed by 

converting an object-oriented C++ implementation of FAFC for NS to C 

code to be used as a Linux kernel module. This was basically a three-

step process in which the first decision involved what part to port next, 

and then an attempt was made to identify similarities to the implemen-

tation of RED (an already existing AQM in Linux). After completion of 

this part, the actual implementation was conducted and great efforts 

were made to re-use as much code as possible from RED, and then add 

all the FAFC specific code during the implementation. 

The porting did not prove to be particularly straight-forward, as it was 

discovered that the NS implementations of the algorithms were not 

satisfactory in relation to the code. For example, there were variables 

called a, b, mu, et cetera without an explanation of what they meant or 

what they corresponded to in the actual algorithm. This, instead, had to 

be reverse-engineered1. It also contained large portions of dead code (i.e. 

code that is never called, or that does not have any effect), some of 

which was discovered after the actual porting had been completed. 

The implementation of the TC part, i.e. q_fafc.c and tc_fafc.h was fairly 

straight-forward. Most of REDs implementation was re-used, with 

changes only being made as required, e.g. parsing of different command 

line options. Since FAFC requires a configuration file, a parser also had 

to be added (see section 3.5.1) which has the ability to read a file in the 

same format used in the NS version of FAFC. The same format was 

supported for compatibility reasons, even though it was not optimal. 

However, if another format is desired, only the parser requires to be 

changed for the configuration file. 

More specifically, these were the major changes between RED and 

FAFC: 

General: 

• FAFC-specific files were included instead of RED-specific ones.  

• RED-specific members in structs were changed to FAFC-specific 

ones. 

• All structs and functions were renamed from red_* to fafc_*. 

                                                 
1 “The process of analysing an existing system to identify its components and their 

interrelationships […]” [43] 
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sh_red.c and sch_fifo.c: 

• Members related to timers were added to the data structs. 

• A new function, fafc_calc_sched(), was added, that calculates the 

probability periodically. 

• The queue average calculation function (fafc_calc_qavg()) calcu-

lates based on different parameters, and so the function call was 

changed.  

• The call to the action (fafc_action()) function calculates based on 

different parameters, and so the function call was changed. 

• A new requeue function was added since this is used in newer 

versions of queuing disciplines. 

• RED has a red_peek function. This was removed in the FAFC 

version. Newer versions of queuing disciplines do not use this 

function. 

• The destroy function (fafc_destroy()) added a call to delete the 

timer.  

• FAFC does not use STAB (a pre-computed lookup table). This 

was removed from the fafc_policy. 

• In fafc_change(), all new parameters were initialized. 

• In fafc_change(), the start of the timer was added . 

• In fafc_init(), the creation of the timer was added. 

• In fafc_dump(), different parameters in our tc_fafc_qopt struct 

were involved. 

• In fafc_dump_stats(), the statistics were changed to report proba-

bility drops and hard drops independently. 

 

red.h and fafc.h: 

• The fafc_calc_qavg function was rewritten with the FAFC algo-

rithm for calculating the average queue size. 

• The function fafc_calc_prob was added to calculate the probabili-

ty for a packet to be dropped. This function calls the actual fuzzy 

calculation functions. 

 

The fuzzy implementation in NS consisted of several different files, e.g. 

for rules, outputs, inputs, members and so on (see section 2.5). These 

were all written in object oriented C++ code with corresponding header 

files. When porting this to C code, the classes became structs, all getters 

and setters were eliminated and so on. Large portions of duplicated NS 

code were also removed.  
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The result was one file with all the structs and another one with the few 

required functions. This also resulted in much more compact code that 

was easier to overview. 

The NS code used floating-point numbers throughout. As described in 

section 2.4.3, this could not be done in this implementation, and all 

instances where this was used had to be an integer in this version, at the 

same time making sure that it was of the correct size in order to avoid 

overflows. 

Some parts also had to be changed completely since it relied on C++ 

libraries. For example, the timer used in the NS code had to be replaced 

with the kernel timer API (linux/timer.h). This API is based on jiffies1, 

whereas in NS, seconds are used, so this could only be approximated 

since a jiffy is not an absolute unit, but depends on the hardware. Where 

it was necessary, the code was clarified as much as possible in terms of 

renaming variables, removing dead or duplicated code, rewriting code 

in a cleaner way and so on. 

During the porting, an attempt was made to follow the coding style 

used in the already existing algorithms as closely as possible, both in 

terms of naming conventions, indentation settings and so on. Efforts 

were made for clarity of the code instead of for optimizations, to avoid 

bugs as far as possible. 

                                                 
1 “In computing, a jiffy is the duration of one tick of the system timer interrupt. It is not 

an absolute time interval unit, since its duration depends on the clock interrupt 

frequency of the particular hardware platform.” [44] 
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5555 ResultResultResultResultssss    
The following are the results obtained from the statistical calculator 

when comparing FAFC against RED and FIFO in combination with 

UDP and DCCP. 

The data shown in Tables 5.1–5.3 is the result of three individual test 

runs where the data for each run is the mean value for all computers. 

See Appendix D for the raw data. 

Table 5.1: Diagram showing the mean delay between the input and output interface 

of the router. 

UDP/FIFO DCCP/FIFO UDP/RED DCCP/RED UDP/FAFC DCCP/FAFC 

0,0088 ms 0,0070 ms 0,0073 ms 0,0071 ms 0,0076 ms 0,0075 ms 

 
Table 5.2: Diagram showing the mean jitter between the input and output interface 

of the router. 

UDP/FIFO DCCP/FIFO UDP/RED DCCP/RED UDP/FAFC DCCP/FAFC 

0,0022 ms 0,0015 ms 0,0020 ms 0,0014 ms 0,0020 ms 0,0013 ms 

 

Table 5.3: Diagram showing the mean jitter between the server and client. 

UDP/FIFO DCCP/FIFO UDP/RED DCCP/RED UDP/FAFC DCCP/FAFC 

0,0753 ms 0,0745 ms 0,0753 ms 0,0730 ms 0,0745 ms 0,0730 ms 

5.15.15.15.1 ThroughputThroughputThroughputThroughput    
As can be seen in Appendix D the throughput was always 100 %. 
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6666 ConclusionConclusionConclusionConclusionssss    
All goals from section 1.4 were met. The first goal was to find a way to 

implement DCCP. As previously mentioned, this was already imple-

mented in Linux. The next goal was to find an application that could 

stream both UDP and DCCP. This was handled by VLC. The third goal 

was to measure network performance for the streams. This was solved 

by implementing a statistical calculator. The last goal was to implement 

FAFC. This was conducted by porting an existing version for NS. 

 

As previously mentioned, the attempt was to write the code as clearly as 

possible. The reason was to ease further work on implementing the 

algorithm, and to have a higher possibility for someone else to continue 

the work. 

When studying the result of the test it was discovered that there was no 

real difference between the different combinations of transport protocol 

and queue management. 

The difference in delay was at most 0.004 milliseconds. This was be-

tween UDP/FIFO and DCCP/RED between the input and the output 

interface on the router. The difference in jitter was at most 0.0025 

milliseconds. This was between DCCP/FAFC and UDP/FIFO between 

the input and output interface of the router. 

 One interesting aspect of these results was that when  the video is only 

streamed using the most basic transport protocol (UDP) and the sim-

plest queue management (FIFO), the results are rather uneven between 

the different runs, while some form of queue management and/or DCCP 

as transport protocol was used the streams were quite even. 

Based on this, the conclusion would be that when streaming a video 

using UDP/FIFO (which is the most common combination used) it is 

possible for there to be a reduction in quality than when adding some 

form of congestion control and/or queue management to the data 

stream. 

These results are however not definitive as they only refer to that 

achieved under the best of circumstances, even though  four video 

streams were actually streamed from the server, the amount of data sent 

through the link was insufficient to produce any form of congestion. 
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The bottleneck was actually found to be the hardware on the server, 

since when more than four simultaneous streams were sent the CPU on 

the server was working at 100 %. This resulted in it being unusable for 

these tests, since it would affect the results. Due Thus there was no 

possibility , based on this plus time constraints, to perform some more 

extensive tests, so this will remain as future work for this project. 

6.16.16.16.1 Future WorkFuture WorkFuture WorkFuture Work    
There is the possibility for much future work for this project. More 

extensive tests of the FAFC AQM algorithm should be conducted, for 

example on a highly congested link, to determine how it performs 

against RED. 

As has been mentioned, correctness over optimization in this implemen-

tation was the determining factor. However, since a queuing discipline 

might have to handle many packets in short amounts of time, an opti-

mized algorithm is very important. Future work could involve making 

these optimizations, e.g. by rewriting parts of the algorithm, by using 

less than 64-bit numbers where possible and so on. 

Another area where the implementation could be improved is the 

statistics for the queuing discipline. At present, the only data reported is 

the number of dropped packets. The statistics could be extended to also 

report the current fuzzy values for example. 

A third area where further work could be performed involves the 

configuration file parser. Currently, it is limited in the format it can 

accept. 
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Appendix A: System 

DCCPDCCPDCCPDCCP        
To enable DCCP in Linux we used the following commands: 

# sudo modprobe dccp 
# sudo modprobe dccp_ccid2 

# sudo sysctl -w net.dccp.default.seq_window=10000 
# sudo sysctl -w net.dccp.default.rx_ccid=2 
# sudo sysctl -w net.dccp.default.tx_ccid=2  

 

This will load the DCCP module along with the CCID2 congestion 

control. It then sets the default sequence window to 10000 (the default 

value is 100 which might cause trouble (See http://www.linuxfoundatio 

n.org/en/Net:DCCP) 

Finally it sets CCID2 as the default congestion control for DCCP.  

Change Input queue size Change Input queue size Change Input queue size Change Input queue size     
To change the input queue size from 256 kB to 4 MB we did the follow-

ing: 

# echo 4194304 > /proc/sys/net/core/rmem_max  

# echo 4194304 > /proc/sys/net/core/rmem_default  

 

This changes the maximum input queue size, and will keep this value 

until the computer reboots. In order to keep this value, the following 

lines must be added to /etc/sysctl.conf:  

net.core.rmem_default = 4194304 
net.core.rmem_max = 4194304 
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Appendix B: Scripts 

Operator Operator Operator Operator     
#!/bin/bash 

 

FILE=$(basename $0) 

 

options=('start' 'stop' 'copy' 'delete' 'retrieve' 'capture' 'filter') 

hosts=('10.17.17.2' '10.17.17.1' '10.16.16.3' '10.16.16.4' '10.15.15.5' 

'10.15.15.6') 

retriever="10.16.16.4" 

 

case "$1" in 

    "start") 

        if [ -z $2 ] ; then 

            echo "Usage $FILE start <protocol>" 

        else 

             proto=$2 

              

             if [ $proto == "dccp"  ] 

             then 

                 cvlc -q /home/ds/bb.mov --sout 

"#rtp{dst=10.17.17.2,port=1234,mux=ts,proto=dccp} 2> /dev/null"& 

  

             elif [ $proto == "udp"  ] 

         &nbsp;   then 

                     python /home/ds/scripts/vlc/start_server.py 

/home/ds/bb.mov rtp 1 ${hosts[*]:1} 

             fi 

     

             sleep 5 

     

             for nlab in ${hosts[*]:2} 

             do 

                     if [ $proto == "udp" ] 

                     then 

                             echo $nlab 

                             ssh ${nlab} "/home/ds/scripts/vlc/start_vlc_client $proto 

$nlab"& 
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                     elif [ $proto == "dccp" ] 

                     then 

                             echo $nlab 

                             ssh ${nlab} "/home/ds/scripts/vlc/start_vlc_client 

$proto"& 

                     fi       

             done 

        fi 

        ;; 

     

    "stop") 

        for host in ${hosts[*]:1} 

        do 

            echo "Stopping vlc for ${host}..." 

            ssh root@${host} "pkill -9 vlc" 

        done 

         

        sudo pkill -9 vlc 

        ;; 

 

    "copy") 

        for host in ${hosts[*]:1} 

        do 

            scp /home/ds/scripts/vlc/* ${host}:scripts/vlc/     

            scp /home/ds/scripts/$FILE ${host}:scripts/ 

        done;; 

     

    "delete") 

        for host in ${hosts[*]:1} 

        do 

            ssh $host "rm /home/ds/testdata/*" 

        done 

            rm /home/ds/testdata/* 

        ;; 

     

    "retrieve") 

        for host in ${hosts[*]:0:3} ${hosts[*]:4} 

        do 

            echo "copying $host capture file..." 

            scp ${host}:/home/ds/testdata/retrieve/* ${retriev-
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er}:/home/ds/testdata/retrieve/ 

        done 

        ;; 

     

    "capture") 

        if [ -z $2 ]; then 

            echo "Usage: $FILE capture <interface> <protocol> <role>" 

        else     

            starttime=`date +%H%M` 

            file-

name="/home/ds/testdata/${HOSTNAME}_vlc_${3}_${4}_${starttime}_${

2}" 

            sudo /home/ds/gulp -r 200 -i $2 > $filename 

        fi 

        ;; 

 

    "filter") 

        if [ -z "$2" -o -z "$3"  ] ; then 

            echo "Usage: $FILE filter <run> <queue_management>" 

            exit 1 

        fi 

 

        /home/ds/scripts/vlc/filter ${2} ${3} ${4} 

        ;; 

 

    *) shift 

        echo "Usage:" 

        echo "$(basename $0) start | stop | copy | delete | retrieve | 

capture | filter" 

        exit 1 

        ;; 

esac 
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start_vlc_server start_vlc_server start_vlc_server start_vlc_server     
#!/bin/bash 

 

proto=$1 

hosts=('10.17.17.2' '10.16.16.3' '10.16.16.4' '10.15.15.5' '10.15.15.6') 

 

#./start_tshark_srv $proto 

 

if [ $proto == "dccp"  ] 

then 

    cvlc -q /home/ds/bb.mov --sout 

"#rtp{dst=10.17.17.2,port=1234,mux=ts,proto=dccp} 2> /dev/null"& 

 

elif [ $proto == "udp" ] 

then 

    python /home/ds/scripts/vlc/start_server.py /home/ds/bb.mov rtp 1 

${hosts[*]:1} 

fi 

 

sleep 5 

 

for nlab in ${hosts[*]:1} 

do 

    if [ $proto == "udp" ] 

    then 

        echo $nlab 

        ssh ${nlab} "/home/ds/scripts/vlc/start_vlc_client $proto $nlab"& 

 

    elif [ $proto == "dccp" ] 

    then 

        echo $nlab 

        ssh ${nlab} "/home/ds/scripts/vlc/start_vlc_client $proto"& 

    fi     

done 
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start_server.py start_server.py start_server.py start_server.py     
#!/usr/bin/env python 

 

import os 

import sys 

 

file_name = sys.argv[1] 

instances = int(sys.argv[3]) 

client_ips = sys.argv[4:] 

command_line = "cvlc -q %s --sout '#duplicate{%s}'" 

dst_line = { 

    "rtp": "dst=rtp{dst=%s,port=%s,mux=ts}", 

    "udp": "dst=standard{access=udp,dst=%s,port=%s,mux=ts}" 

}[sys.argv[2]] 

all_dsts = [] 

 

for ip in client_ips: 

    i = 0 

    port = 1234 

    while i < instances: 

        all_dsts.append(dst_line % (ip, port)) 

    port += 10 

    i += 1 

 

os.popen2(command_line % (file_name, ",".join(all_dsts))) 
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start_vlc_client start_vlc_client start_vlc_client start_vlc_client     
#!/bin/bash 

 

DISPLAY=:0.0 

export DISPLAY 

 

proto=$1 

host=$2 

 

if [ $proto == "udp" ] 

then 

    vlc -q rtp://@${host}:1234 

 

elif [ $proto == "dccp"  ] 

then 

    vlc -q dccp://10.17.17.2:1234 

fi  

filter filter filter filter     
#!/bin/bash 

 

run=$1 

aqm=$2 

files=${3}*   

for file in ${files[*]} 

do 

    base_filename=$(basename $file) 

    #Get variables from filename 

 

    host=`echo $base_filename | cut -d _ -f 1` 

    proto=`echo $base_filename | cut -d _ -f 3` 

    typ=`echo $base_filename | cut -d _ -f 4` 

    interface=`echo $base_filename | cut -d _ -f 6` 

     

    hosts=('10.17.17.2' '10.16.16.3' '10.16.16.4' '10.15.15.5' '10.15.15.6') 

     

    if [ -z "${file}"  -o -z "${run}" -o -z "${aqm}" ] ; then 

        echo "Usage filter <file> <run> <aqm>" 

        exit 1 

    fi 
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    #Setting Variables depending on protocol     

    if [ "${proto}" == "d" ] ; then 

        p="dccp" 

        dir="src" 

    else 

        p="udp" 

        dir="dst" 

    fi 

     

    #Checking hostname to know what ip to use when filtering :use 

etc/host instead? 

    if [ "$host" == "nlab33" ] ; then 

        if [ "$interface" == "eth0" ] ; then 

            hosts=( '10.15.15.5' '10.15.15.6' ) 

     

        elif [ "$interface" == "eth3" ] ; then 

            hosts=( '10.16.16.3' '10.16.16.4' ) 

         

        fi 

     

    elif [ "$host" == "nlab03" ] ; then 

        hosts=( '10.16.16.3' ) 

 

    elif [ "$host" == "nlab04" ] ; then 

        hosts=( '10.16.16.4' ) 

     

    elif [ "$host" == "nlab05" ] ; then 

        hosts=( '10.15.15.5' ) 

     

    elif [ "$host" == "nlab06" ] ; then 

        hosts=( '10.15.15.6' ) 

     

    elif [ "$host" == "nlab202" ] ; then 

        hosts=( '10.16.16.3' '10.16.16.4' '10.15.15.5' '10.15.15.6' ) 

     

    fi 

    echo "Filtering capture file..."     

    tshark -r $file -Tfields -e frame.time -e ip.id -e frame.len -e 

${p}.${dir}port -e ip.dst -R "${p}.${dir}port==1234" > /home/ds/temp.ts 
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    for ds in ${hosts[*]} 

    do 

        echo "Creating file for ${ds}..." 

        file-

name=/home/ds/testdata/retrieve/${typ}${ds:9}${p:0:1}${run}${aqm}_${in

terface} 

        echo $filename     

        #filter every dst host from file 

        grep -F "${ds}" /home/ds/temp.ts > ${filename}     

 

        #If no data exist for specific host delete file 

        if [ ! -s $filename ] ; then 

            rm $filename 

        fi 

    done 

    rm /home/ds/temp.ts 

done 
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Appendix C: FAFC implementation 

sch_fafc.csch_fafc.csch_fafc.csch_fafc.c    
/* 

 * sch_fafc.c   Fast and Autonomic Fuzzy Controller 

 * 

 *          This program is free software; you can redistribute it and/or 

 *          modify it under the terms of the GNU General Public License 

 *          as published by the Free Software Foundation; either version 

 *          2 of the License, or (at your option) any later version. 

 * 

 * Authors: David Håsäther <hasather@gmail.com> 

 *          Lennart Franked <lennart.franked@gmail.com> 

 */ 

 

#include <linux/module.h> 

#include <linux/types.h> 

#include <linux/kernel.h> 

#include <linux/skbuff.h> 

#include <net/pkt_sched.h> 

#include <net/inet_ecn.h> 

 

#include "fafc.h" 

#include "tc_fafc.h" 

 

struct fafc_sched_data 

{ 

        u32                 limit;       /* HARD maximal queue length */ 

        struct timer_list   timer; 

        int                 timer_period; 

        unsigned char       flags; 

        struct fafc_parms   parms; 

        struct fafc_stats   stats; 

        struct Qdisc        *qdisc; 

}; 

 

static inline int fafc_use_ecn(struct fafc_sched_data *q) 

{ 

        return q->flags & TC_FAFC_ECN; 

} 
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static inline int fafc_use_harddrop(struct fafc_sched_data *q) 

{ 

        return q->flags & TC_FAFC_HARDDROP; 

} 

 

static void fafc_calc_sched(unsigned long arg) 

{ 

        struct Qdisc *sch = (struct Qdisc *)arg; 

        struct fafc_sched_data *q = qdisc_priv(sch); 

 

        fafc_calc_prob(&q->parms, sch->q.qlen); 

 

        if (q->timer_period) 

                mod_timer(&q->timer, q->timer_period); 

} 

 

static int fafc_enqueue(struct sk_buff *skb, struct Qdisc *sch) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct Qdisc *child = q->qdisc; 

        int ret; 

 

        q->parms.qavg = fafc_calc_qavg(sch->q.qlen, &q->parms); 

 

        if (fafc_is_idling(&q->parms)) 

                fafc_end_of_idle_period(&q->parms); 

 

        // TODO: NS does not do idle stuff, but it should be done 

        //psched_time_t now = psched_get_time(); 

        //m = q->parms.ptc * (psched_tdiff_bounded(now, q-

>parms.qidlestart, 255 << 16)); // TODO: 255 << 16 is just from the hips. 

look up how RED does it 

 

 

        switch (fafc_action(&q->parms, sch->q.qlen, q->limit)) { 

                case FAFC_DONT_MARK: 

                        break; 

 

                case FAFC_PROB_MARK: 

                        sch->qstats.overlimits++; 
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                        if (!fafc_use_ecn(q) || !INET_ECN_set_ce(skb)) { 

                                q->stats.prob_drop++; 

                                goto congestion_drop; 

                        } 

 

                        q->stats.prob_mark++; 

                        break; 

 

                case FAFC_HARD_MARK: 

                        sch->qstats.overlimits++; 

                        if (fafc_use_harddrop(q) || !fafc_use_ecn(q) || 

                            !INET_ECN_set_ce(skb)) { 

                                q->stats.forced_drop++; 

                                goto congestion_drop; 

                        } 

 

                        q->stats.forced_mark++; 

                        break; 

        } 

 

        ret = qdisc_enqueue(skb, child); 

        if (likely(ret == NET_XMIT_SUCCESS)) { 

                sch->bstats.bytes += qdisc_pkt_len(skb); 

                sch->bstats.packets++; 

                sch->q.qlen++; 

        } else if (net_xmit_drop_count(ret)) { 

                q->stats.pdrop++; 

                sch->qstats.drops++; 

        } 

        return ret; 

 

congestion_drop: 

        qdisc_drop(skb, sch); 

        return NET_XMIT_CN; 

} 

 

static int fafc_requeue(struct sk_buff *skb, struct Qdisc *sch) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct Qdisc *child = q->qdisc; 

        int ret; 
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        if (fafc_is_idling(&q->parms)) 

                fafc_end_of_idle_period(&q->parms); 

 

        ret = child->ops->requeue(skb, child); 

        if (likely(ret == NET_XMIT_SUCCESS)) { 

                sch->qstats.requeues++; 

                sch->q.qlen++; 

        } 

        return ret; 

} 

 

static struct sk_buff * fafc_dequeue(struct Qdisc *sch) 

{ 

        struct sk_buff *skb; 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct Qdisc *child = q->qdisc; 

 

        skb = child->dequeue(child); 

        if (skb) 

                sch->q.qlen--; 

        else if (!fafc_is_idling(&q->parms)) 

                fafc_start_of_idle_period(&q->parms); 

 

        return skb; 

} 

 

static unsigned int fafc_drop(struct Qdisc *sch) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct Qdisc *child = q->qdisc; 

        unsigned int len; 

 

        if (child->ops->drop && (len = child->ops->drop(child)) > 0) { 

                q->stats.other++; 

                sch->qstats.drops++; 

                sch->q.qlen--; 

                return len; 

        } 

 

        if (!fafc_is_idling(&q->parms)) 
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                fafc_start_of_idle_period(&q->parms); 

 

        return 0; 

} 

 

static void fafc_reset(struct Qdisc *sch) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

 

        qdisc_reset(q->qdisc); 

        sch->q.qlen = 0; 

        fafc_restart(&q->parms); 

} 

 

static void fafc_destroy(struct Qdisc *sch) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        qdisc_destroy(q->qdisc); 

        del_timer_sync(&q->timer); 

} 

 

static const struct nla_policy fafc_policy[TCA_FAFC_MAX + 1] = { 

        [TCA_FAFC_PARMS] = { .len = sizeof(struct tc_fafc_qopt) }, 

}; 

 

static int fafc_change(struct Qdisc *sch, struct nlattr *opt) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct nlattr *tb[TCA_FAFC_MAX + 1]; 

        struct tc_fafc_qopt *ctl; 

        struct Qdisc *child = NULL; 

        int err; 

 

        if (opt == NULL) 

                return -EINVAL; 

 

        err = nla_parse_nested(tb, TCA_FAFC_MAX, opt, fafc_policy); 

        if (err < 0) 

                return err; 

 

        if (tb[TCA_FAFC_PARMS] == NULL) 
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                return -EINVAL; 

 

        ctl = nla_data(tb[TCA_FAFC_PARMS]); 

 

        if (ctl->limit > 0) { 

                child = fifo_create_dflt(sch, &pfifo_qdisc_ops, ctl->limit); 

                if (IS_ERR(child)) 

                        return PTR_ERR(child); 

        } 

 

        sch_tree_lock(sch); 

        q->flags = ctl->flags; 

        q->limit = ctl->limit; 

        q->timer_period = 1; // XXX: check, what is this REALLY? 

        q->parms.Plog = ctl->Plog; 

        q->parms.qref = ctl->qref; 

        q->parms.fp_gain = ctl->fp_gain; 

        q->parms.fd_gain = ctl->fd_gain; 

        q->parms.p_gain = ctl->p_gain; 

        q->parms.i_gain = ctl->i_gain; 

        q->parms.limit_shift = ctl->limit_shift; 

        q->parms.fuzzy_data = ctl->fuzzy_data; 

 

        if (child) { 

                qdisc_tree_decrease_qlen(q->qdisc, q->qdisc->q.qlen); 

                qdisc_destroy(xchg(&q->qdisc, child)); 

        } 

 

        fafc_set_parms(&q->parms); 

 

        if (skb_queue_empty(&sch->q)) 

                fafc_end_of_idle_period(&q->parms); 

 

        del_timer(&q->timer); 

        if (q->timer_period) { 

                mod_timer(&q->timer, q->timer_period); 

        } 

 

        sch_tree_unlock(sch); 

        return 0; 

} 
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static int fafc_init(struct Qdisc *sch, struct nlattr *opt) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

 

        q->timer.function = fafc_calc_sched; 

        q->timer.data = (unsigned long)sch; 

        init_timer_deferrable(&q->timer); 

 

        q->qdisc = &noop_qdisc; 

        return fafc_change(sch, opt); 

} 

 

static int fafc_dump(struct Qdisc *sch, struct sk_buff *skb) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct nlattr *opts = NULL; 

        struct tc_fafc_qopt opt = { 

                .limit               = q->limit, 

                .flags               = q->flags, 

                .Plog                = q->parms.Plog, 

        }; 

 

        opts = nla_nest_start(skb, TCA_OPTIONS); 

        if (opts == NULL) 

                goto nla_put_failure; 

        NLA_PUT(skb, TCA_FAFC_PARMS, sizeof(opt), &opt); 

        return nla_nest_end(skb, opts); 

 

nla_put_failure: 

        nla_nest_cancel(skb, opts); 

        return -EMSGSIZE; 

} 

 

static int fafc_dump_stats(struct Qdisc *sch, struct gnet_dump *d) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        struct tc_fafc_xstats st = { 

                .hard        = q->stats.forced_drop, 

                .prob        = q->stats.prob_drop,  

                .pdrop       = q->stats.pdrop, 
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                .other       = q->stats.other, 

                .marked      = q->stats.prob_mark + q->stats.forced_mark, 

        }; 

 

        return gnet_stats_copy_app(d, &st, sizeof(st)); 

} 

 

static int fafc_dump_class(struct Qdisc *sch, unsigned long cl, 

                          struct sk_buff *skb, struct tcmsg *tcm) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

 

        if (cl != 1) 

                return -ENOENT; 

        tcm->tcm_handle |= TC_H_MIN(1); 

        tcm->tcm_info = q->qdisc->handle; 

        return 0; 

} 

 

static int fafc_graft(struct Qdisc *sch, unsigned long arg, struct Qdisc 

*new, 

                     struct Qdisc **old) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

 

        if (new == NULL) 

                new = &noop_qdisc; 

 

        sch_tree_lock(sch); 

        *old = xchg(&q->qdisc, new); 

        qdisc_tree_decrease_qlen(*old, (*old)->q.qlen); 

        qdisc_reset(*old); 

        sch_tree_unlock(sch); 

        return 0; 

} 

 

static struct Qdisc *fafc_leaf(struct Qdisc *sch, unsigned long arg) 

{ 

        struct fafc_sched_data *q = qdisc_priv(sch); 

        return q->qdisc; 

} 
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static unsigned long fafc_get(struct Qdisc *sch, u32 classid) 

{ 

        return 1; 

} 

 

static void fafc_put(struct Qdisc *sch, unsigned long arg) 

{ 

        return; 

} 

 

static int fafc_change_class(struct Qdisc *sch, u32 classid, u32 parentid, 

                            struct nlattr **tca, unsigned long *arg) 

{ 

        return -ENOSYS; 

} 

 

static int fafc_delete(struct Qdisc *sch, unsigned long cl) 

{ 

        return -ENOSYS; 

} 

 

static void fafc_walk(struct Qdisc *sch, struct qdisc_walker *walker) 

{ 

        if (!walker->stop) { 

                if (walker->count >= walker->skip) 

                        if (walker->fn(sch, 1, walker) < 0) { 

                                walker->stop = 1; 

                                return; 

                        } 

                walker->count++; 

        } 

} 

 

static struct tcf_proto **fafc_find_tcf(struct Qdisc *sch, unsigned long cl) 

{ 

        return NULL; 

} 

 

static const struct Qdisc_class_ops fafc_class_ops = { 

        .graft         =        fafc_graft, 
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        .leaf          =        fafc_leaf, 

        .get           =        fafc_get, 

        .put           =        fafc_put, 

        .change        =        fafc_change_class, 

        .delete        =        fafc_delete, 

        .walk          =        fafc_walk, 

        .tcf_chain     =        fafc_find_tcf, 

        .dump          =        fafc_dump_class, 

}; 

 

static struct Qdisc_ops fafc_qdisc_ops __read_mostly = { 

        .id            =        "fafc", 

        .priv_size     =        sizeof(struct fafc_sched_data), 

        .cl_ops        =        &fafc_class_ops, 

        .enqueue       =        fafc_enqueue, 

        .dequeue       =        fafc_dequeue, 

        .requeue       =        fafc_requeue, 

        .drop          =        fafc_drop, 

        .init          =        fafc_init, 

        .reset         =        fafc_reset, 

        .destroy       =        fafc_destroy, 

        .change        =        fafc_change, 

        .dump          =        fafc_dump, 

        .dump_stats    =        fafc_dump_stats, 

        .owner         =        THIS_MODULE, 

}; 

 

static int __init fafc_module_init(void) 

{ 

        return register_qdisc(&fafc_qdisc_ops); 

} 

 

static void __exit fafc_module_exit(void) 

{ 

        unregister_qdisc(&fafc_qdisc_ops); 

} 

 

module_init(fafc_module_init) 

module_exit(fafc_module_exit) 

 

MODULE_LICENSE("GPL"); 
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fafc.hfafc.hfafc.hfafc.h    
#ifndef __NET_SCHED_FAFC_H 

#define __NET_SCHED_FAFC_H 

 

#include <linux/types.h> 

#include <net/pkt_sched.h> 

#include <net/inet_ecn.h> 

#include <net/dsfield.h> 

 

#include "fuzzy.h" 

 

/* 

   FAFC 

*/ 

 

// Fixed point uses Q39.24 

 

#define ALPHA                4096  // (1 << 24) >> 12 (~0.0002) 

 

struct fafc_stats 

{ 

        u32    prob_drop;     /* Probability drops */ 

        u32    prob_mark;     /* Probability marks */ 

        u32    forced_drop;   /* Forced drops */ 

        u32    forced_mark;   /* Forced marks */ 

        u32    pdrop;         /* Drops due to queue limits */ 

        u32    other;         /* Drops due to drop() calls */ 

        u32    backlog; 

}; 

 

struct fafc_parms 

{ 

        /* Parameters */ 

        u64    Rmask;          /* cached random mask */ 

        u8     Plog;           /* random number bits */ 

        u64    fp_gain;        /* Fuzzy proportional gain */ 

        u64    fd_gain;        /* Fuzzy derivative gain */ 

        u64    p_gain;         /* PI proportional gain */ 

        u64    i_gain;         /* PI integral gain */ 
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        u8     limit_shift;    /* Shift value for limit */ 

        u64    qref;           /* desired queue size */ 

        struct fuzzy_structs   *fuzzy_data; 

 

        /* Variables */ 

        u64             prob;        /* prob. of packet drop */ 

        u64             pi_prob;     /* prob. of pi packet drop */ 

        u64             qavg;        /* average queue size */ 

        u64             qavg_old;    /* old average queue size */ 

        u64             qold;        /* old queue length */ 

        psched_time_t   qidlestart;  /* Start of current idle period */ 

}; 

 

static inline u32 fafc_rmask(u8 Plog) 

{ 

        return Plog < 32 ? ((1 << Plog) - 1) : ~0UL; 

} 

 

static inline void fafc_set_parms(struct fafc_parms *p) 

{ 

        p->Rmask    = fafc_rmask(p->Plog); 

        p->qavg     = 0; 

        p->qavg_old = 0; 

        p->prob     = 0; 

        p->pi_prob  = 0; 

        p->qold     = 0; 

} 

 

static inline int fafc_is_idling(struct fafc_parms *p) 

{ 

        return p->qidlestart != PSCHED_PASTPERFECT; 

} 

 

static inline void fafc_start_of_idle_period(struct fafc_parms *p) 

{ 

        p->qidlestart = psched_get_time(); 

} 

 

static inline void fafc_end_of_idle_period(struct fafc_parms *p) 

{ 

        p->qidlestart = PSCHED_PASTPERFECT; 
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} 

 

static inline u64 fafc_calc_qavg(int qlen, struct fafc_parms *p) 

{ 

        // TODO: implement idle calculation 

        if (fafc_is_idling(p)) 

                return 0; 

        else 

                return ((((1UL << p->Plog) - ALPHA) * p->qavg) >> p->Plog) + 

(ALPHA * ((u64)qlen << p->Plog) >> p->Plog); 

        //return (1 - ALPHA) * avg + ALPHA * qlen; 

} 

 

static inline void fafc_restart(struct fafc_parms *p) 

{ 

        fafc_end_of_idle_period(p); 

        fafc_set_parms(p); 

} 

 

static inline u64 fafc_random(struct fafc_parms *p) 

{ 

        return net_random() & p->Rmask; 

} 

 

static void fafc_calc_prob(struct fafc_parms *p, int qlen) 

{ 

        u8 Plog = p->Plog; 

        u32 prob; 

        u32 fuzzy_prob = fuzzy_calc(((p->fp_gain * (((u64)qlen << Plog) - p-

>qref) >> Plog) >> p->limit_shift), 

                                    ((p->fd_gain * (((u64)qlen << Plog) - p->qold) >> 

Plog) >> p->limit_shift), 

                                    Plog, p->fuzzy_data); 

 

        s32 pi_prob = p->pi_prob + 

                      (((s64)p->p_gain * ((s64)p->qavg     - p->qref)) >> Plog) - 

                      (((s64)p->i_gain * ((s64)p->qavg_old - p->qref)) >> Plog); 

 

        if (pi_prob < 0) 

                pi_prob = 0; 
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        // This is our own way of making sure pi_prob decreases 

        // TODO: fix properly 

        if (pi_prob == p->pi_prob) 

                pi_prob /= 2; 

 

        prob = fuzzy_prob + pi_prob; 

 

        if (prob < 0) 

                prob = 0; 

        else if (prob > (1 << Plog)) 

                prob = 1 << Plog; 

 

        p->prob     = prob; 

        p->pi_prob  = pi_prob; 

        p->qold     = qlen; 

        p->qavg_old = p->qavg; 

} 

 

enum { 

        FAFC_DONT_MARK, 

        FAFC_PROB_MARK, 

        FAFC_HARD_MARK, 

}; 

 

static inline int fafc_action(struct fafc_parms *p, int qlen, int limit) 

{ 

        int mark_type; 

        u64 random = fafc_random(p); 

 

        if (qlen >= limit) { 

                mark_type = FAFC_HARD_MARK; 

        } 

        else if (random > p->prob) { 

                mark_type = FAFC_DONT_MARK; 

        } 

        else { 

                mark_type = FAFC_PROB_MARK; 

        } 

 

        return mark_type; 

} 
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#endif 

 

tc_fafc.htc_fafc.htc_fafc.htc_fafc.h    and iproute2/tc/tc_fafc.hand iproute2/tc/tc_fafc.hand iproute2/tc/tc_fafc.hand iproute2/tc/tc_fafc.h    
#ifndef _TC_FAFC_H_ 

#define _TC_FAFC_H_ 1 

 

enum 

{ 

        TCA_FAFC_UNSPEC, 

        TCA_FAFC_PARMS, 

        __TCA_FAFC_MAX, 

}; 

 

#define TCA_FAFC_MAX (__TCA_FAFC_MAX - 1) 

 

struct tc_fafc_qopt 

{ 

        __u64           limit;      /* HARD maximal queue length (bytes) */ 

        unsigned char   Plog;       /* log(P_max/(qth_max-qth_min))      */ 

        unsigned char   flags; 

        __u64           fd_gain; 

        __u64           fp_gain; 

        __u64           p_gain; 

        __u64           i_gain; 

        __u64           bandwidth; 

        __u64           qref; 

        __u8            limit_shift; 

        struct fuzzy_structs *fuzzy_data; 

 

#define TC_FAFC_ECN             1 

#define TC_FAFC_HARDDROP        2 

}; 

 

struct tc_fafc_xstats 

{ 

        __u32   hard;     /* Hard drops */ 

        __u32   prob;     /* Probability drops */ 

        __u32   pdrop;    /* Drops due to queue limits */ 

        __u32   other;    /* Drops due to drop() calls */ 
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        __u32   marked;   /* Marked packets */ 

}; 

 

#endif 

 

fuzzy.hfuzzy.hfuzzy.hfuzzy.h    
#ifndef _FUZZY_H_ 

#define _FUZZY_H_ 1 

 

#include "fuzzystructs.h" 

 

// TODO: this is only an approximation 

static inline u64 div(u64 val1, u64 val2) 

{ 

        int curr = 1L << 24; 

        int prev = 1L << 24; 

        int shifter; 

        int i; 

 

        if (val2 == 0) 

                return 0; // Error 

 

        if (val1 == val2) 

                return 1; 

 

        else if (val1 < val2) 

                return 0; 

 

        for (i = 0; i < 39; i++) { 

                curr *= 2; 

                if (abs(val2 - curr) > abs(val2 - prev)) { 

                        shifter = i; 

                        break; 

                } 

                else 

                        prev = curr; 

        } 

 

        return (val1 >> shifter); 

} 
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static inline u64 member_get(struct member *member, int val) 

{ 

        if (val <= member->lu || val >= member->ru) { 

                return 0; 

        } 

        else if (val > member->lu && val <= member->lo) { 

                return div(val - member->lu, member->lo - member->lu); 

        } 

        else { 

                return (1L << SHIFT) - div(val - member->ro, member->ru - 

member->ro); 

        } 

} 

 

static inline void input_calc(struct input *input, int val) 

{ 

        int i; 

        for (i = 0; i < (sizeof(input->members) / sizeof(input->members[0])); 

i++) { 

                input->mu[i] = member_get(&(input->members[i]), val); 

        } 

} 

 

static inline void rule_calc(struct rule *rule) 

{ 

        int size = sizeof(inputs) / sizeof(inputs[0]); 

 

        switch (size) { 

        case 1: 

                rule->mu = inputs[0].mu[rule->a]; 

                break; 

        case 2: 

                rule->mu = (inputs[0].mu[rule->a] > inputs[1].mu[rule->b]) ? 

                            inputs[1].mu[rule->b] : inputs[0].mu[rule->a]; 

                break; 

        case 3: 

                rule->mu = (inputs[0].mu[rule->a] > inputs[1].mu[rule->b]) ? 

                            inputs[1].mu[rule->b] : inputs[0].mu[rule->a]; 

                rule->mu = (rule->mu > inputs[2].mu[rule->c]) ? 

                            inputs[2].mu[rule->c] : rule->mu; 
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                break; 

        } 

 

        rule->mu = (rule->mu * rule->cf) >> SHIFT; 

} 

 

static inline u64 fuzzy_calc(u64 val1, u64 val2, u8 Plog, struct 

fuzzy_structs *fuzzy_data) 

{ 

        u32 sum = 0; 

        u32 tmu = 0; 

        int i; 

         

        struct input *inputs = fuzzy_data->input; 

        struct output *outputs = fuzzy_data->output; 

        struct rule *rules = fuzzy_data->rule; 

 

        input_calc(&inputs[0], val1); 

        input_calc(&inputs[1], val2); 

 

        for (i = 0; i < (sizeof(rules) / sizeof(rules[0])); i++) { 

                rule_calc(&rules[i]); 

        } 

 

        for (i = 0; i < (sizeof(rules) / sizeof(rules[0])); i++) { 

                if (outputs[rules[i].output_idx].mu < rules[i].mu) { 

                        outputs[rules[i].output_idx].mu = rules[i].mu; 

                } 

        } 

 

        for (i = 0; i < (sizeof(outputs) / sizeof(outputs[0])); i++) { 

                if (outputs[i].mu > 0) { 

                        sum += (outputs[i].mu * outputs[i].val) >> SHIFT; 

                        tmu += outputs[i].mu; 

                        outputs[i].mu = 0; 

                } 

        } 

 

        return sum ? div(sum, tmu) : 0; 

} 
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#endif 

 

ffffuzzystructs.huzzystructs.huzzystructs.huzzystructs.h    
#ifndef _FUZZYSTRUCTS_H_ 

#define _FUZZYSTRUCTS_H_ 1 

 

#define MEMBER_SIZE      3 

 

// TODO: rename members to something sane 

 

struct member 

{ 

        int        lu; 

        int        lo; 

        int        ro; 

        int        ru; 

}; 

 

struct input 

{ 

        char           name[20]; 

        struct member  members[MEMBER_SIZE]; 

        int            mu[MEMBER_SIZE]; 

}; 

 

struct output 

{ 

        char       name[20]; 

        u64        mu; 

        u64        val; 

}; 

 

struct rule 

{ 

        int        output_idx; 

        u64        mu; 

        u64        a; 

        u64        b; 

        u64        c; 

        u64        cf; 
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}; 

 

struct fuzzy_structs 

{ 

        struct input       *input; 

        struct output      *output; 

        struct rule        *rule; 

}; 

 

#endif 

 

iproute2/tc/q_fafc.hiproute2/tc/q_fafc.hiproute2/tc/q_fafc.hiproute2/tc/q_fafc.h    
/* 

 * q_fafc.c       FAFC. 

 * 

 *                This program is free software; you can redistribute it and/or 

 *                modify it under the terms of the GNU General Public License 

 *                as published by the Free Software Foundation; either version 

 *                2 of the License, or (at your option) any later version. 

 * 

 * Authors:       Lennart Franked, David Håsäther         

 * 

 */ 

 

// TODO: Plog is a left-over and should be renamed 

 

#include <stdio.h> 

#include <stdlib.h> 

#include <unistd.h> 

#include <syslog.h> 

#include <fcntl.h> 

#include <math.h> 

#include <sys/socket.h> 

#include <netinet/in.h> 

#include <arpa/inet.h> 

#include <string.h> 

#include <ctype.h> 

 

#include "utils.h" 

#include "tc_util.h" 
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#include "tc_core.h" 

 

#include "tc_fafc.h" 

#include "fuzzystructs.h" 

#include "fileparser.h" 

 

static void explain(void) 

{ 

        fprintf(stderr, "Usage: ... fafc limit PACKETS qref PACKETS 

fd_gain DERIVATIVE_GAIN " 

                        "fp_gain PROPORTIONAL_GAIN p_gain 

PROPORTIONAL_GAIN i_gain INTEGRAL_GAIN config 

CONFIGFILE\n"); 

} 

 

#define usage() return(-1) 

 

int shift_from_value(int value) 

{ 

        int curr = 1; 

        int prev = 1; 

 

        int i; 

        for (i = 0; i < 32; i++) { 

                curr *= 2; 

                if (abs(value - curr) > abs(value - prev)) 

                        return i; 

                prev = curr; 

        } 

        return -1; 

} 

 

int tc_fafc_eval_P(long double prob, int Plog) 

{ 

        unsigned long max_fraction = 1 << Plog;  // Bits reserved to fractions 

        long double a = 1; // Value to use for finding fraction          

        long double current = 0;  

        long double prev = 0; 

        int val = 0; 

 

        if (prob == 0) { 
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                return -1; 

    } 

        else if (prob > 1) { 

                return max_fraction << shift_from_value(prob);         

        } 

 

        int i; 

        for (i = 1 ; i < 32; i++) { 

                current = prob - (a /= 2); 

 

                if (prob <= 0) 

                        break; 

 

                if(current > 0) { 

                        if (current >= abs(prev)) { 

                                val += max_fraction >> (i-1); 

                                prob -= a; 

                        } 

                        else { 

                                val += max_fraction >> i; 

                                prob -= a; 

                        } 

                } 

                prev = current; 

        } 

        return val; 

} 

 

static int fafc_parse_opt(struct qdisc_util *qu, int argc, char **argv, struct 

nlmsghdr *n) 

{ 

        int ok = 0;         

        struct tc_fafc_qopt opt; 

        struct rtattr *tail; 

 

        unsigned limit     = 1000; 

        int limit_shift    = 0; 

        unsigned qref      = 100; 

        double fd_gain     = -1; 

        double fp_gain     = -1; 

        long double p_gain = -1; 
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        long double i_gain = -1; 

 

        struct fuzzy_structs fuzzy_data;         

        memset(&fuzzy_data, 0, sizeof(struct fuzzy_structs)); 

        struct fuzzy_structs *fuzzy_pointer = &fuzzy_data; 

 

        memset(&opt, 0, sizeof(opt)); 

        opt.Plog = 24; 

        opt.flags = TC_FAFC_ECN; 

 

        while (argc > 0) { 

                if (strcmp(*argv, "limit") == 0) { 

                        NEXT_ARG(); 

                        if (get_size(&limit, *argv)) { 

                                fprintf(stderr, "Illegal \"limit\"\n"); 

                                return -1; 

                        } 

                        ok++; 

                } else if (strcmp(*argv, "qref") == 0) { 

                        NEXT_ARG(); 

                        if (get_size(&qref, *argv)) { 

                                fprintf(stderr, "Illegal \"qref\"\n"); 

                                return -1; 

                        } 

                        ok++; 

                } else if (strcmp(*argv, "fd_gain") == 0) { 

                        NEXT_ARG(); 

                        if (sscanf(*argv, "%lg", &fd_gain) == 0) { 

                                fprintf(stderr, "Illegal \"fd_gain\"\n"); 

                                return -1; 

                        } 

                        ok++; 

                } else if (strcmp(*argv, "fp_gain") == 0) { 

                        NEXT_ARG(); 

                        if (sscanf(*argv, "%lg", &fp_gain) == 0)  { 

                                fprintf(stderr, "Illegal \"fp_gain\"\n"); 

                                return -1; 

                        } 

                        ok++; 

                } else if (strcmp(*argv, "p_gain") == 0) { 

                        NEXT_ARG(); 
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                        if ((p_gain = strtold(*argv, NULL)) == 0) { 

                                fprintf(stderr, "Illegal \"p_gain\"\n"); 

                                return -1; 

                        } 

                        ok++; 

                } else if (strcmp(*argv, "i_gain") == 0) { 

                        NEXT_ARG(); 

                        if ((i_gain = strtold(*argv, NULL)) == 0) { 

                                fprintf(stderr, "Illegal \"i_gain\"\n"); 

                                return -1; 

                        } 

                        ok++; 

                } else if (strcmp(*argv, "config") == 0) { 

                        NEXT_ARG(); 

                        parse_file(*argv, fuzzy_pointer); 

                        ok++;         

                } else if (strcmp(*argv, "help") == 0) { 

                        explain(); 

                        return -1; 

                } else { 

                        fprintf(stderr, "What is \"%s\"?\n", *argv); 

                        explain(); 

                        return -1; 

                } 

                argc--; argv++; 

        }         

        if (!ok) 

                return 0; 

         

        if (fd_gain == -1) { 

                fprintf(stderr, "FAFC: failed to calculate fd_gain.\n"); 

                return -1; 

        }         

        else 

                opt.fd_gain = tc_fafc_eval_P(fd_gain, (int)opt.Plog); 

 

        if (fp_gain == -1) { 

                fprintf(stderr, "FAFC: failed to calculate fp_gain.\n"); 

                return -1; 

        } 

        else 
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                opt.fp_gain = tc_fafc_eval_P(fp_gain, (int)opt.Plog); 

 

        if (p_gain == -1) { 

                fprintf(stderr, "FAFC: failed to calculate p_gain.\n"); 

                return -1; 

        } 

        else 

                opt.p_gain = tc_fafc_eval_P(p_gain, (int)opt.Plog); 

 

        if (i_gain == -1) { 

                fprintf(stderr, "FAFC: failed to calculate i_gain.\n"); 

                return -1; 

        } 

        else 

                opt.i_gain = tc_fafc_eval_P(i_gain, (int)opt.Plog); 

 

        limit_shift = shift_from_value(limit); 

 

        if(limit_shift == -1) { 

                fprintf(stderr, "FAFC: Invalid limit.\n"); 

                return -1; 

        } 

 

        opt.limit = limit; 

        opt.limit_shift = limit_shift; 

        opt.qref = qref << opt.Plog; 

        opt.fuzzy_data = fuzzy_pointer; 

 

        if (!opt.limit || !opt.fd_gain || !opt.fp_gain || !opt.p_gain || 

!opt.i_gain)  

        { 

                fprintf(stderr, "Required parameter (limit, fd_gain, fp_gain, 

p_gain, i_gain) is missing\n"); 

                return -1; 

        } 

 

        tail = NLMSG_TAIL(n); 

        addattr_l(n, 1024, TCA_OPTIONS, NULL, 0); 

        addattr_l(n, 1024, TCA_FAFC_PARMS, &opt, sizeof(opt)); 

        tail->rta_len = (void *) NLMSG_TAIL(n) - (void *) tail; 

        return 0; 
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} 

 

static int fafc_print_opt(struct qdisc_util *qu, FILE *f, struct rtattr *opt) 

{ 

        struct rtattr *tb[__TCA_FAFC_MAX]; 

        struct tc_fafc_qopt *qopt; 

 

        if (opt == NULL) 

                return 0; 

 

        parse_rtattr_nested(tb, TCA_FAFC_MAX, opt); 

 

        if (tb[TCA_FAFC_PARMS] == NULL) 

                return -1; 

        qopt = RTA_DATA(tb[TCA_FAFC_PARMS]); 

        if (RTA_PAYLOAD(tb[TCA_FAFC_PARMS])  < sizeof(*qopt)) 

                return -1; 

#ifdef TC_FAFC_ECN 

        if (qopt->flags & TC_FAFC_ECN) 

                fprintf(f, "ecn "); 

#endif 

        return 0; 

} 

 

static int fafc_print_xstats(struct qdisc_util *qu, FILE *f, struct rtattr 

*xstats) 

{ 

#ifdef TC_FAFC_ECN 

        struct tc_fafc_xstats *st; 

 

        if (xstats == NULL) 

                return 0; 

 

        if (RTA_PAYLOAD(xstats) < sizeof(*st)) 

                return -1; 

 

        st = RTA_DATA(xstats); 

        fprintf(f, "  marked %u hard %u prob %u pdrop %u other %u", 

                st->marked, st->hard, st->prob, st->pdrop, st->other); 

        return 0; 
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#endif 

        return 0; 

} 

 

 

struct qdisc_util fafc_qdisc_util = { 

        .id                = "fafc", 

        .parse_qopt        = fafc_parse_opt, 

        .print_qopt        = fafc_print_opt, 

        .print_xstats      = fafc_print_xstats, 

}; 

 

iproute2/tc/fuzzystructs.hiproute2/tc/fuzzystructs.hiproute2/tc/fuzzystructs.hiproute2/tc/fuzzystructs.h    
#ifndef _FUZZYSTRUCTS_H_ 

#define _FUZZYSTRUCTS_H_ 1 

 

#define MEMBER_SIZE      3 

 

// TODO: rename members to something sane 

 

struct member 

{ 

        int        lu; 

        int        lo; 

        int        ro; 

        int        ru; 

}; 

 

struct input 

{ 

        char           name[20]; 

        struct member  members[MEMBER_SIZE]; 

        int            mu[MEMBER_SIZE]; 

}; 

 

struct output 

{ 

        char       name[20]; 

        u64        mu; 

        u64        val; 
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}; 

 

struct rule 

{ 

        int        output_idx; 

        u64        mu; 

        u64        a; 

        u64        b; 

        u64        c; 

        u64        cf; 

}; 

 

struct fuzzy_structs 

{ 

        struct input       *input; 

        struct output      *output; 

        struct rule        *rule; 

}; 

#endif 

 

iproute2/tc/fileparser.hiproute2/tc/fileparser.hiproute2/tc/fileparser.hiproute2/tc/fileparser.h    
#include <stdio.h> 

#include <stdlib.h> 

#include <string.h> 

#include "fuzzystructs.h" 

 

#define MEMBER    0 

#define RULE      1 

#define CHAR_SIZE 50 

#define SHIFT     24 

 

void parse_file(char *filename, struct fuzzy_structs *fuzzy_data) 

{ 

        typedef struct input input; 

        typedef struct output output; 

        typedef struct rule rule; 

        typedef struct member member; 

 

        char temp[CHAR_SIZE]; 

        char words[3][CHAR_SIZE]; 
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        int type = -1; 

        int line = 0; 

        int nr_mem = 0; 

        int nr_out = 0; 

        int nr_rule = 0; 

        int tri = -1; 

         

        fuzzy_data->input = malloc(sizeof(input)); 

        memset(fuzzy_data->input, 0, sizeof(input)); 

 

        fuzzy_data->output = calloc(1, sizeof(output)); 

        memset(fuzzy_data->output, 0, sizeof(output)); 

        output *current_out; 

         

        fuzzy_data->input->members = calloc(1, sizeof(member)); 

        memset(fuzzy_data->input->members, 0, sizeof(member)); 

        member *current_mem; 

         

        fuzzy_data->rule = calloc(1, sizeof(rule)); 

        memset(fuzzy_data->rule, 0, sizeof(rule)); 

        rule *current_rule; 

         

        FILE *fp; 

        if ((fp = fopen(filename, "r")) == NULL) { 

                printf("Unable to open %s\n", filename); 

        } 

 

        while ((fgets(temp, CHAR_SIZE, fp)) != NULL) {         

                int wordnr = 0; 

                int tempchar = 0; 

                 

                //Retrieve and store seperate words in an array 

                int i; 

                for (i = 0; i < CHAR_SIZE; i++) { 

                        if (temp[i] == '\n') { 

                                words[wordnr][i-tempchar] = '\0'; 

                                wordnr++; 

                                memset(temp, 0, sizeof(temp)); 

                                break; 

                        } 

                        else if (temp[i] == ' ') { 
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                                words[wordnr][i-tempchar] = '\0'; 

                                wordnr++; 

                                tempchar = i+1; 

                        } 

                        else { 

                                words[wordnr][i-tempchar] = temp[i]; 

                        }                 

                } 

                 

                //Compare line and store appropriate values in structs 

                if (strcmp(words[0], "input") == 0) { 

                        strcpy(fuzzy_data->input->name, words[1]); 

                        nr_mem = atoi(words[2]); 

                        fuzzy_data->input->members = realloc(fuzzy_data->input-

>members, nr_mem*sizeof(member)); 

                        memset(fuzzy_data->input->members, 0, 

nr_mem*sizeof(member)); 

                        current_mem = fuzzy_data->input->members; 

                        line = 0; 

                } 

                else if (strcmp(words[0], "outputs") == 0) {         

                        nr_out = atoi(words[2]); 

                        fuzzy_data->output = realloc(fuzzy_data->output, 

nr_out*sizeof(output)); 

                        memset(fuzzy_data->output, 0, sizeof(output));  

                        current_out = fuzzy_data->output; 

                        line = 0; 

                } 

                else if (strcmp(words[0], "rules") == 0) { 

                        type = RULE; 

                        nr_rule = atoi(words[1]); 

                        fuzzy_data->rule = realloc(fuzzy_data->rule, 

nr_rule*sizeof(rule)); 

                        memset(fuzzy_data->rule, 0, nr_rule*sizeof(rule)); 

                        current_rule = fuzzy_data->rule; 

                        line = 0; 

                } 

                else if (strcmp(words[0], "member") == 0) { 

                                //What is the "name" in the member line used for? 

                                if(strcmp(words[2], "triangular") == 0) tri = 1; 

                                line = 1; 
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                                type = MEMBER; 

                } 

                else if (type == MEMBER && line == 1) { 

                        current_mem->lu = atoi(words[0]); 

                        if (tri == 1) { 

                                current_mem->lo = (current_mem->ro = atoi(words[1]) 

<< SHIFT); 

                        } 

                        else { 

                                current_mem->lo = (atoi(words[1]) << SHIFT); 

                                current_mem->ro = (atoi(words[2]) << SHIFT); 

                                current_mem->lo = (atoi(words[3]) << SHIFT);                 

                        } 

                        current_mem->ru = (atoi(words[2]) << SHIFT); 

                         

                        line = 0; 

                        tri = -1; 

                        current_mem++; 

                } 

                 

                if (strcmp(words[0], "output") == 0) { 

                        strcpy(current_out->name, words[1]); 

                        current_out->val = (atoi(words[2]) << SHIFT); 

                        current_out++; 

                } 

                if (type == RULE && line < nr_rule) { 

                        if(line == 0) { 

                                line++; 

            } 

                        else { 

                                current_rule->a = (atoi(words[0]) << SHIFT); 

                                current_rule->b = (atoi(words[1]) << SHIFT); 

                                current_rule->c = (atoi(words[2]) << SHIFT); 

                                current_rule++; 

                        } 

                } 

        } 

        printf("Output value: %ld\n", fuzzy_data->output[1].val); 

} 
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Appendix D: Result (raw data) 

 
 Router in → Router out   End to End  

Cli

ent  

Jitte

r 

(me

an)  

jitter 

(medi

an)  

Delay 

(mean) 

Delay 

(medi

an)  

Throughp

ut  

Dro

ps  

Jitter 

(mean) 

Jitter 

(medi

an)  

Throughp

ut  

Dro

ps  

 UDP FIFO  

 Run 1  

3  
0,00

7  
0,003  0,053  0,01  100  0  0,092  0,076  100  0  

4  
0,00

7  
0,006  0,063  0,014  100  0  0,092  0,076  100  0  

5  
0,00

7  
0,002  0,076  0,01  100  0  0,093  0,076  100  0  

6  
0,00

7  
0,003  0,083  0,011  100  0  0,092  0,076  100  0  

Me

an  

0,00

7  

0,003

5  

0,0687

5  

0,011

25  100  0  

0,0922

5  0,076  100  0  

 Run 2  

3  
0,00

3  
0,001  0,043  0,008  100  0  0,088  0,075  100  0  

4  
0,00

3  
0,001  0,061  0,008  100  0  0,089  0,075  100  0  

5  
0,00

3  
0,001  0,065  0,008  100  0  0,089  0,075  100  0  

6  
0,00

3  
0,001  0,065  0,008  100  0  0,089  0,075  100  0  

Me

an  

0,00

3  0,001  0,0585  0,008  100  0  

0,0887

5  0,075  100  0  

 Run 3  

3  
0,00

4  
0,002  0,043  0,007  100  0  0,088  0,075  100  0  

4  
0,00

4  
0,002  0,06  0,007  100  0  0,088  0,075  100  0  

5  0,00 0,002  0,06  0,007  100  0  0,088  0,075  100  0  
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3  

6  
0,00

3  
0,002  0,06  0,007  100  0  0,088  0,075  100  0  

Me

an  

0,00

35  0,002  

0,0557

5  0,007  100  0  0,088  0,075  100  0  

 DCCP FIFO  

 Run 1  

3  
0,00

3  
0,002  0,01  0,009  100  0  0,086  0,074  100  0  

4  
0,00

3  
0,002  0,008  0,006  100  0  0,087  0,075  100  0  

5  
0,00

2  
0,001  0,007  0,006  100  0  0,086  0,074  100  0  

           

6  0,004 0,003 
0,00

9  
0,007  100  0  

0,08

6  
0,074  100  0  

Mean  0,003 0,002 

0,00

85  0,007  100  0  

0,08

625  

0,074

25  100  0  

 Run 2  

3  0,003 0,002 
0,01

1  
0,009  100  0  

0,08

6  
0,075  100  0  

4  0,004 0,002 0,01  0,007  100  0  
0,08

7  
0,075  100  0  

5  0,002 0,001 
0,00

8  
0,007  100  0  

0,08

7  
0,075  100  0  

6  0,002 0,001 
0,00

7  
0,006  100  0  

0,08

7  
0,075  100  0  

Mean  

0,002

75  

0,001

5  

0,00

9  

0,007

25  100  0  

0,08

675  0,075  100  0  

 Run 3  

3  0,001 0,001 
0,00

6  
0,006  100  0  

0,08

6  
0,074  100  0  

4  0,001 0,001 
0,00

6  
0,006  100  0  

0,08

7  
0,075  100  0  

5  0,001 0,001 
0,00

6  
0,006  100  0  

0,08

6  
0,074  100  0  

6  0,002 0,001 
0,00

9  
0,009  100  0  

0,08

6  
0,074  100  0  

Mean  0,001 0,001 0,00 0,006 100  0  0,08 0,074 100  0  
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25  675  75  625  25  

 

tc qdisc add dev ethx root red limit 20480000 min 

853333 max 2560000 avpkt 1400 burst 1015 

probability 0.02 bandwidth 100  

  

 UDP RED  

 Run 1  

3  0,004 0,002 
0,01

5  
0,007  100  0  

0,08

9  
0,075  100  0  

4  0,004 0,002 
0,01

1  
0,008  100  0  

0,08

9  
0,075  100  0  

5  0,004 0,002 
0,01

1  
0,007  100  0  

0,08

9  
0,075  100  0  

6  0,004 0,002 
0,01

1  
0,007  100  0  0,09  0,075  100  0  

Mean  0,004 0,002 

0,01

2  

0,007

25  100  0  

0,08

925  0,075  100  0  

 Run 2  

3  0,004 0,002 
0,05

2  
0,007  100  0  

0,08

9  
0,075  100  0  

4  0,004 0,002 
3,06

6  
0,007  100  0  

0,09

2  
0,075  100  0  

5  0,004 0,002 
0,06

5  
0,007  100  0  

0,08

9  
0,075  100  0  

6  0,004 0,002 0,06  0,007  100  0  
0,08

9  
0,075  100  0  

Mean  0,004 0,002 

0,81

075  0,007  100  0  

0,08

975  0,075  100  0  

 Run 3  

3  0,004 0,002 
0,06

5  
0,007  100  0  

0,09

5  
0,076  100  0  

4  0,004 0,002 
0,06

5  
0,008  100  0  

0,09

5  
0,076  100  0  

5  0,004 0,002 
0,06

5  
0,007  100  0  

0,09

3  
0,076  100  0  

6  0,004 0,002 
0,06

5  
0,008  100  0  

0,09

2  
0,076  100  0  

Mean  0,004 0,002 

0,06

5  

0,007

5  100  0  

0,09

375  0,076  100  0  

 0,004 0,002 0,29 0,007 100,00 0,00000  0,09 0,075 100,00 0,00000  
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00  00  592  25  000  092  33  000  

 DCCP RED  

 Run 1  

3  0,003 0,001 
0,00

7  
0,006  100  0  

0,08

4  
0,073  100  0  

4  0,003 0,002 0,01  0,009  100  0  
0,08

4  
0,073  100  0  

5  0,002 0,001 
0,00

7  
0,006  100  0  

0,08

4  
0,073  100  0  

6  0,004 0,003 
0,00

9  
0,007  100  0  

0,08

4  
0,073  100  0  

Mean  0,003 

0,001

75  

0,00

825  0,007  100  0  

0,08

4  0,073  100  0  

 Run 2  

3  0,001 0,001 
0,00

7  
0,006  100  0  

0,08

5  
0,073  100  0  

4  0,001 0,001 
0,00

7  
0,006  100  0  

0,08

5  
0,073  100  0  

5  0,001 0,001 
0,00

6  
0,006  100  0  

0,08

3  
0,073  100  0  

6  0,003 0,001 0,01  0,009  100  0  
0,08

5  
0,073  100  0  

Mean  

0,001

5  0,001 

0,00

75  

0,006

75  100  0  

0,08

45  0,073  100  0  

 Run 3  

3  0,002 0,001 
0,00

7  
0,006  100  0  

0,08

5  
0,073  100  0  

4  0,002 0,002 0,01  0,009  100  0  
0,08

5  
0,073  100  0  

5  0,002 0,001 
0,00

7  
0,006  100  0  

0,08

3  
0,073  100  0  

6  0,002 0,002 0,01  0,009  100  0  
0,08

5  
0,073  100  0  

Mean  0,002 

0,001

5  

0,00

85  

0,007

5  100  0  

0,08

45  0,073  100  0  

 

tc qdisc add dev eth1 root fafc limit 1000 qref 40 fd_gain 1 fp_gain 

3 p_gain 0.00001095 i_gain 0.0008526 config /home/ds/wanne1.fis  

 UDP FAFC  
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 Run 1  

3  0,004 0,002 
0,08

5  
0,007  100  0  

0,09

7  
0,073  100  0  

4  0,004 0,002 
0,06

1  
0,008  100  0  

0,09

3  
0,076  100  0  

5  0,004 0,002 
0,06

1  
0,008  100  0  

0,09

3  
0,076  100  0  

6  0,004 0,002 
0,08

6  
0,007  100  0  

0,09

6  
0,073  100  0  

Mean  0,004 0,002 

0,07

325  

0,007

5  100  0  

0,09

475  

0,074

5  100  0  

 Run 2  

3  0,004 0,002 
0,08

5  
0,007  100  0  

0,09

7  
0,073  100  0  

4  0,004 0,002 
0,06

1  
0,008  100  0  

0,09

3  
0,076  100  0  

5  0,004 0,002 
0,06

1  
0,008  100  0  

0,09

3  
0,076  100  0  

6  0,004 0,002 
0,08

6  
0,007  100  0  

0,09

7  
0,073  100  0  

Mean  0,004 0,002 

0,07

325  

0,007

5  100  0  

0,09

5  

0,074

5  100  0  

 Run 3  

3  0,005 0,002 
0,08

3  
0,008  100  0  

0,09

6  
0,073  100  0  

4  0,005 0,002 
0,06

3  
0,008  100  0  

0,09

3  
0,076  100  0  

5  0,004 0,002 
0,06

3  
0,008  100  0  

0,09

3  
0,076  100  0  

6  0,005 0,002 
0,08

3  
0,007  100  0  

0,09

7  
0,073  100  0  

Mean  

0,004

75  0,002 

0,07

3  

0,007

75  100  0  

0,09

475  

0,074

5  100  0  

 DCCP FAFC  

 Run 1  

3  0,001 0,001 
0,00

8  
0,007  100  0  

0,08

5  
0,073  100  0  

4  0,002 0,001 
0,00

7  
0,006  100  0  

0,08

5  
0,073  100  0  
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5  0,003 0,002 0,01  0,009  100  0  
0,08

4  
0,073  100  0  

6  0,002 0,001 
0,00

7  
0,007  100  0  

0,08

4  
0,073  100  0  

Mean  0,002 

0,001

25  

0,00

8  

0,007

25  100  0  

0,08

45  0,073  100  0  

 Run 2  

3  0,001 0,001 
0,00

8  
0,007  100  0  

0,08

7  
0,073  100  0  

4  0,002 0,001 
0,00

7  
0,006  100  0  

0,08

5  
0,073  100  0  

5  0,003 0,002 
0,01

1  
0,01  100  0  

0,08

4  
0,073  100  0  

6  0,002 0,001 
0,00

7  
0,007  100  0  

0,08

6  
0,072  100  0  

Mean  0,002 

0,001

25  

0,00

825  

0,007

5  100  0  

0,08

55  

0,072

75  100  0  

 Run 3  

3  0,001 0,001 
0,00

7  
0,007  100  0  

0,08

4  
0,074  100  0  

4  0,001 0,001 
0,00

7  
0,007  100  0  

0,08

4  
0,073  100  0  

5  0,003 0,002 
0,01

1  
0,01  100  0  

0,08

4  
0,073  100  0  

6  0,002 0,001 
0,00

8  
0,007  100  0  

0,08

5  
0,073  100  0  

Mean 

0,001

75  

0,001

25  

0,00

825  

0,007

75  100  0  

0,08

425  

0,073

25  100  0  

 


