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ABSTRACT
The technological shift towards the Internet of Everything

has resulted in an ever-increasing interest in smart sensor
nodes. The required deployment of these nodes in a variety
of environments, powered by constrained energy sources such
as energy harvester or conventional batteries, is reflected in
the significant constraints in terms of energy consumption for
the smart sensor node. Furthermore, the range of applications
is expanding and the processing complexity is subsequently
growing, resulting in high data volume and energy constrained
IoT nodes. The aim of this thesis is to address the energy
efficiency of these smart sensor nodes and enhance their design
process, which would inherently shorten their time-to-market.

One of the key contributions of this work is the integration
of the processing and communication perspectives in a design
space exploration method for data intensive smart sensor nodes.
This method relies on inputs that are high level estimates of
the number of operations and intermediate data volume, and
utilises the conflicting nature of the processing and commu-
nication as defining components of the energy consumption
optimisation. One aspect covered by this method is processing
exploration, where we identify areas of the design in which
optimisation efforts would have a major impact on the overall
node energy consumption. Another aspect is energy budgeting,
where based on a set of predefined constraints, we can interpo-
late the processing energy available for the implementation of
the additional processing tasks.

This work considers the sensor node as part of the IoT envi-
ronment relying not only on in-node processing, but also on fog
and cloud computing. The trade-off in processing and commu-
nication energy consumption facilitates evidencing the optimal
partition point for a given application and the subsequent
node offloading. Considerations of node energy consumption,
communication latency, and channel utilisation define the dis-
tribution of the computational load between the processing
entities. To sum up, the methods presented in this thesis disso-
ciates from IoT node optimisation related to a specific scenario,
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Abstract

providing a generic design space exploration method that can
be applied to any given data intensive IoT node. The aim of
this work is to be the starting point for the design of robust
tools for design space exploration in smart sensor nodes for IoT
applications.
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SAMMANFATTNING
Den tekniska utvecklingen mot Internet of Everything har

resulterat i ett ständigt ökande intresse för smarta sensorno-
der. Noderna används i en mängd olika miljöer där tillgången
till energikällor ofta är begränsad till exempelvis batterier och
att skörda energi från omgivningen, vilket i sin tur begränsar
mängden energi tillgänglig för sensornoden. Dessutom ökar
antalet applikationsområden, vilket leder till mer komplexa
tillämpningar, och resulterar i stora datavolymer som gör be-
gränsningen av energi i IoT-noder till en ännu större utmaning.
Syftet med denna avhandling är att fokusera på energieffek-
tiviteten hos smarta sensornoder och därmed en förbättrad
designprocess, vilket skulle förkorta time-to-market.

Ett av de viktigaste bidragen i detta arbete är integrationen
av d¬esig-noptimering för beräkningar och trådlöskommu-
nikation i en sammanhållen analysmetod för dataintensiva
smarta sensornoder. Denna metod är beroende av abstrakta
estimeringar av antalet operationer och behov av dataöverföring
mellan processer för att väga samman energi och fördröjning
orsakat av valda komponenter för beräkningar och trådlös-
kom¬munikat¬ion. Analysmetoden kan användas för att iden-
tifiera vilka delar av systemet som har stor potential att bidra till
systemets totala optimering, en annan möjlighet är att använda
analysmetoden för att fastställa krav för implementeringen av
beräkningar på vald processorarkitektur.

Detta arbete betraktar sensornoden som en del av en IoT-
lösning som inte bara inbegriper noden, utan att beräkningar
kan distribueras mellan nod, Edge och molnbaserade lösningar.
Denna metod att analysera lösningar som bearbetar data i en
nod eller som kommunicerar data till övergripande lösningar
gör det möjligt att identifiera en optimal uppdelning av upp-
gifter mellan nod och övriga steg. Avhandlingen presenterar
metoder för att utvärdera designalternativ och optimera imple-
menteringen av ett generellt dataintensivt IoT-system. Målet
är att detta ska vara ett första steg i att utveckla ett robust
konstruktionsverktyg för utvärdering av implementering av
smarta sensornoder för olika IoT-tillämpningar.
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Chapter 1

INTRODUCTION
Curiosity to analyse the environment is in the nature of humankind,
to learn from it and interact with it with the aim of improving our
quality of life. The technological evolution has enabled us to use
a variety of sensing, processing and communication devices, all to
enhance or even replace the presence of people in such tasks. In the
last decades, there has been an ever growing interest in ubiquitous
computing, where the concept of "smart" has been assigned to devices,
applications, and even cities. This ecosystem of devices collaborating
with one another in subsets of scenarios is what together constitutes
the Internet of Things (IoT) [Ray18], [NKP19]. The evolution towards
ubiquitous computing and the IoT has had significant technological,
but also social and economic impact, therefore it has been referred to
as the fourth industrial revolution.

At the core of this rapid evolution of Wireless Sensor Networks
(WSN) is the proliferation of technology in Micro-Electro-Mechanical
Systems (MEMS), in which processing and communication capa-
bilities are also embedded. They are referred to as smart sensors
[Hun+10] due to the ability to not just collect sensor data, but to
process and even communicate it to the other parts of the network.
As the context of IoT applications is expanding to smart homes
[KSM13], industrial IoT [Che+18], [Zho+18], [Var+20], environmental
monitoring, smart cities [San+14], [Ara+16], and growing towards the
Internet of Everything perspective [KKC17], [Nar+19], to support the
inherent computational requirements, computational entities such
as fog and cloud [Gub+13] computing have been introduced. In this
thesis we will refer as fog computing [YLL15], [Hu+17], [CZ16] to
the processing entity allocated in close proximity to the sensor node
that is not bound to constraints in terms of energy consumption; an
example of this could be a communication gateway used as a fog
node. The term cloud computing [VB18], [Ste+18] is widely used in
the literature, hence sometimes the identifiers private and public are
used to distinguish between two different deployments. In the case
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Chapter 1. Introduction

of a private cloud, it can be allocated closer to the sensor nodes, in
a location defined by the owner, and it can be connected to the rest
of the WSN via a local network. A public cloud, however, is a cloud
instance owned by a third party, located in predefined locations, and
connected to the rest of the WSN via the Internet. Throughout this
thesis the term cloud computing will refer to the public cloud.

The variety of IoT scenarios implies that the sensor node has to be
with a small form factor and be powered by a battery source, or an
energy harvester, in order to facilitate the deployment of such nodes
at any required location. Furthermore, we need these sensor nodes to
operate independently for long time intervals, which could be weeks
or even months without intervention. All these requirements impose
constraints on the node energy consumption, which subsequently
affect the processing and communication resources available, as these
are two key contributors in the node energy consumption.

Wireless Vision Sensor Network (WVSN) is a subset of WSN,where
the sensor nodes are also referred to as smart cameras due to their
architecture relying on an imaging sensor and embedded processing
capabilities. In earlier WVSN, the focus was only on the functional
accuracy of the computer vision algorithms to be implemented, and on
the timing constraints to enable a real-time performance. To comply
with such demands, computational power and memory resources
were used abundantly; hence, early considerations of WVSN would
stream the data from the camera to the processing unit, which could
be a GPU or a PC with significant power consumption. The demand
for battery-operated smart camera nodes shifted the attention towards
processing devices such as microcontrollers and FPGAs, which are
more energy efficient, while providing less computational resources.
Consequently, from a design perspective, attention shifted towards
re-scaling such applications to enable their implementation in such
devices, relying on approaches from algorithmic optimisation, to
duty cycling of the operation, down to the implementation of power
optimisation methods in the hardware itself such as power or clock
gating [MBB18], [BB14], [ISO14], [Cao+17].
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1.1. Problem motivation

1.1 Problem motivation

The problem of energy efficiency in the IoT sensor node is present
and has been addressed for many years in research [Eri16], [GD18].
However, in these articles the sensor is predominantly considered
to produce scalar data, and in the case of WVSN this would not be
true, because the vision sensor can produce a matrix of data in the
order of up to a few megabytes per second. This significantly higher
data volume is also reflected in higher requirements for processing
and communication, which subsequently affect the overall energy
consumption in the smart sensor. A similar complexity would also
apply to sound-based sensor IoT nodes. One of the key assumptions
in this thesis is that we consider the sensor node as a battery-operated
device, therefore imposing a constraint in its energy consumption.
As a result, we need to re-evaluate current IoT design approaches
to include considerations of how the higher data volume will affect
design configurations.

Smart camera nodes introduced in the literature follow one of
these approaches: either all processing is done in the sensor node,
where only the final result, usually in scalar value, is sent to a remote
processing entity, or the processing is done in a cloud server and the
sensor data is continuously streamed to this entity. These approaches
put the workload either on the processing or on the communication
component, without considering the contrasting nature of the two.
Figure 1.1 is a visual representation of this contrasting behaviour due
to processing allocation, where A and B are the cases in which either
all the processing is done in a fog and/or a cloud layer and the sensor
data is streamed continuously, or all the processing is done in-node,
respectively. The interaction of these two components suggests that
there might be a position C, where part of the processing is done
in-node and the remaining is done on the server, in which the trade-off
in processing and communication energy consumption provides a
configuration with higher energy efficiency for the sensor node.

In the literature, the optimisation of processing and communica-
tion implementation is mainly treated separately, focusing on either
one or the other, while the remaining aspect is chosen randomly.
However, in the context of IoT smart sensor nodes, computation and
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Chapter 1. Introduction

Figure 1.1: Representation of the inter-effects of processing and communication in
the overall energy consumption of the node, where positions A and B represent the
ext

communication are two components linked together by a thread that
is the data rate at a given processing stage. As we proceed in the
processing pipeline, the aim is to reduce the size of output data while
extracting information, which subsequently affects the communica-
tion. The contrasting nature of the two requires an analysis of their
dependencies and how they affect the overall energy efficiency of the
smart sensor. The continuous curves in Fig. 1.1 are used for empha-
sising the contrasting nature of processing and communication; in
an actual deployment, the expected changes in energy would be in
steps. For the processing energy the step sizes would be defined by
the amount of processing tasks required for every reduction in the
data rate, while for the communication the steps would be defined by
the protocol data unit (PDU) for a given communication technology
and the inherent data rate at the given partition point. We chose to
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1.2. Research objective

omit the effects that a change in the sensor selection would have in
the energy efficiency of the node, because the sensor energy consump-
tion remains constant regardless of processing and communication
configurations, causing a vertical shift in the plot in Fig. 1.1.

1.2 Research objective

Design and optimisation of IoT nodes has received significant attention
in the last decades, where researchers provide different approaches
on how to optimise the node energy consumption and communica-
tion latency based on predefined scenarios. Presented optimisation
approaches have mainly focused on solutions tailored to specific
applications, without providing the generalisation that would enable
the deployment of the same approach to different IoT nodes. Further-
more, two key components in the energy consumption in a smart
sensor node, processing and communication energy consumption,
are analysed as separate entities, without addressing their interde-
pendence and the effects it has in the node energy efficiency. As a
result, we identified a knowledge gap on how the processing and
communication components interact in an IoT node, and how they
affect the overall energy efficiency of the smart sensor node. We devel-
oped a node offloading method called Intelligence Partitioning that
addresses these dependencies between processing and communica-
tion, while exploring for the optimum configuration of task allocation
between the sensor node and a cloud server.

From a design space exploration perspective, the lack of gen-
eralisation in optimisation approaches is reflected in the absence
of design space exploration methods for IoT sensor nodes. Design
space exploration methods present in literature focus on optimising
processing resources [NM97] [VP13], [Tsi+20] without analysing the
subsequent effects in communication, and vice versa for communi-
cation. Review articles as in the case of Pimentel et al. [Pim17] and
Chen et al.[Che+16] include considerations about both processing
and communication in their analysis, however, their scope is only
to identify sensitive areas in the design process. Based on the node
offloading method, we developed a design space exploration method
for data intensive IoT nodes, which relies on high level estimates such
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as number of operations and data volume at each processing stage.
It identifies areas of the design where optimisation efforts would
have a major impact on the overall energy efficiency, enable energy
budgeting analysis on prospective additional tasks, and as a final
step, analyses the node energy efficiency from the node offloading
perspective.

The main contribution of this thesis is the design space exploration
and node offloading method based on the analysis of processing and
communication interaction. It provides an insight into the cumulative
effects of processing and communication configurations, which facil-
itate decision-making about processing allocation, communication
technology choices, and energy budgeting for a given application and
set of constraints. The aim of these methods is to facilitate the design
process for IoT nodes, providing energy efficient IoT nodes with an
enhanced time-to-market.

1.3 Clear and verifiable goals

In this section we present the research questions that constitute the
design space exploration method at the core of this thesis. Each
research question is a continuation of the preceding one, investigating
the energy efficiency of data intensive IoT nodes.

1.3.1 Energy efficiency of the smart sensor node in a node-server
environment

Smart camera nodes as in the case of DreamCam [BB14], MeshEye
[Hen+07] and HuSIMS [FCB13] focus on deploying the computa-
tion tasks either all in-node or all remotely. The scope is to analyse
the effects of processing partitioning in the node energy efficiency
for a given scenario, based on our hypothesis that there might be
an intermediate partition point where the energy efficiency of the
sensor node is higher than when we put all the workload either on
communication or on processing.

• Research question (R.Q. 1): Can we improve the energy efficiency
of the smart sensor node by partitioning the computational load?
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1.3.2. Communication and computation inter-effects in the energy
efficiency of the smart sensor node

Contribution:

We implemented a people counting scenario [SKO18] on a Zynq-
7010 system on chip (SoC) with BLE 5 wireless communication and
analysed the effects of hardware-software partitioning, as well as
node-server partitioning in the overall node energy efficiency. We
proved that for a given application relying on a traditional image
processing system there can be an intermediate partition point that
provides the highest energy efficiency.

1.3.2 Communication and computation inter-effects in the energy
efficiency of the smart sensor node

By addressing R.Q. 1, we proved that it is possible to improve the
energy efficiency of the smart sensor node; however, this is deter-
mined by the interdependence of processing and communication
configurations. We expand the analysis in R.Q. 1 by including two
more design cases with different processing complexities and inherent
data flow, alongside including several communication technologies.
This gives us insight into how the optimal partition point shifts due
to variations in computation and communication load.

• Research question (R.Q. 2): If there is interdependence between
processing and communication, how does it affect the data
intensive smart sensor node with processing partitioning?

Contribution:
The importance of these three design cases is in the significantly
different data volume, which affects the interdependent relationship
between processing and communication. In our results [SO19] we
prove that the overall energy efficient configuration for each design
case is highly dependant on the combined analysis of the processing
configuration and the communication technology chosen.

1.3.3 Intelligence partitioning in a node-fog-cloud environment

We proceed the analysis of intelligence partitioning by expanding
the deployment scenarios even further, and consider the distribution
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Chapter 1. Introduction

of the computational load between the node, fog and cloud entities.
The trade-off between energy and latency optimisation affects the
performance of the application and in this case it is used to define
whether it is possible to implement a given partitioning configuration.

• Research question (R.Q. 3): In a WSN environment consisting
of a data intensive smart sensor node, would node-fog-cloud
partitioning of the computational load affect or even improve
the energy efficiency of the node?

Contribution:
Until this point,we had analysed the effects in the energy consumption
of the sensor node for processing partitioning between the sensor
node and the server, considering only the wireless communication. To
address R.Q. 3, we included a fog and cloud node in the analysis, with
the inherent processing and communication latency [SKO20]. In this
case, the interdependent relation of processing and communication
is analysed from both energy efficiency and latency perspective, to
identify the combined optimum configuration for each design case.

1.3.4 Design space exploration of data intensive IoT

The final contribution in this thesis encompasses the analysis provided
in R.Q. 1-3, and based on this analysis provides a design space
exploration method, focusing on data intensive applications. The aim
is to identify areas of the application for processing optimisation and
possible node offloading based on a preliminary set of data such as
an estimate of number of operations, and the expected data volume
at each computational stage. This would reduce the design space and
time to develop for a wide range of IoT applications.

• Research question (R.Q. 4): Can high level estimates enable the
design space exploration of an energy efficient, data intensive,
smart sensor node?

Contribution:
To address R.Q. 4 we have developed a design space exploration
method [Sha+21] that uses high level estimates for the design of an
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1.4. Thesis outline

energy efficient data intensive smart sensor node. At the core of this
method is the interdependence of processing and communication
[San+21], which is used to identify areas of the design where process-
ing optimisation would have a more significant impact in the node
energy consumption, to define the available energy for additional
processing, and to find the optimal node offloading configuration.

1.4 Thesis outline

The remainder of this thesis is organised as follows:

• Chapter 2 reviews the theory regarding energy consumption
models for smart sensor nodes, focusing on the processing and
communication components.

• Chapter 3 introduces the method at the foundation of this thesis,
describing the intelligence partitioning and subsequent design
space exploration method.

• Chapter 4 describes the experimental setup, focusing on the
design cases used in our analysis and the setups for the energy
consumption estimation.

• Chapter 5 and 6 present the results related to research questions
R.Q. 1-4 and discuss their implications for the deployment of
data intensive IoT applications.

• Chapter 7 summarises the main findings of this thesis and
presents the final conclusions.
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1.5 Authors contribution

The following is a table of authors contribution for the publications
included in this thesis.

Paper Authors Contributions

I [SKO18]

I. S.

Co-developed the method and
implemented the scenario for the
hardware and software platform.

Analysed the effects of intelligence
partitioning in the node energy

consumption.

S. K. Provided estimation of the energy
consumption of BLE communication.

M. O’N. Developed the method and supervised
the work.

II [SO19]

I. S.

Co-developed the method, conducted
the experiments, collected and analysed
the inter-effects of communication and

processing configurations.

S. K. Modelled the communication energy
consumption.

M. O’N. Developed the method and supervised
the work.

III [SKO20]

I. S.
Co-developed the method, designed,

implemented and analysed the
experimental results.

S. K.
Modelled the communication energy

consumption and participated in
discussions.
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1.5. Authors contribution

M. O’N. Developed the method and supervised
the work.

IV

I. S. Co-developed the method, collected
and analysed the data.

I. S. L.
Estimated the processing requirements

in CNNs and participated in
discussions.

S. K. Provided the communication energy
model.

A. J. Participated in the discussion and
reviewed the article.

M. O’N. Developed the method and supervised
the work.

V

I. S. L. Co-developed the method, collected
and analysed the data.

I. S.
Collected data from device

implementation, participated in
discussions.

S. K.
Provided the communication energy

model, participated in discussions and
reviewed the article.

A. J. Participated in the discussions and
reviewed the article.

M. O’N. Developed the method and supervised
the work.

I. S. - Irida Shallari, S. K. - Silvia Krug, M. O’N. - Mattias O’Nils

I. S. L. - Isaac Sanchez Leal, A. J. - Axel Jantsch

Table 1.1: Publication contributions.
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Chapter 2

ENERGY MODELS IN THE
SMART SENSOR NODE

The energy consumption of a sensor network is important, because it
enables us to calculate the network lifetime and prospective mainte-
nance interventions. The key components of a smart sensor node are
the sensing, the processing and the communication component, all
relying on a constrained energy source. The sensing component is the
link between the IoT deployment and the physical world, as it relies
on signal sampling and conversion to electrical signals, which later
are converted into digital form for further processing in the sensor
network. Throughout this thesis we have considered the sensing
energy consumption as constant, hence we have omitted the sensor
from optimisation considerations. In the literature there are several
energy optimisation approaches that also affect the sensor, such as
duty cycling, where the sensor can sample a signal from the physical
world based on a predefined triggering event that can be a simple
time interval, or a concatenation of sensors. Alternatively, compressed
sensing [Don06], [CRT06], [Cho+17], [Yan+18] and adaptive sampling
[Hab+17], [YN18], [LM13], [Tay+18] can be used, and their aim is to
reduce the amount of raw data provided from the sensor by either
compressing or removing redundant data. In the case of sensors
where there is little or no variation in the sensed data for long time
intervals, data aggregation for several minutes or hours provides
significant energy optimisation; this mainly applies to sensors that
produce scalar data.

2.1 Processing energy

WVSNs produce large data volumes, which could be up to several
megabytes per frame depending on the imaging sensor. Subsequently,
we require a processing element that can process the data volume
within the given timing and energy constraints. Some of the processing
elements considered for WVSN are listed below:
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• Micro-controller—An integrated circuit that contains a micro-
processor,memory and peripherals. It has limited computational
and memory resources, and is optimised for low energy con-
sumption, hence it is not suitable for applications that are highly
demanding in computational resources.

• Application Specific Integrated Circuit (ASIC)—As the name
suggests, it is an integrated circuit designed and optimised for
a specific application. The production of such circuits is quite
expensive, so they are not used for small-scale IoT devices.

• Field-Programmable Gate Array (FPGA)—Devices that rely
on configurable logic blocks connected with programmable
interconnects to design and even reconfigure an application
during run-time. FPGAs have played an important role in
IoT nodes, especially in the field of computer vision due to
extensive memory and computational resources compared to
micro-controllers, and the ability to implement fine-grained
optimisation into the hardware blocks.

• Graphic Processing Unit (GPU)—Devices with highly paral-
lelised architecture that are specialised in image processing
tasks. GPUs are devices with significantly higher power con-
sumption; they are not considered for energy constrained IoT
nodes.

Out of all the processing devices listed above, micro-controllers
and FPGAs are the two devices mainly deployed in IoT nodes due to
their low-power and low-cost trade-off. In smart camera architectures
the optimisation efforts are mainly focused on fine-grained hard-
ware/software deployment of the intended application, hence FPGAs
are commonly used. Maggiani et al. [MBB18], DreamCam [BB14],
Sentiof-CAM [ISO14], and Bhowmik et al. [BGW17], each of them
focus on providing an energy efficient implementation of a WVSN
focusing either on specific computational blocks, or exploring energy
efficiency in three planes, algorithmic, implementation and system
on chip. In contrast to this approach we have Berni et al. [Ber+11]
that move attention away from off-the-shelf devices and provides an
application relying on analogue image processing.
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Similarly to other wireless sensor nodes, duty-cycling considera-
tions are included also for smart cameras,where the control system can
be intrinsic as in the case of MeshEye [Hen+07], or extrinsic [AOM18],
[APO14]. Each of these smart camera implementations focus mainly
on the application and its inherent computational optimisation. Cao
et al. [Cao+17] provide a wider perspective on the energy optimi-
sation problem for smart cameras, designing a system aware of its
resources and that can subsequently configure computational and
communication workload.

Focusing on the power consumption, in a digital circuit there are
two components that define it, the static 𝑃𝑠 and the dynamic power
consumption 𝑃𝑑.

𝑃𝐶𝑀𝑂𝑆 = 𝑃𝑠 + 𝑃𝑑 (2.1)

The static power consumption is defined by the product of the
leakage ratio 𝛽, the leakage current 𝐼𝑜 𝑓 𝑓 and the supply voltage
𝑉𝐷𝐷 . Device characteristics such as materials and dimensions highly
influence the static power consumption.

𝑃𝑠 = 𝛽 × 𝐼𝑜 𝑓 𝑓 ×𝑉𝐷𝐷 (2.2)

Dynamic power consumption is defined as the product of 𝛼 the
number of output transitions in a single clock cycle divided by 2,
the clock frequency 𝑓 , the square of the supply voltage 𝑉𝐷𝐷 and
the capacitive load 𝐶𝐿. This is the power dissipated in the resistive
paths in the process of charging and discharging different areas of
the circuit.

𝑃𝑑 =
𝛼
2 × 𝑓 ×𝑉2

𝑑𝑑
× 𝐶𝐿 (2.3)

2.2 Communication energy model

The choice of communication technology is of major importance in
an IoT deployment as it influences not only the energy consumption
of the smart sensor node, but also the real-time performance of
the application itself. The communication energy consumption is
estimated based on the model of Krug et al. [KO19], where we consider
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(a) (b)

Figure 2.1: (a) Two-node representation of the node-cloud communication model;
(b) Activity cycle of data transmission

the communication between the smart sensor and the remaining
processing entity (fog and/or cloud) as depicted in Fig. 2.1a.

The communication latency for each protocol data unit (PDU) is
calculated based on the transmission time at the physical (PHY) and
medium access (MAC) layers, where overheads from training and
synchronisation in the physical layer, alongside header information
in the medium access layer were included. The communication cycle
for each PDU is depicted in Fig. 2.1b, where for each given technology,
for PDUs larger than the technology specifications, we fragmented
the frame accordingly.

The communication energy consumption per PDU was calculated
as the product of time and power consumption in each of the states:
transmission, receive, idle and sleep, with respect to the equation
2.4. However, we have considered ideal communication, and cases of
packet loss and re-transmission have not been included.

𝐸
𝐶
(
𝑡𝑒𝑐ℎ

) (𝑑) = 𝑡𝑡𝑥
(
𝑑𝑟𝑥

)
𝑃𝑡𝑥 + 𝑡𝑟𝑥

(
𝑑𝑡𝑥

)
𝑃𝑟𝑥 + 𝑡𝑖𝑑𝑙𝑒𝑃𝑖𝑑𝑙𝑒 + 𝑡𝑠𝑙𝑒𝑒𝑝𝑃𝑠𝑙𝑒𝑒𝑝 (2.4)

The general assumption present in IoT-related research that consid-
ers the smart sensor nodes as if they produce scalar data, is reflected
also in communication technologies. Several recent communication
technologies have been designed focusing on low data rates and long
duty cycles, as in the case of LoRa, NB-IoT, etc.. In this thesis we have
focused on three communication groups:
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• Local Area Network (LAN) —As the name suggests, in this
group the key characteristic is the short communication range,
which is up to 100 m.

• Cellular technologies —This group includes mobile networking
technologies that were developed for mobile phone commu-
nications. As a result, a distinguishing characteristic for this
group is the asymmetry in data rates between uplink and down-
link, where the latter supports higher data rates. Hence, these
technologies have mainly been used for server-to-node com-
munication rather than the inverted direction, which we are
interested in. An advantage of cellular technologies is the long
communication range, with over 1 km of coverage.

• IoT technologies —This group contains communication tech-
nologies designed for IoT applications complying mainly with
low data rates and long communication range requirements. An
exception to this is 802.15.4, which has a short communication
range similar to LAN technologies, but we allocated it to the
IoT group due to the low data rate compared to other LAN
technologies.
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Table 2.1: Configurations of communication technologies

Category Technology Max. Data Rate Range Chip Id.*

Downlink Uplink Name Energy Rx Energy Tx

LAN

BLE 4.2 1 Mbps ~100m [Ins16] 6.4 mA 5.3 mA 1

BLE 5 2 Mbps ~100m [Sem17a] 5.4 mA 5.3 mA 2

802.11n 72.2 Mbps ~100m [Tec17] 61 mA 287 mA 3

Cellular

GPRS 80 kbps 40 kbps >1 km [ubl17a] 300 mA 4

HSPA 7.2 Mbps 5.76 Mbps >1 km [ubl18] 425 mA 5

LTE Cat. 4 150 Mbps 50 Mbps >1 km [ubl17c] 610 mA 6

IoT

802.15.4 250 kbps ~100m [Sem17b] 5.9 mA 6.1 mA 7

NB-IoT 27.2 kbps 62.5 kbps >1 km [ubl17b] 46 mA 220 mA 8

LoRa 37.5 kbps >1 km [Sem15] 13.8 mA 28 mA 9

LTE Cat. 1 10.3 Mbps 5.2 Mbps >1 km [ubo17] 540 mA 10

*The identifiers denoted by Id. are used in Table 5.1 to identify the different communication technologies.
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Chapter 3

METHODOLOGY
The research presented in this thesis is centred on the intelligence
partitioning method to explore the energy efficiency of a smart sensor
node. In this section we will introduce the intelligence partitioning
method that is central to the research questions R.Q. 1-3, and the
design space exploration method addressing R.Q. 4.

3.1 Node offloading with intelligence partitioning

Intelligence partitioning is a recurring term throughout this thesis,
and it refers to the process of distributing the computational load
between the processing entities available, with the aim of optimising
the energy consumption of the smart sensor node. If we consider
a given application, it consists of a set of 𝑛 tasks, where each of
them has a number of operations 𝑜1 , ..., 𝑜𝑛 . The mapping function of
intelligence partitioning is defined as

ℑ
(
𝐹
)
=

{ {
𝑓𝑁𝑜𝑑𝑒 , 𝑓𝐹𝑜𝑔 , 𝑓𝐶𝑙𝑜𝑢𝑑

}
𝑑𝑁𝑜𝑑𝑒→𝐹𝑜𝑔 , 𝑑𝐹𝑜𝑔→𝐶𝑙𝑜𝑢𝑑 , 𝑑𝑁𝑜𝑑𝑒→𝐶𝑙𝑜𝑢𝑑,

(3.1)

where 𝑓𝑁𝑜𝑑𝑒 , 𝑓𝐹𝑜𝑔 , 𝑓𝐶𝑙𝑜𝑢𝑑 represent functions allocated respectively
in the smart sensor node, fog, and cloud entity. The subsequent
data transfers between the processing entities are designated by
𝑑𝑆→𝐷 , identifying the flow from source to destination. Figure 3.1 is a
visual representation of intelligence partitioning, where 3.1a shows
the distribution of the computational load and the resulting energy
consumption per sample in the smart sensor node, while 3.1b shows
the interaction among the processing entities.

The energy consumption per sample in the smart sensor node
can be represented as the sum of the sensing 𝐸𝑠 , processing 𝐸𝑝 and
communication energy consumption per sample 𝐸𝑐 .

𝐸𝑁 = 𝐸𝑠 + 𝐸𝑝(
𝑥∑
𝑖=1

𝑜𝑖 , 𝑃) + 𝐸𝑐(𝑑, 𝐶) (3.2)
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(a) (b)

Figure 3.1: (a) Intelligence partitioning in a set of tasks, for a given processing and
communication technology.; (b) Schematic representation of intelligence partitioning
between the node, fog and cloud computing layers.

The sensing energy consumption remains constant for the different
processing configurations, hence we omit it from the trade-off analysis
throughout this thesis. For the processing energy consumption, it
is represented as the sum of the processing energy consumption
in the sensor node for the operations 𝑜1...𝑜𝑥 , where 𝑥 marks the
partition point, while 𝑃 denotes the processing technology embedded
in the smart sensor. The remainder of the processing tasks (𝑥 +
1 to 𝑛) are transferred to the fog and/or cloud processing entity.
Therefore, the intermediate data 𝑑 produced at partition 𝑥, together
with communication technology 𝐶 define the communication energy
consumption.

Latency is another aspect of interest in IoT applications, where
real-time operation can be crucial. We have formulated latency as
the sum of the processing and communication latency for the given
processing pipeline, representing the time interval from when the
sample of data is sensed, until the final result is obtained.

𝐿 =

𝑥∑
𝑖=1

𝑡𝑜𝑖 + 𝑡𝑤𝑙 +
𝑥′∑

𝑗=𝑥+1
𝑡𝑜 𝑗 + 𝑡𝐼 +

𝑛∑
𝑘=𝑥′+1

𝑡𝑜𝑘 (3.3)

The processing latency of the processing pipeline is the sum of the
processing latency at each processing entity for the given operations
until the partition points 𝑥 and 𝑥′ for the node and the fog respectively.
In addition, we have the communication latency, where 𝑡𝑤𝑙 repre-
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sent the latency from the wireless communication link between the
smart sensor node and the gateway, while 𝑡𝐼 represents the Internet
communication latency for the communication with the public cloud.

3.2 Design space exploration

Intelligence partitioning represents the distribution of the processing
tasks between the processing entities with the aim of optimising
the energy consumption in the smart sensor node. The generalised
relationship between the number of operations 𝑜 implemented in the
sensor node and the data 𝑑 to be transferred to the other processing
entities can be represented as:

𝑜 ↑ ∼ 𝑑 ↓ (3.4)

Generally, the higher the number of operations implemented in
the smart sensor node, the lower the volume of data to be sent to the
other processing entities. From the idea of intelligence partitioning
and its implications in the node energy efficiency, we developed a
design space exploration method that relies on high level estimates, to
provide a set of implementation alternatives that would optimise the
energy efficiency of the smart sensor node. This method described in
Algorithm 1 uses as inputs the estimate of the number of operations
𝑜 required for each task, the dataflow 𝑑 throughout the processing
stages, which is necessary to define the volume of data to commu-
nicate, and the energy constraint 𝜖. Based on the three groups of
communication technologies introduced above this method can be
used to identify areas of the design for prospective optimisation, it can
provide an energy budgeting perspective for additional processing,
and node offloading considerations. We implemented this algorithm
in Matlab and the results in Fig. 5.4 and 5.5 are based on this imple-
mentation [Sha21]. Furthermore, Algorithm 1 has a few additional
lines compared to the version in the manuscript [Sha+21] to improve
the readability of the algorithm.

In the first stage we have processing exploration, where based on
a given processing technology we analyse the overall node energy
consumption for different communication technologies at different
partition points. For the resulting partitioning configurations, we
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Algorithm 1: Design space exploration algorithm
User input: �, 𝑜, 𝑑.
Result: Processing exploration
// Identify design areas where processing optimisation

would have a major effect.
task_no = 2;
max_ratio = 0;
while task_no ≤ n do

energy_ratio = 𝐸𝑝(𝑜𝑡𝑎𝑠𝑘_𝑛𝑜)−𝐸𝑝(𝑜𝑡𝑎𝑠𝑘_𝑛𝑜−1)
𝐸𝑐(𝑜𝑡𝑎𝑠𝑘_𝑛𝑜−𝐸𝑐(𝑜𝑡𝑎𝑠𝑘_𝑛𝑜−1)) ;

if energy_ratio > max_ratio then
max_ratio = energy_ratio;
position = task_no;

end
task_no++;

end
Output: position.
Result: Energy budget for adding tasks to the processing

pipeline
for 𝑖 ← 1 to 𝑛𝑒𝑤_𝑡𝑎𝑠𝑘𝑠_𝑝𝑜𝑜𝑙 do

if 𝐸𝑁 > � then
𝐸′𝑝 = (𝐸𝑐(𝑑�)-𝐸𝑐(𝑑′))-(𝐸𝑁 -�)-𝐸𝑠 ;

else
𝐸′𝑝 = (𝐸𝑐(𝑑′)-𝐸𝑐(𝑑));

end
end
Output: 𝐸′𝑝 .
Result: Node offloading with intelligence partitioning
min_en = 100;
for 𝑖 ← 1 to n do

if 𝐸𝑁 < min_en then
min_en = 𝐸𝑁 ;
partition_position = i;

end
end
Output: min_en, partition_position.
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Figure 3.2: Illustration of the energy consumption for a given communication tech-
nology, where information reduction is used in Case 1 to extend the battery lifetime,
and in Case 2 to meet the energy constraint, while 𝜖 denotes the energy constraint.

analyse the trade-off between computational and communication
energy consumption, to identify areas of the design where additional
optimisation efforts would provide the highest impact in the overall
energy consumption, providing the position of the partition with the
highest energy ratio as an output. The following stage is the energy
budgeting, where the scope is to provide an estimate of the energy
consumption available for an additional task based on an estimation
of the resulting data volume.

Figure 3.2 depicts two scenarios resulting from the inclusion of
an additional processing task for a given energy constraint and com-
munication technology. In case 1, we would consider implementing
the additional processing task that requires the additional processing
energy 𝐸𝑝1 , only if the data volume is reduced from 𝑑1 to 𝑑′1 at least.
This would provide a positive trade-off between the communication
and processing energy consumption, which subsequently would re-
sult in the same or even lower overall energy consumption. Instead,
in case 2, we have a configuration that exceeds the available energy
per sample, hence, we consider additional processing that would
enable us to meet the given energy constraint. In this case, 𝑑2 denotes
the data volume at which the communication energy consumption
is equal to the energy allowance per sample. Therefore, we should
reduce the data volume to less than 𝑑2, and the sum of the processing
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energy 𝐸𝑝2 and sensing energy consumption 𝐸𝑠 should be less than
the reduction in communication energy caused by the data reduction
from 𝑑2 to 𝑑′2. This approach enables us to define an energy budget
for areas of interest we identified in the design. The final stage in
this design space exploration method is node offloading, where we
identify task partitioning configurations that would be more energy
efficient in the overall node energy consumption. We consider each
processing task as a potential partition point, and based on processing
and communication estimates we calculate the overall node energy
consumption, which enables us to identify the optimal partitioning
configuration for the set of constraints used in the analysis.
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Chapter 4

EXPERIMENTAL SETUP
This chapter provides an insight into the experimental setup, describ-
ing the design examples and their data flow, while also introducing
the processing setup for the different processing entities and the
communication setup.

4.1 Design examples

The intelligence partitioning analysis addressing R.Q. 1-3 is supported
by three computer vision based examples depicted in the flowcharts
in Fig. 4.1, with the partitioning configurations listed in Tables 4.1-4.3.
In addition, for R.Q. 4 we include two more design cases based on
CNNs. Out of the three computer vision based scenarios, only the
people counting scenario has been implemented in all processing

(a) (b) (c)

Figure 4.1: Flowchart representation of computational tasks for: (a) People counting
[SKO18]; (b) Particle detection [IKA12]; (c) Pedestrian detection [MBB18]
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(a) AlexNet (b) VGGNet 16

Figure 4.2: Flowchart representation of computational tasks and the intermediate
data volume for: (a) AlexNet [KSH12]; (b) VGGNet 16 [SZ15]

entities (node, fog,cloud),while the energy estimates for the remaining
design examples are based on data provided from their authors. An
important component of these design examples is the intermediate
data volume at each processing step that enables us to consider every
processing step as a partition point. Hence, we estimate the overall
node energy consumption at that partition point as the sum of the
processing energy consumption until that partition point and the
communication energy consumption for the resulting data volume.
For each of these design examples we consider the data flow as
unidirectional from the smart sensor node towards the fog and cloud
entities.

Artificial intelligence has been gaining significant attention in the
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last decades, and currently the scope is shifting towards implementing
such data and processing intensive algorithms in resource constrained
embedded devices [Guo+18], [Sul+17], [Abd+17]. Hence, in addition
to the design cases with traditional image processing systems, we also
included two CNN-based examples represented by AlexNet [KSH12]
and VGGNet 16 [SZ15]. CNN-based architectures display a different
processing complexity compared to traditional image processing
systems, due to the disparity in data volume during the processing
pipeline. In traditional image processing systems the data is reduced
gradually as we progress with the image processing tasks, while in
CNN-based systems we have an initial growth in data volume. This
is caused by feature extraction in the first convolutional layers, where
characteristics such as the number of kernels, their size and stride
define the resulting data volume.

4.2 Processing and communication setup

For the distribution of the computational load we consider three
processing entities, the node, the fog and the cloud, with each of them
relying on a different set of constraints and requirements. The node
needs to be an energy efficient embedded device, and we opted for a
Xilinx Zynq-7010 FPGA [Xil]. It enables the implementation of the
processing tasks both on hardware and software level, where hard-
ware level implementation allows us to deploy the given algorithm as
a dedicated hardware block, resulting in higher energy optimisation.
For the people counting scenario, we implemented tasks such as
background modelling, segmentation and morphology on both the
programmable logic and the processing system. The remainder of the
tasks were only implemented on the processing system, which relies
on a dual-core ARM A9 processor, and OpenCV [Ope] libraries were
used for the implementation of the algorithms. For the estimation of
the energy consumption used in R.Q. 1-3 we rely on the Xilinx Power
Estimator [Xil18] tool, and the PowerPlay Early Power Estimator [Int]
tool, which have an error margin of 20%. For the two CNN algorithms
in R.Q. 4, we calculated the number of floating point operations
required and estimated the energy consumption for an ARM M4
CPU. The energy consumption for each partitioning configuration
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Table 4.1: Intelligence partitioning configurations in accordance with Equation (3.1)
for the people counting scenario. (SC - smart camera, and Cl - cloud)

Configurations 𝑡1 𝑡2 𝑡3 𝑡4 Data rate

1 SC SC SC SC 4

2 SC SC SC Fog 75

3 SC SC SC Cl 75

4 SC SC Fog Fog 91

5 SC SC Fog Cl 91

6 SC SC Cl Cl 91

7 SC Fog Fog Fog 3179

8 SC Fog Fog Cl 3179

9 SC Fog Cl Cl 3179

10 SC Cl Cl Cl 3179

11 Fog Fog Fog Fog 3179

12 Fog Fog Fog Cl 3179

13 Fog Fog Cl Cl 3179

14 Fog Cl Cl Cl 3179

15 Cl Cl Cl Cl 3179

𝑡1 - background modelling, 𝑡2 - segmentation

𝑡3 - morphology, 𝑡4 - detection and tracking
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Table 4.2: Intelligence partitioning configurations in accordance with Equation (3.1)
for the particle detection scenario. (SC - smart camera, and Cl - cloud)

Conf. 𝑡1 𝑡2 𝑡3 𝑡4 𝑡5 𝑡6 Other Data Rate

1 SC SC SC SC SC SC Fog 259

2 SC SC SC SC SC SC Cl 259

3 SC SC SC SC Fog SC Fog 500

4 SC SC SC SC Cl SC Cl 500

5 SC SC SC Fog Fog SC Fog 680

6 SC SC SC Cl Cl SC Cl 680

7 SC SC Fog Fog Fog NULL Fog 256 000

8 SC SC Cl Cl Cl NULL Cl 256 000

9 SC Fog Fog Fog Fog NULL Fog 256 000

10 SC Cl Cl Cl Cl NULL Cl 256 000

𝑡1 - image capturing, 𝑡2 - background modelling, 𝑡3 - segmentation

𝑡4 - morphology, 𝑡5 - region of interest (ROI), 𝑡6 - compression

is calculated as the cumulative effect of all the tasks implemented
in the sensor node for the given partition and the wireless commu-
nication energy consumption. For latency calculations, however, we
consider both the processing and the communication latency of all
the components involved in the computational pipeline.

In the case of the fog entity, in comparison to the node device, we
remove the energy constraint, and we consider the device embedded
in the communication gateway. In our setup, we used a Raspberry
Pi Model 3B+ device as fog node. The last computational entity is
the cloud, which relies on the Amazon Elastic Compute Cloud (EC2)
[Ama] configured as a small instance relying on two virtual CPUs
with up to 3.3 GHz Intel Scalable Processor. For both of these entities,
the image processing tasks have been implemented using the OpenCV
libraries.

page | 29



Chapter 4. Experimental setup

Table 4.3: Intelligence partitioning configurations in accordance with Equation (3.1)
for the pedestrian detection scenario. (SC - smart camera, and Cl - cloud)

Conf. 𝑡1 𝑡2 𝑡3 𝑡4 𝑡5 Other Data Rate

1 SC SC SC SC SC Fog 11 264

2 SC SC SC SC SC Cl 11 264

3 SC SC SC SC Fog Fog 119 808

4 SC SC SC SC Cl Cl 119 808

5 SC SC SC Fog Fog Fog 119 808

6 SC SC SC Cl Cl Cl 119 808

7 SC SC Fog Fog Fog Fog 964 608

8 SC SC Cl Cl Cl Cl 964 608

9 SC Fog Fog Fog Fog Fog 964 608

10 SC Cl Cl Cl Cl Cl 964 608

Figure 4.3: Illustration of the node-fog-cloud setup for the intelligence partitioning
analysis.
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Considering the prospective distribution of the processing tasks
between the node, fog and cloud entities, it affects also communica-
tion considerations. For the node to fog communication we use the
communication model developed by Krug et al. [KO19], where we
measure the energy consumption of the transceiver and the latency
for the wireless communication. In the case of fog to cloud com-
munication, analysed in R.Q. 3, we rely on Internet communication.
For each of the design cases based on traditional image processing
systems, we measured the latency for the data volume resulting from
different partitioning configurations. The measurements were taken
in intervals of 1 minute for one week. The Internet communication
latency used in the analysis of Chapter 5 and 6 represents the average
of the 90th percentile.
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Chapter 5

RESULTS
This chapter summarises the main observations made from applying
the intelligence partitioning method to a set of design cases. The focus
is on the trade-off between processing and communication energy
consumption, how this affects the selection of the optimal processing
entity, and most importantly, how can we use such information in
early design stages to reduce the design space.

5.1 Communication latency and real-time performance

IoT applications rely on smart sensor nodes as part of larger ap-
plications, which in some cases require a low computational and
communication latency to provide real-time performance. Scenarios
such as industrial IoT (IIoT) consist of IoT nodes deployed in industrial
environments related to production line and business operations. As
a result, hard real-time constraints are used to ensure the correct oper-
ation of the entire environment. In R.Q. 3 we investigate the trade-off
in performance resulting from the distribution of the computational
load between the node, fog and the cloud, where latency can have
significant effects on the choice of communication technology, and
overall processing distribution.

Figure 5.1 shows variations in the overall latency resulting from
different intelligence partitioning configurations for the traditional
image processing systems listed in Tables 4.1-4.3. For all the scenarios,
the peak latency was recorded for configurations 7 and above, where
most of the processing tasks are implemented in the fog and cloud
entity, with data rates that vary from 3 179 bytes/frame up to 964 608
bytes/frame. As we shift from the people counting to the particle
and the pedestrian detection scenarios, the data volume increases
significantly, and along with it the distinction in latency among the
communication technologies is more prominent.

From a communication technologies perspective, for the people
counting scenario, the low latency configurations were supported by
802.11n and BLE 4 and 5 technologies. As the data volume increases
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(a) People counting

(b) Particle detection

(c) Pedestrian detection

Figure 5.1: Delay for intelligence partitioning configurations in the scenarios with
traditional image processing [Shallari2019.]
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for the particle and pedestrian detection scenario, 802.11n is surpassed
in performance by LTE technologies. IoT communication technologies
such as LoRa, NB-IoT and 802.15.4 are among the worst performing,
with a latency of more than 1 second. Hence, such technologies are
obsolete for real-time performance in applications with high data
volume.

To evaluate the possibility of real-time performance for the given
partitioning configurations, we compare the latency to the timing
constraint defined by the frame rate of the imaging sensor in each
of the scenarios (9 fps for people counting and 30 fps for the other
two scenarios). In the people counting scenario, configurations 1-6
can satisfy the timing constraint, while configuration 3, 5 and 6 are
more sensitive to the wireless communication technology due to its
close proximity to the latency threshold. The longer latency for these
configurations compared to 1,2 and 4 is caused by the inclusion of
Internet communication latency for the data transfer to the cloud. For
the particle and pedestrian detection scenarios, we have omitted the
processing latency in the fog and cloud entity. However, from the
resulting latency we can conclude that for the particle and pedestrian
detection scenarios, none of the configurations would provide real-
time performance.

5.2 Data reduction

The field of image, video and sound processing rely on large data
volumes, hence, data reduction techniques such as compression have
been developed and optimised through decades. Figure 5.2 shows
the energy consumption in the people counting scenario for configu-
rations where we consider the inclusion of data aggregation, binary
image compression and greyscale image compression. Referring to
the flowchart in Fig. 4.1a, with the exception of detection and tracking,
all the remaining tasks have been considered for both hardware and
software implementation in the smart sensor node. This is visible
in Fig. 5.2, where for each communication technology in a given
partition configuration we have two data points, with the hardware
implementation data points resulting in lower energy consumption
due to fine tuning of computational resources. Furthermore, we have
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Figure 5.2: Energy per frame for different intelligence partitioning configurations for
the people counting scenario, including data reduction considerations. The partition
configurations not included in the plot have the same energy consumption as the
depicted partitions, with the difference due to the deployment of the tasks either in
the fog or in the cloud.

considered a real-time performance of the system, in which the delay
constraint is defined by the frame rate of the imaging sensor in the
given application. For the different intermediate data rates, in Fig. 5.2
we have omitted the communication technologies that did not meet
the latency constraint.

In configuration (C 1) where all the processing is implemented
in the smart sensor node and only the final result is transferred to
the fog/cloud entity, we apply data aggregation. We aggregate the
result of the people counting for a predefined time interval (in this
case defined by the maximum packet size of BLE 5), thereby avoiding
sending redundant data to other entities. For the case without data
aggregation, there is a more visible distinction in the effects that
the choice of communication technology has on the overall energy
consumption of the smart camera node. However, a comparison of
the most energy efficient communication technologies for both cases
with and without data aggregation shows that there is less than 10%
difference in the overall energy consumption.

In the cases with binary and greyscale image compression, there is
a greater distinction in the overall node energy consumption among
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Table 5.1: Energy consumption per frame for the people counting scenarios with data
reduction considerations for hardware and software implementation. The identifiers
for communication technologies are related to Id. in Table 2.1, and the ratio denotes
the energy consumption ration between the compressed and the non-compressed
case.

Binary Greyscale

Com. NC
(mJ) C (mJ) Ratio NC

(mJ)
C
(mJ) Ratio

HW SW HW SW SW

1 0.2 0.04 20 0.2 100 1.6 20.8 13

2 0.1 0.03 20 0.3 200 0.8 20.5 25.6

3 0.3 0.2 20 0.67 66.7 1.3 20.7 16

4 - 9.4 29 - - - - -

5 3.2 3.2 23 1 7.2 22.6 29.9 1.3

6 2.3 2.3 22 1 9.6 4.6 22.5 4.9

7 5.1 0.9 21 0.18 4.1 - - -

8 - 7.4 27 - - - - -

9 - - - - - - - -

10 4.1 2 22 0.49 5.4 31 32.5 1.05

Com. - communication technology, NC - non-compressed

C - compressed
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the configurations. Binary image compression relied on both software
and hardware implementation, with the hardware implementation
of the CCITT G4 algorithm based on the work of Imran et al. [IAO13].
We can apply binary image compression either to the output frame
from segmentation, or the output frame from morphology, with the
binary image being reduced from 1117 B to 91 B and 75 B, respectively.
This difference in image size is because during morphological opera-
tions we remove noise from the segmented image, hence there is less
content to compress. If we compare the overall energy consumption
before and after the implementation of binary image compression,
there is a reduction of about one order of magnitude. Nonetheless, in
the case of binary image compression there are also configurations
where the overall energy consumption is much higher compared to the
non-compressed case. One of the reasons for this result is the latency
constraint,which restricts the use of communication technologies such
as GPRS, NB-IoT and LoRa for the non-compressed case. The energy
consumption resulting from using these communication technolo-
gies to transfer the compressed binary image is significantly higher
compared to the remaining communication technologies. Another
element affecting the energy performance is related to the hardware or
software deployment of the image compression algorithm. Hardware
implementation of the algorithm allows for fine-tuned optimisation
of the algorithm’s energy consumption, which for communication
technologies such as LTE Cat. 4 defines whether the compression is
more energy efficient or not compared to the non-compressed case.

However, to distinguish between the hardware and software im-
plementation of the CCITT G4 algorithm, we can rely on Table 5.1.
For both the greyscale and the binary compression algorithm, the
results show that the software implementation is inefficient in terms of
energy consumption, implying that the additional processing energy
consumption is much higher than the reduction in the communication
energy consumption. In contrast, the hardware implementation of bi-
nary compression relies on fine-grained use of the computational and
memory resources, which significantly reduces the processing energy
consumption compared to the software implementation, providing
an overall reduction in the node energy consumption compared to
the case with raw data.
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Figure 5.3: Energy per frame for different intelligence partitioning configurations for
the particle detection scenario. The partition configurations not included in the plot
have the same energy consumption as the depicted partitions and the difference is
caused by the different deployment of tasks either in the fog or in the cloud.

5.3 Node offloading

The scope of this thesis is to understand how the distribution of
the computational and communication load would affect the overall
energy consumption of the smart sensor node. In this section we
will identify the most energy efficient configurations for the different
design cases, in relation to research questions R.Q. 1 and R.Q. 2.
The people counting scenario is the least demanding application
due to lower data volume and computational requirements. Figures
5.2 and 5.3 show the overall energy consumption for the different
processing and communication configurations in the people counting
and particle detection scenarios, where the highest energy efficiency
is with the LAN communication technologies, especially with BLE
5, and it is reached in partitions C2 and C5, respectively. For both
these design cases, the lowest energy consumption is obtained when
we partition the processing between the smart sensor node and the
remaining entities, especially after segmentation and morphology,
where the output data is a compressed binary image. Therefore,
more demanding computational tasks such as detection, tracking
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and classification can be processed in less constrained computational
entities, while we have significantly reduced the volume of the input
data by more than two orders of magnitude at this stage. These results
challenge traditional approaches that aimed either at full in-node
implementation, or at fully remote implementation, by proving that
the distribution between the smart sensor node and remote processing
entities can improve the overall energy efficiency of the sensor node.
These results remain unaffected by the 20% error margin in the energy
consumption estimation.

In traditional image processing systems, the data volume is con-
tinuously reduced as we proceed in the processing pipeline, however,
in CNN-based systems this is not always applicable. The data volume
can increase significantly in the early convolutional layers during
feature extraction, which raises interest in how would this affect intelli-
gence partitioning. Figures 5.4 and 5.5, in relation to research question
R.Q. 4, show an estimate of the overall energy consumption for each
scenario based on high level estimates of the computational resources
required and the intermediate data volume to be transferred to the
following computational entity. The highest energy efficiency in these
cases is obtained by the implementation of the whole CNN in the fog
or cloud entity, where all the energy consumption in the node goes
to reading the frame and transferring the data. In VGGNet 16, if we
compare the data volume of the input frame and the intermediate
data volume, it only reduces after partition (6), while for partitions
(2)-(5) it is up to one order of magnitude higher.

These results align with our expectations, where the deployment
of CNNs in general-purpose CPUs requires high energy consump-
tion, in contrast to their ease of implementation due to libraries and
capabilities of parallelism and multi-threading. This motivates the
recent shift of attention towards custom hardware for CNN optimisa-
tion [Nur+17], relying on FPGA implementations either as hardware
accelerators [PS16], [SGK17], [Zha15] for specific blocks, or memory
mapping blocks to optimise the transfer of such high data volume
to and from the hardware accelerator blocks [Dun+14], [Ma+18]. Al-
ternatively, Bundar et al. [Dun+16] have developed a compiler-like
approach that optimises resource utilisation through data concate-
nation and reuse, or the DNNWEAVER framework for generating
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Figure 5.4: Energy consumption per frame for AlexNet, for the different intelligence
partitioning configurations.

Figure 5.5: Energy consumption per frame for VGGNet 16, for the different intelli-
gence partitioning configurations.

hardware accelerating blocks for pairs of DNN and FPGA, based on
high level Caffe specifications [Sha+16].
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5.4 Design space exploration

In research questions R.Q. 1 - R.Q. 3 we analysed the distribution of
the computational load between processing entities and how it affects
the node energy consumption based on communication technology
considerations. The cumulative knowledge obtained until this point
served as a motivation to develop the design space exploration method
represented in the algorithm 1, which addresses research question
R.Q. 4. In this section we discuss on the use of this design space
exploration method for AlexNet, a CNN-based scenario.

Relying on a preliminary set of data, such as number of operations
for each computational stage, the data volume produced as an output
in each stage, and user defined energy constraints and communication
requirements, we can reduce the design space of the given applica-
tion. We omit from this discussion the third part of the algorithm,
considering that the node offloading was analysed in the previous
section. In the first part of the algorithm we analyse the node energy
consumption from a processing perspective, aiming to identify areas
where additional optimisation efforts would have the most impact
on the overall energy consumption. In Fig. 5.4 we show an estimate
of the node energy consumption for AlexNet, where the numbers
next to the data points are identifiers for the different partitioning
configurations and included in the plot are also energy constraint
considerations denoted by #1 − #5. Of all the partition configurations,
partition (2)-(4) would be more suitable for optimisation efforts, due
to the significant influence of the processing energy consumption in
the overall energy consumption.

The second part of the algorithm is the energy budgeting stage,
where we estimate the available energy consumption for an additional
task based on the expected output data flow. Fig. 3.2 showed how we
can estimate the energy consumption available, or additional process-
ing considerations for given energy constraints and communication
technologies. We can use this method to investigate the prospective
implementation of image compression for AlexNet, considering that
in partition (1) we are transferring the raw image data to the process-
ing unit. Dejean-Servieres et al. [Dej+17] have analysed the effects
of several image compression algorithms on the accuracy of several
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CNN deployments, and their results showed that compression by a
factor of up to 7 would have minor, close to no effects, on the CNN
accuracy.

In the AlexNet scenario, an image compression by a factor 7 would
reduce the data volume from 154 587 bytes down to 22 083 bytes,
which is less than the output data volume at partitions (2)-(4). In
analogy to case (1) in Fig. 3.2, for communication technologies such as
LTE C. 1, HSPA and 802.15.4, we can consider the implementation of
image compression if the processing energy consumption is less than
the reduction in the communication energy consumption. Instead,
for communication technologies such as BLE 5, 802.11n and LTE C.
4 the analogy would be with case (2), where the inclusion of image
compression could result in meeting a lower energy constraint. In
this case the processing energy available would be denoted by the
difference between the new energy constraint and the communication
energy consumption for a given communication technology for the
compressed data volume.

Partitions (2)-(4) are the most computationally intensive out of
those remaining, and in these partitions the processing energy con-
sumption is a major component of the overall node energy consump-
tion. From a processing prospective, optimising these areas of the
processing pipeline would have a major impact on the overall energy
consumption. However, if we take into consideration the data reduc-
tion with a factor of 7 due to image compression, with the resulting
data volume less than the data volume from partitions (2)-(4), then
it could be more efficient to focus optimisation efforts on the image
compression algorithm. The third and final part of the algorithm
in the node off-loading analysis, in which we identify the optimal
partitioning configuration for the given application, as we did in the in
section 5.3. Considering that partition (1) is the most energy efficient,
then we can consider the inclusion of a compression algorithm and
streaming the data to fog/cloud, where the CNN can be deployed
without energy consumption constraints.

To ensure the robustness of this design space exploration method,
we have also analysed the effects of image size and content have
on defining the most energy efficient node offloading configuration
[San+21]. The results obtained from 100 configurations with different
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image size and content for a traditional image processing scenario,
showed that the effects of image content were very low and that
they could be omitted from intelligence partitioning considerations.
Regarding image size we observed that it affects the optimal partition
point from both an energy consumption and latency perspective.
Therefore, we proved the dependency between the image size and
intelligence partitioning, showing the important role that the inclusion
of the data volume in the design space exploration has in the overall
performance of the smart sensor node.
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DISCUSSION
In the Results chapter, we introduced observations regarding com-
munication technologies with their respective latency, alongside data
reduction considerations, while defining the overall energy efficient
configuration for each of the design cases. Based on these results, in
this chapter we introduce a design space exploration method and
analyse its role for data intensive IoT applications, while providing a
discussion on the overall contribution of this thesis.

In R.Q. 1 we investigated whether the distribution of the compu-
tational load would result in an optimised energy consumption for
the smart sensor node, as an alternative to traditional approaches.
With the people counting scenario we proved that this was possible,
however, a greater understanding was required for the interdepen-
dence of processing and communication in the overall node energy
consumption. Consequently, in R.Q. 2 and 3 the analysis included
several communication technologies and several processing entities.
Figure 6.1 provides the processing vs. communication insights for
the traditional image processing systems. We have grouped the par-
tition configurations into four classes, where A relies on node and
fog partitioning, B relies on node and cloud partitioning, C relies on
fog and cloud processing allocation, and D contains combinations of
partitioning configurations and communication technologies where
the delay is too high making these configurations unsuitable options.

The partitioning configurations in the people counting scenario
in Fig. 6.1a include image compression, hence the resulting data
volume is from 4 to 3179 bytes per frame. In the plot there is a visible
distinction between the four classes A-D, with the node-fog task
partitioning case being the most efficient in terms of both energy
consumption and latency. The distinction of A from B and C in latency
is due to the small data volume of this scenario, where the inclusion
of Internet latency would have a major effect on the overall latency.
From an energy consumption perspective, C has the highest energy
consumption, proving that fully offloading the processing from the
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(a) People counting

(b) Particle detection

(c) Pedestrian detection

Figure 6.1: Delay and energy for intelligence partitioning configurations. Groups
A-C contain partition configurations based on node-fog-cloud partitioning, while
group D contains all the combinations of communication technologies and partition
configurations with a significantly high latency.
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sensor node is the most inefficient solution for the given scenario.
While the data volume increases, as in the case of the particle and

pedestrian detection scenarios in Fig. 6.1b and 6.1c,with a data volume
from 259 to 964 608 bytes, the distinction between the partitioning
configurations decreases. From a latency perspective, the overlap-
ping regions between A, B and C represent the limitations of certain
wireless technologies, for which the latency becomes comparable to
Internet communication. From an energy perspective, however, the
overlapping regions show that the energy consumption for wireless
communication is playing a significant role in the overall node energy
consumption. Throughout all scenarios, server-based processing of
all tasks is the most inefficient approach in terms of both energy and
latency. Close proximity to the sensor node and LAN communication
technologies provide an optimal energy consumption, while if we
require a larger communication range, we could shift to communi-
cation technologies such as LTE Cat. 1 and 4, at the cost of higher
energy consumption.

To summarise the observations above, if due to constrained re-
sources we cannot deploy an entire application in the smart sensor
node, there would be several design options. The first would be to
optimise the in-node implementation by means of hardware and
software optimisation of the required algorithms, which would have
a cost in terms of time to development and subsequently time to mar-
ket. As the case with binary image compression showed, fine-tuned
optimisation in hardware implementation can provide significant
energy optimisation for the given algorithm, to the extent that it
can influence the choice of whether to deploy the algorithm or not.
Another option would be to consider node-fog partitioning for the
scenario, which as we see from the results in Fig. 6.1a-6.1c can result
in reduced energy consumption and low latency. Alternatively, for
the case when latency is not a constraint for the given application,
we could consider node-cloud partitioning, which can be a similarly
energy efficient solution for the sensor node.

The knowledge accumulated from the analysis of the compu-
tational and communication dependence in a data intensive smart
sensor node had a significant importance in the development of a
design space exploration method that addresses R.Q. 4. This method
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shifts from traditional methods that mainly analyse processing or
communication aspects separately, and provides insights into how
we can utilise their combined effects. We rely on the dependencies of
processing and communication to identify processing regions that
require optimisation, or even to define an energy budget for addi-
tional processing tasks. The aim of this design space exploration
method that relies on high level estimates is to enable optimisation
efforts at early design stages, which subsequently would reduce the
time-to-market of a given application.
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CONCLUSION AND
OUTLOOK

The scope of this thesis is to facilitate the design of energy efficient
smart sensor nodes for data intensive IoT applications. We are living
in an era that is shifting towards the Internet of Everything, where
we rely on sensor nodes being deployed in a variety of environments,
powered by constrained energy sources, such as an energy harvester
or conventional batteries. These are reflected in significant constraints
in terms of energy consumption for the smart sensor nodes, where in
cases such as vision sensor nodes, they might rely on high volume of
data and complex computational tasks. Therefore, we need to facilitate
the design of energy efficient smart sensor nodes, focusing on the
perspective of the node as part of the IoT network.

The chosen approach relies on an analysis of how the distribution
of the computational and communication workload would affect the
performance of the smart sensor node. Based on a set of scenarios
from traditional image processing systems and CNN-based systems,
alongside different communication technologies, we developed intel-
ligence partitioning as a node offloading method, which could also
be used as a design space exploration method. It relies on a trade-off
analysis of processing and communication requirements to provide
early stage design space exploration by identifying areas of the design
where optimisation efforts would have a major impact on the overall
performance, followed by node offloading considerations based on
different partitioning configurations.

Our results show that the distribution of the computational load
between the smart sensor node and remote processing entities such
as fog or cloud computing can improve the node energy efficiency, as
in the case of people counting and particle detection. However, this is
influenced by where in the processing pipeline we have a major data
reduction, and its respective computational requirements, which for
pedestrian detection and CNN-based systems resulted in fully in-node
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and fully server based implementations, respectively. Furthermore, we
analysed latency implications on the different partition configurations,
denoting how node-fog partitioning can be more energy and latency
optimal rather than the inclusion of cloud computing, and the inherent
unreliability of Internet communication.

The last contribution of this thesis is the design space exploration
method, which based on high level estimates and the interdependent
relation between computation and communication, provides a set
of solutions that would enhance the node energy efficiency. This
method explores processing optimisation and the possibility of in-
troducing additional processing within the given design constraints,
which helps in identifying areas of the design where processing
optimisation would have a greater impact on the overall node energy
performance. In the following step, we reduce the design space to a
set of configurations that provide the best performance for the sensor
node, depending on constraints of energy consumption, latency or
coverage area and consider node offloading to further optimise the
smart sensor node.

The scope of this thesis is to provide a method that can be used
in the design space exploration process for the design of energy
efficient smart sensor nodes, especially for data intensive applications.
Throughout this work, we have not provided the golden partition-
ing configuration that all IoT applications must follow for a better
performance; however, we have provided the analytical perspective
that should be used in the design process. While state of the art
research focuses on either processing optimisation of the IoT node or
communication optimisation, in our work we show a combined view
of these two components, and how we can use the information about
their interaction to optimise IoT deployment.

7.1 Future work

The current work has mainly focused on intelligence partitioning
for traditional image processing systems, where the processing is
sequential and the computational complexity is lower than in CNN-
based systems. Based on our current understanding of the inter-effects
in processing and communication for the node performance, it would
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be of interest to investigate implications of intelligence partitioning for
CNN-based systems further, where the computational requirements
are much higher. Our analysis of energy budgeting showed that in
such systems, the inclusion of data reduction could enhance the node
energy efficiency. However, it would be of interest to further analyse
whether there are configurations in which intermediate intelligence
partitioning alongside compression would improve the overall energy
efficiency even further, assuming a similar accuracy threshold.

In addition, the model we provide could be expanded further,
to include an analysis of additional elements related to uncertainty,
image content as well as other elements. For example, the current
model takes into consideration ideal communication conditions,while
the jitter in latency due to communication issues such as packet re-
transmission, or re-establishing connection have not been included.
In the case of safety critical applications they would influence a shift
of the processing towards the sensor node. The aim would be to
expand the intelligence partitioning model so it encompasses most
applications of wireless vision sensor nodes, providing the necessary
design space exploration that facilitates their design.
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ACRONYMS
ARM

Advanced Reduced instruction set computer Machine

ASIC
Application Specific Integrated Circuit

BLE
Bluetooth Low Energy

CMOS
Complementary Metal Oxide Semiconductor

CNN
Convolutional Neural Networks

FPGA
Field Programmable Gate Array

GPRS
General Packet Radio Services

GPU
Graphic Processing Unit

HSPA
High Speed Packet Access

HW
Hardware

IEEE
Institute of Electrical and Electronics Engineers
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Acronyms

IoT
Internet of Things

LAN
Local Area Network

LoRa
Long Range

LTE
Long Term Evolution

MAC
Medium Access

NB-IoT
Narrowband IoT

PC
Personal Computer

PDU
Protocol Data Unit

PHY
Physical Layer

PNG
Portable Network Graphics

SW
Software

VSN
Vision Sensor Networks

WVSN
Wireless Vision Sensor Networks
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