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Abstract

Society is constantly in need of information. It is important to consume event-
based information of what is happening around us as well as facts and knowl-
edge. As society grows, the amount of information to consume grows with it.
This thesis demonstrates one way to extract and represent knowledge from
text in a machine-readable way for news media articles. Three objectives
are considered when developing a machine learning system to retrieve cate-
gories, entities, relations and other meta-data from text paragraphs. The first
is to sort the terminology by topic; this makes it easier for machine learning
algorithms to understand the text and the unique words used. The second
objective is to construct a service for use in production, where scalability and
performance are evaluated. Features are implemented to iteratively improve
the model predictions, and several versions are run at the same time to, for
example, compare them in an A/B test. The third objective is to further ex-
tract the gist of what is expressed in the text. The gist is extracted in the form
of triples by connecting two related entities using a combination of natural
language processing algorithms.

The research presents a comparison between five different auto catego-
rization algorithms, and an evaluation of their hyperparameters and how
they would perform under the pressure of thousands of big, concurrent pre-
dictions. The aim is to build an auto-categorization system that can be used
in the news media industry to help writers and journalists focus more on the
story rather than filling in meta-data for each article. The best-performing al-
gorithm is a Bidirectional Long-Short-Term-Memory neural network. Three
different information extraction algorithms for extracting the gist of para-
graphs are also compared. The proposed information extraction algorithm
supports extracting information from texts in multiple languages with com-
petitive accuracy compared with the state-of-the-art OpenIE and MinIE al-
gorithms that can extract information in a single language. The use of the
multi-linguistic models helps local-news media to write articles in different
languages as a help to integrate immigrants into the society.
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Terminology

Abbreviations and Acronyms

Context Context can be defined as ”the parts of a piece of writing,
speech, etc, that precede and follow a word or passage and
contribute to its full meaning”, from https://dictionary.

com.
RNN A Recurrent Neural Network consists of one cell that re-

peats itself and sends its output onward to descendant cells
in a neural network layer.

LSTM Long-Short-Term-Memory is a special kind of Recurrent Neu-
ral Network that stores multiple memory cells about the
data to remember more information in a sequenced input
for a longer time. The vanishing gradient is less of a prob-
lem for a Recurrent Neural Network.

NLP Natural Language Processing is a method of analyzing writ-
ten text to derive additional information about it.

One-hot-vector A one-hot-vector is a vector with values of either one or
zero.

Vocabulary vector A vocabulary vector is an one-hot-vector containing all
the words in the targeted vocabulary. The vector has a
value of one if the word is present and zero if the word
is absent from an input sequence of words.

Word2Vec Word2Vec is a generic algorithm that converts a word se-
quence e.g. text into a multi-dimensional array of values
representing the context of each word in the sequence.

CBOW Continuous Bag of Words is a Word2Vec algorithm that builds
upon training a neural network to map a vocabulary vector
to a context vector.

Skipgram Skip-gram is a reversed Word2Vec algorithm that builds
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xx

upon training a neural network to map a context vector
to a vocabulary vector, finding the most probable word(s)
suited to the context vector.

POS Part-of-Speech are classes that describe the different types
of words that exists in a language; e.g. in English language
there are, verbs, nouns, adjectives etc.

Dependency tree A dependency tree is a structured way to order and de-
scribe the syntactic and semantic relations between words.
The relations form one tree of dependency for syntax and
another for semantics.

Co-reference word Co-reference words are words like ”he”, ”she”, ”it”, ”them”
and ”they” which refer to previously mentioned entities.

IE Information Extraction is the extraction of triples from text
paragraphs. A triple consists of an entity that is connected
to a relation to another entity.

Triple relation A relation in Information Extraction tasks is often a verb,
possibly concatenated with adverbs, that describes a rela-
tion between two entities. For example, in the sentence
”Eda lives in Sweden” the relation ”lives” is incorrect since
it should be concatenated as ”lives in”.

Triple entity An entity in Information Extraction tasks is one or multiple
words forming a name of a location, person, organization,
event or other object. An entity can be a co-referenced word
that refers to some other real entity. An entity can consist
of several words, for example “green apple” or “Adam An-
dersson”, (note: in a sentence such as ”I like the green ap-
ple” both ”green apple” and ”apple” are valid entities for
the relation ”like”, while ”green” is a valid entity for the
triple ”apple is green”).

Triple A triple in Information Extraction tasks consists of an entity,
a relation and another entity. Alternatively, a triple could
consist of an entity, a relation and an adjective. The adjec-
tive has to describe the entity.

KG A Knowledge Graph is used to visualize and store triples in
a relational or graph database. The information in a knowl-
edge graph can be queried and analysed to derive more in-
formation and use it for decision making or other use cases.

KGE Knowledge Graph Embedding is an algorithm that tries to
predict missing triples and conclude additional relations to
those that already exist between entities.



xxi

F1-Score F1-Score is the harmonic mean between precision and re-
call.

Data pipeline Data pipeline is the term used for moving data from one
data source to another with the option to transform the data
somewhere in the middle.

AWS Amazon Web Services offers a large portion of cloud so-
lutions including Simple Storage Service (S3), SageMaker
(Machine learning platform) and Elastic Container Service
(ECS, for general purpose cloud computing machines).
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Chapter 1

Introduction

Information is power, but with increasing amounts comes the problem of get-
ting the right information to the right person. People are in constant need of
information, but it has become impossible to consume every news media re-
lease, and thus there are jobs which mainly focus on filtering information. It
has been recorded that more than 40 exabytes of data are transmitted every
month. While that number grows, the probability of finding relevant data de-
creases [1]. Tackling this problem requires some sort of machine automation
to keep track of all these data. Linguistic information with natural language
data is hard to extract and interpret even for state-of-the-art programs. The
increase in data also puts pressure on the news-media business where they
need to go through more information to deliver quality news to their readers.
The journalists challenges apart from writing good articles are to distinguish
fake-news from reliable news and irrelevant news from relevant news. Ways
to ease their consumption of the news are writing automatic summaries and
reducing bottlenecks in their writing tool such as automatically categorize
and tag content.

An issue with natural language is determining if all the available infor-
mation has been extracted by the algorithm. Even the best linguist studying
a sentence may miss discrete information hidden between words. It can thus
be hard to predict exactly what knowledge is present in a paragraph and
even more difficult to know what information to expect without knowing
what the paragraph is about (recall). Therefore, it is essential to identify the
general topic of the text along with the information and context within which
the text exists to narrow the scope to interesting information. A concrete ex-
ample that will be presented in this thesis is meta-data for news articles and
what news companies could do with it once it is extracted. The news media
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2 Introduction

need to produce the right content, and to do that it is essential for them to
know what content is produced and read by their users. Thus a they have a
use-case where the analyst are examining reads versus consumed articles seg-
mented by topics and entities. A structured representation of texts in terms
of meta-data helps, for example, to identify what type of content is produced
and if it is too little or too much in a specific area. The main subject will be the
handling of text data that contain useful insights and knowledge that would
otherwise be lost.

1.1 Background and Problem Motivation

Processing textual data is time consuming as the amount of available data
is increasing at a drastic speed [2]. As society becomes increasingly digital-
ized, more and more text documents (blogs and wikis etc.) are written in this
form. Search engines such as Google or Yahoo is doing a great job in finding
the relevant documents to the users search criteria and preference although
they often rely on meta-data tags manually set on pages. The news-media
business automatically set these tags based on what the journalists manually
set on their articles in the writing tool, those tags consists almost exclusively
of categories while entities and relations are omitted [3, 4]. Additionally the
rapid increase of information causes traditional data processing methods in
news-media offices such as indexing to not cope well with semantic language
for internal use. Therefore, more extensive research is needed to find more
effective ways to help narrow down the documents by the main gist from
the information written in the articles. The effectiveness are optimized by
looking at the average writing time per written article as well as reader en-
gagement. Further more programs used in the media industries such as vir-
tual assistants [5] and data tools such as Spark [6], which are designed for
customer interaction and data analysis, are often not able to extract the gist
of all the information they process when they transform raw information in-
to usable knowledge. For example, Spark [6] is not designed to write text
summaries and Siri [5] cannot adapt to answer using different paraphrases
to make information more understandable for a consumer. If the meta-data
where more available to programs, they would be able to paraphrase and
provide text summaries, topic-tagging content analysis and so on for con-
sumers. It would open up new possibilities especially in the news-media
business for advanced robot-human interaction, help people to understand
the meaning of a difficult-to-interpret text outside of their domain of knowl-
edge and enable the development of more innovative products in the digital
society. The main goal of this thesis is to take one step closer to this reality
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Figure 1.1: An overview of the connection between the published Paper I, Paper II,
Paper III and Paper IV and the goals to which each contributes.

by converting unstructured data format (text) into a structure that other ser-
vices can use for their specific needs. The purpose of the structure is to apply
the knowledge to practical cases, such as paraphrasing, text summaries, topic
tagging, content analysis, personalized content, information finding and en-
tity definition problems.

1.2 Overall Aim

The aim of this work is to find an effective way to extract meta-data from text
data so they can be used by other services. The intermediate system created
will assist and improve services that require structured input, for example
to make sense of produced content through analysis or extracting the main
ideas of a large document with a content summary. The output structure
will consist of information retrieved from written text inputs represented in
a way that is machine readable. This research investigates the possibilities of
productifying machine learning models within the area of natural language
processing and text classification and evaluate how well they scale in terms
of time complexity.
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1.3 Concrete and Verifiable Goals

The overall aim of this thesis is broken down into three concrete and verifi-
able goals that are listed below, followed by a more detailed description.

1. Create a multi-language categorization algorithm to sort texts into pre-
defined topics

2. Develop a system for machine learning scalability in production envi-
ronments

3. Automate the retrieval of information from multiple languages

Three main goals have been defined in this research. The first is to cre-
ate an overall categorization algorithm that sorts texts into predefined ar-
eas from which they can be more easily processed with domain-specific ter-
minology. The categorization offers especial help for news-media that also
ustilizes search enginges for more readers, thus adding categories as an ad-
ditional term to search on lifts their articles further in the document results.
The second goal is to develop a scalability test to determine how scalable
an algorithm is in terms of response time and memory usage. The goal of
the scalability test is to ensure that the model is able to process thousands
of requests for text prediction a second on a busy day where journalists are
writing new texts and users are consuming the content based on the avail-
able categories that journalists are writing about. The third goal is to use
categorized texts together with an information extraction model to retrieve a
readable representation of the information of the text and enable the creation
of adjustable summaries of content and robot-human interaction applications
such as virtual assistants and virtual realities. This research has resulted in
four published papers that each contributes to the main goals of the thesis.
The contribution of each paper is shown in Figure 1.1 and further explained
in Section 1.5.

1.4 Scope

This research could possibly be used in a more general scenario with arbi-
trary texts as input, although it has been scoped down to focus mainly on
news-media articles within three different languages, English, Swedish and
Chinese, and a general implementation are available for evaluation on other
languages in the future for a PhD thesis. Therefore convenience sampling
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was used to choose the datasets close to a new-media area. The categorization
will be evaluated using news datasets written by journalists; thus it is likely
that some parameter optimizations will be needed for other implementation
areas. The number of categories is fixed since there are only a fixed number of
subjects the journalists are writing about, thus if the model is unable to iden-
tify which category a text belongs to it may be assumed that it is not present
in the training data. The company where the dataset comes from is called
Mittmedia, they mostly produce local news with some regional and world
news as well. The target group is mostly ”Sport” interested people although
17 main categories exists within ”School”, ”Society”, ”Politics”, ”Culture”
and so on as well.

Information extraction from text paragraphs could be seen as a first step
towards creating powerful knowledge graph-embedding algorithms to gen-
erate additional information from what is extracted. First steps involving to
keep a base for analyst at Mittmedia to work on while it also can be used
for text summarization and meta-data terms for search enginges. A literature
study has been conducted in the area of knowledge embedding to further
explore the possibilities of such algorithms and data. Information extrac-
tion has great potential for tasks such as summarizing and paraphrasing text
for specific audiences, analysing connections between texts and constructing
bigger knowledge graphs, but these tasks are saved for future studies as a
follow-up on this thesis in a final PhD thesis. The scalability evaluation was
mainly conducted for auto-categorization since they all are based on neural
networks similar evaluation are omitted for information extraction.

1.5 Contributions

The author’s contributions are presented in four papers, which contribute di-
rectly to the approach taken in this thesis. An overview of how each paper
fits into the mentioned goals is shown in Figure 1.1. An arrow in the figure
indicates that the paper pointed to depends on the results and conclusions of
the paper from which it is pointing. All papers are co-authored with fellow
researchers within the research group. This section will explain the contri-
butions. The author has published two papers on auto-categorization, Paper
I and Paper II; one on model scalability in production environments, Paper
III; and one on information extraction, Paper IV. The co-authors have helped
with their ideas and feedback on both the articles and the novel algorithms.

The research presented in this thesis was mainly conducted by the first
author of all the papers. In each of the papers, different contributors assisted
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throughout the process to complete their parts. A Chinese student at Mid
Sweden University set up a comparison between Swedish and Chinese in the
categorization model and, together with the first author, made sure that the
model was robust when used in multi-language categorization.

1.5.1 To Create an Auto-Categorization Algorithm (Goal 1)

Several contributions have been made to Goal 1 in two separate papers. The
initial research, presented in Paper I, explores the best approach to catego-
rization by evaluating several algorithms to determine which is most accu-
rate for categorizing text in terms of parameter tuning. The best algorithm
was also compared with and without a bag-of-words algorithm to see if that
would improve the results of the text categorization. Goal 1 was the main
focus of this paper, which developed into an initial investigation of how to
build and evaluate an auto-categorization algorithm. Paper II used the find-
ings and conclusions from Paper I to determine if one of the two different ar-
chitectures of Long-Short-Term-Memory algorithm offers significantly better
performance in terms of accuracy than the other. The investigation evaluated
both Swedish and Chinese to find out if these unique languages would have
an impact on the result. Goal 1 was also the main focus here to further un-
derstand language differences and determine the accuracy of putting proper
categories on text documents.

1.5.2 To Develop Machine Learning Systems in Production En-
vironments (Goal 2)

Paper III contributes to Goal 2 by evaluating the time complexity of an auto-
categorization model trained in earlier papers. The idea was to put the model
in a real-life use case production environment. This paper tests its perfor-
mance in such an environment for normal and extreme use cases. The envi-
ronment is set up in such a way that it can be utilized by a product or users
in real time. The system evaluates the scalability of the model in terms of
response, time, memory consumption and computational power. Goal 2 was
the main focus of the paper since it adapts models to consumer use in a pro-
duction context.
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1.5.3 To Automate Information Extraction (Goal 3)

Paper IV has the goal of combining a set of algorithms to enhance the infor-
mation extraction process. The approach of the paper is to compare exist-
ing algorithms, such as OpenIE [7], MinIE [8], and propose a new algorithm
with its own benefits. By analysing the unique information each algorithm
retrieves, how much the other algorithms are missing and the incorrectly ex-
tracted information, the quality and quantity contributions of the proposed
algorithm can be evaluated. The proposed algorithm also contributes to Goal
3 in terms of both retrieving text information and using it in multiple lan-
guages.

1.6 Outline

This thesis is outlined in the following chapters. Chapter 2 includes the back-
ground theory behind the algorithms and information retrieval approach.
Chapter 3 covers the libraries used, the properties and parameters that were
adjusted, and how each algorithm introduced for auto-categorization is used
together to produce the result discussed and presented in Chapter 5. Ad-
ditionally, Chapter 3 focuses on the approach to determining the topic of a
piece of text along with its scalability, solving Goal 1 and Goal 2. Chapter 4 is
about the information extraction process including the method of evaluation,
the libraries used and how each component in the algorithm is combined to
extract the information, solving Goal 3. Chapter 5 highlights the results from
Chapters 3 and 4 and a discussion of the importance of the output. Finally,
Chapter 6 presents the conclusions and future work of this thesis.
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Chapter 2

Theory and Related Work

This chapter presents the background theory and related work for this thesis.
It starts by providing an introduction to word context and common natural
language processing algorithms that converts text into vectors as well as part-
of-speech tagging, dependency parsing, co-reference analysis and named en-
tity recognition that are all used within this research to extract information
into entities and their relations mentioned in the text. Furthermore the the-
ory goes through knowledge graph embeddings and how one can apply ex-
traction of meta-data into practice. Here the process of text classification into
categories are introduced and common algorithms of how to solve these is-
sues in existing work, and explaining importance of having a category or
subject on a text in the media-news articles. Section 2.11 explains the related
work and what parts of that work fails within the branch.

2.1 Defining Word Context

The context in which a word occurs in the text is the base input for all the
different algorithms and models that follow in this thesis. The definition of
the context will have a significant impact on the output. A dictionary defini-
tion of “context” is: “the parts of a piece of writing, speech, etc, that precede
and follow a word or passage and contribute to its full meaning”. The con-
text of a word could be determined by analyzing the words preceding and
following it given enough text documents in which the word is used [9]. One
way of interpreting the context of a word is by defining a vector of the size of
all the properties that define all the contexts that should be considered. For
example, a context for “education” may include properties such as a part-of-

9



10 Theory and Related Work

speech tag, age, location, language, subject, etc. and the values of the word
“student” would be noun, 13 years, Sundsvall, English, Maths, etc. This vec-
tor represents how words are embedded in a text context with different prop-
erties. It would be unfeasible to add all the properties of all the contexts that
could possibly occur, instead natural language processing techniques, such
as n-grams and bag-of-words algorithms, are used to create a fixed length of
property fields for all words in all contexts [9, 10]. The of bag-of-words and
n-grams techniques are mostly based on the words surrounding the word,
creating a vector of a fixed window-sized length. Each word occurring close
to the vector word is considered a property of that word. By excluding stop
words, such as “is”, “it”, “are”, “but”, etc., the properties in the word vector
become more apparent and the model performs better, as show in Paper I.

The purpose of word embedding models are primarily to describe the
context of a word and use it in additional target models in natural language
processing. A secondary purpose of the embeddings is to use them for log-
ical operations to retrieve queried information. The secondary purpose are
mostly used while evaluating how good a set of embeddings are. For exam-
ple a well defined embedding would be expected to make the conclusion that
king −man+ woman = queen by using the embeddings for the words king,
man, woman and queen.

2.2 Structured Text

Given a model that can convert a word in a text into a vector embedding rep-
resenting the context of the word in the text, text can be transformed into nu-
merical values by converting each word into a vector embedding. The list of
embeddings is used to train models for the purpose of categorization, named
entity recognition or other natural language processing tasks. The combina-
tions of words in the text are either concatenated into a giant vector, averaged
into a new vector or used as are in multi-dimensional supported algorithms
such as convolutional neural networks or Long-Short-Term-Memory

If there are no pre-made word embeddings of general texts in a target
language, or the representation of a paragraph is to be extended, there is a
similar method for dealing with entire texts rather than individual words. In
these cases, paragraphs or sentence structures can be put directly into a con-
tinuous bag-of-words algorithm, as described by Mikolov et al., that converts
a paragraph of a fixed length into an embedding. The embeddings of contin-
uous bag-of-words algorithms have similar properties to word embeddings.
For example, it is possible to compute a cosine similarity function for two
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paragraphs to measure how similar they are to each other. The distance met-
ric cosine similarity takes two (paragraph) embeddings as an input, P1 and
P2; see Equation (2.1) [11, 12].

P1 · P2 = ‖P1‖‖P2‖cos(θ)⇒ similarity = cos(θ) =
P1 · P2

‖P1‖‖P2‖
(2.1)

2.2.1 Word to Vectors

One method of converting words in a text into vector embeddings is the con-
tinuous bag-of-words algorithm introduced and improved by Mikolov et al.
[10, 13]. The continuous bag-of-words algorithm is more sophisticated than
counting term and inverse document frequencies and offers opportunities for
new operations to develop the understanding of the context. A continuous
bag-of-words algorithm ignores the order in which words appear [9]. Dur-
ing training, continuous bag-of-words algorithms require several iterations
to converge, and unlike term-frequency and inverse document-frequency al-
gorithms, the word vectors generated do not describe the importance of the
word but rather its correlation with other words occurring in the same text
context. Due to the long training convergence time, some algorithms are used
to optimize performance, as presented by Xin Rong [14]. In a continuous bag-
of-words algorithm, a context is always defined as a fixed set of coexisting
words that occur in the same document as the word being described. The set
of coexisting words is practically the same as a window in term frequency
and inverse document frequency. The context size is defined as d, and all
vectors have that size to make the linear operations work between them. The
objective is to predict a single word given the other words in the context. The
probability P (wo|w1, w2, . . . , wc) where wo is the word vector has to be cal-
culated. The set of word vectors {w1, w2, . . . , wc} represents the words that
occur simultaneously in the same context as wo. [9]

The setup of a continuous bag-of-words algorithm is shown in Figure 2.1,
in which an input layer, projection layer and output layer are present. The
input layer contains the set of word vectors {w1, w2, . . . , wc} to be consid-
ered and exists in the same context as the predicted word in the objective.
The projection layer combines the word vectors into a single vector h by ei-
ther summing or concatenating them. The output layer describes the closest
matching word vector of the given input vectors. [9]

As with most neural networks, during training the bag of words iterates
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Figure 2.1: Continuous bag-of-words algorithm overview. W1, W2, ... Wc are the
set of input words represented as vectors. The projection node combines the word
vectors into a single vector and the output node describes the best matched word
vector of the input vectors from which a common word can be retrieved.

through the training dataset and updates the neurons1 weights of the net-
work. The algorithm operates on the weights of the word vectors and stores
the model state in the vectors. Rong suggests that each word vector is ini-
tially assigned component-wise to zeroes, except for components that hold
the word to predict which will be initialized first. Then the vectors are av-
eraged into a single ”hidden” vector h representing the word for which the
vector will be calculated, which in practice also means that the activation
function is linear. For all iterations, the dot product between a weight vec-
tor denoted by vwi and the i-th input word vector is computed for all input
word vectors. Initially, the weights are assigned to a one-hot encoded vector
with zeroes, except the component representing the considered word, which

1A neural network neuron corresponds to a component value in the word vectors of a
continuous bag-of-words
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is assigned a value of one. Similarly, additional weights v′wj
are created from

the projection layer to the output layer on each component in h. The weights
are later updated; see Equation 2.4. The probability P (wo|w1, w2, . . . , wc) is
defined with a Softmax function as the Equation 2.2 shows. [14]

P (wo|w1, w2, . . . , wc) =
exp(h · v′w)
c∑
j=1

exp(h · v′wj
)

(2.2)

Rong shows that a good way of computing the error is through a log-
normal loss function E, in Equation 2.3, where the goal is to minimize error.
Back-propagation is performed from the output layer to the input layer using
the gradient descent method [15]. For each iteration in the neural model, the
weights v′w are updated according to Equation 2.4. If the error is small that it
means that the new and actual one-hot word vector t more closely describes
the actual word and is thus updated less than if the error is bigger. For each
iteration the trainer of the algorithm has the ability to apply a learning rate
µ. In more simple cases this could be linear, but it could also be variable, for
example based on the size of the error. [14]

E = −log (P (wo|w1, w2, . . . , wc)) (2.3)

v′neww = v′oldw + µ · e · h (2.4)

where e is the change in error; see Equation 2.5. Similarly, the updated
equation can be formulated for the weights vw between the projection and
input layers, as shown in Equation 2.6. [14]

e = y − t
= δE

δ(h·v′w) (2.5)

vneww = voldw + µ · δE
δh

(2.6)

2.2.2 Skip-Gram

The skip-gram algorithm is explained by Mikolov et al. and is practically
the opposite of the continuous bag-of-words algorithm. The output vector
is now the input vector and the input vectors are the prediction vectors, as
shown in Figure 2.2. This implies that initially the hidden layer h equals the
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Figure 2.2: Skip-gram algorithm overview. Wi is the input word represented as a
vector. The projection node splits the word vector into multiple output vectors as the
outputs W1, W2, . . . , Wc.

input vector wi. The weights are defined in the same way for skip-grams as
for the continuous bag-of-words algorithm. The input word vector wi and
projection layer h uses the dot product to apply the weight vector vw. The
weights between the h and the k-th output vector wk are denoted as vwk

. The
Softmax probability function is defined in Equation 2.7 and the following log-
normal loss function is shown in Equation 2.8. [9, 14]

P (wk|wi) =
exp(h · v′wk

)
c∑
j=1

exp(h · vwj )

(2.7)

E = −log

(
c∏

k=1

P (wk|wi)

)
(2.8)
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The updated weights are also derived in the same way as for the continu-
ous bag-of-words algorithm by back-propagation and gradient descent; see
Equation 2.9 for output to projection back-propagation and Equation 2.10 for
projection to input layer propagation. The same error e is used in the skip-
gram algorithm as for the continuous bag-of-words algorithm in Equation 2.5
for each output vector j.

vneww = voldw + µ ·
c∑
j=1

ej (2.9)

vneww = voldw + µ ·
d∑

m=1

c∑
j=1

ejm · wim (2.10)

2.3 Natural Language Processing

Processing texts to analyze hidden patterns for categorization, named entity
recognition, translation, etc. is called Natural Language Processing (NLP). It
is the process by which scientists in the field of machine learning make com-
puters process, analyse and understand natural language. Frequently used
fields for these human-computer interactions are speech recognition, natural
language understanding and natural language generation. Collobert et al.
describe natural language processing as taking a text input, pre-processing it
into something that computers can understand and finding the optimal struc-
ture to represent the desired information [16]. Such instructions include em-
beddings, as previously mentioned, as well as additional information about
the text, e.g. part-of-speech tags, dependency trees and lemmatizations. Ben-
gio et al. take a different approach, discarding some of the current state-of-art
techniques to create a new NLP architecture that can be used with any known
NLP tasks and achieves close to state-of-art results [17]. The architecture has
few requirements for the training data and Bengio evaluates it on word rep-
resentations, part-of-speech tagging and dependency parsing. His approach
is a multitask learning process in which each task helps the others to improve
by using joint training and decoding.

Rie Kubota et al. use a joint risk minimization approach to create em-
beddings and evaluate them with an auto-categorization task [18]. A famous
researcher in the field of representing text paragraphs and word embeddings
named Tomas Mikolov has published a number of papers together with his
team that use an algorithm called Word2Vec [10, 13, 9, 11, 19]. For a long
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time, this research was one of the state-of-the-art embeddings for represent-
ing texts, since then there has been competing research, such as Jeffrey Pen-
nington et al. at Stanford university who presented a Word2vec-inspired al-
gorithm called Glove. Recent research computes the embedding directly into
the final NLP task, rather than having a separate model [20]. Current research
can also involve an algorithm called BERT, which uses the embeddings di-
rectly in a sequence-to-sequence model, although the base BERT model only
trains in general natural language understanding without any particular task
in mind [20, 21]. This base model contains billions of parameters and shows
significant improvements in subsequent algorithms that use the pre-trained
base model. Subsequent models also include further natural language pro-
cessing, such as named entity recognition, classification and offensive lan-
guage detection [22, 23, 24]. Other commonly used NLP tasks that enhance
the meta-information on text, similar to word embeddings, are part-of-speech
recognition, dependency parsing and co-reference word linking. These mod-
els are explained further below.

2.3.1 Part-of-Speech Recognition

Part of speech comes from the natural language structure and defines the
kind of words that are used in a sentence. Each sentence consists of a set
of these word types; some have to be present in every sentence and others
are optional to give the sentence more context or definitions. There are 9
main word types: nouns, pronouns, verbs, adjectives, adverbs, prepositions,
conjunctions, interjections and articles [16]. In machine learning, the part of
speech of each word provides additional information from which a natural
language processing algorithm can draw further conclusions. For machine
learning, a part-of-speech tagger algorithm can be defined to contribute this
information and is often used alongside a dependency parser [25]. Today,
part-of-speech taggers are developed per language, though some are trained
and evaluated for a couple of languages, such as the SyntaxNet and Stan-
fordNLP taggers [26, 19]. Versions of these taggers have been released over
time to maintain state-of-the-art performance, and as of now the latest re-
search is by Alberti et al. [27, 28]. Even if a language is not officially sup-
ported by any of the popular algorithms, they support additional training
on other languages that have datasets with part-of-speech tags, such as the
Swedish dataset treebank by Nilson et al. [29].
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Figure 2.3: A part-of-speech example sentence parsed by SyntaxNet. The +– char-
acters indicate a child path, followed by the word, part-of-speech tag and the relation
to the parent word.

2.3.2 Dependency Parsing

A sentence dependency tree is used to provide a representation of a sentence
and its fundamental parts. A typical sentence should include a root element
(usually a verb), subject and object; a dependency tree shows the relations
between all the words in the sentence and describes the interdependencies
between them. Additionally, a sentence could include adjectives and/or ad-
verbs, which describe the nouns and verbs respectively. These additional
types of words are dependent on the noun or verb to which they refer. Each
word in the sentence will have at least one dependent word, except the root
word, but could have several words that depend on it (e.g. a one-to-many
relation).

In practice, there are natural language processing models that parse the
dependency tree of a given sentence and extract the word relations and sen-
tence structure. The dependency parsing task depends on the part-of-speech
tags on the words, which have an impact of how the dependencies are parsed.
Different implementations may define the relations between words in differ-
ent ways, although there are some standards that are commonly used, like
the conll and conllu format used by the StanfordNLP and MaltParse algo-
rithms [30, 31, 25]. An example of what a dependency tree looks like together
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with the part-of-speech tags is shown in Figure 2.3.

2.3.3 Named Entity Recognition

NNamed entities are well-known objects that can be classified into differ-
ent types. The easiest example is the entity type Person, to which all human
names belong. Other common named entities are Organization, Time and Lo-
cation. The named entity Location could include countries, cities or even con-
tinents, such as Sweden, Stockholm and Europe respectively. The entity types
all depend on their intended purpose. The goal of natural language process-
ing is to automatically recognize these named entities in paragraphs with a
model that considers both the context in which they exist and the word(s)
themselves. A named entity can span multiple words and have a meaning in
certain contexts but no named entity in others. Named entity recognition is
useful to find out what the text is about without skimming through it manu-
ally. As for dependency parsing and other natural language processing tasks,
named entities could be used as meta-data in pursuit of a bigger goal, for ex-
ample creating text summaries and other information extraction tasks.

Named entity recognition models are common for popular languages. For
less popular languages it may be necessary to train and evaluate a new model
on some dataset in that particular language. Finkel et al. released a model
used in the StanfordNLP project [32]], and Devlin et al. used a BERT base
model and trained a named entity recognition extension with a bidirectional
transformer [20]. Both StanfordNLP and BERT support the basic entity types
Person, Organization, Time and Location. BERT can also identify Events
and Objects with slight lower accuracy [33].

2.3.4 Co-referenced Words

Co-referenced words like “it”, “he”, “she”, “they” and “them” refer to pre-
viously mentioned subjects or objects in the same context. An example of
a co-referenced word in the sentence “John Doe went out for a break, he
drank a cup of coffee” is “he”, which refers to “John Doe”. For some sen-
tences there may be no co-referenced words, while others contain only these
kinds of words. In some cases, a co-referenced word does not correspond to
an actual referenced word due to a lack of context and is left inconclusive.
The main reason to use this kind of information is to add more meaning to
subjects and objects and what they actually refer to. An example use case is
when extracting information into a knowledge graph in which it is desirable
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for the entities to include the actual co-referenced words instead of the co-
referenced word. It would not make much sense in such a knowledge graph
to include such a co-referenced word, and by using a coreference model that
predicts the co-referenced words, noisy and misleading information could be
removed. In natural language processing, reinforcement learning or heuristic
loss functions are commonly used to detect co-referenced words [34].

2.4 Information Extraction

As society produces more and more written information, text documents
may contain more information than people have time to read. Extraction can
be used to establish the gist of a document and organize it more compactly.
This way information could be clustered together according to what is being
looked for. If the input is a text document, the output is a list of data points
of which one is called a triple. The triple consists of a subject, object and the
relation between them, as found in the text. The main issues with current
information extraction algorithms are the fuzzy datasets that exist, which are
built upon, for example, wikidata algorithms that analyse Wikipedia pages
or html tagging systems. Many correct triples can be found in these datasets,
but since the triples are incomplete there are more to be found. Some state-of-
the-art algorithms for information extraction are OpenIE and MinIE, which
both use these kinds of datasets with more or less supervision during the
training process [35, 36, 8]. MinIE is mostly based on another information ex-
traction algorithm called ClauseIE [37]. Multilingual information extraction
has been conducted by Claro et al. [7] using a supervised training approach
similar to OpenIE. Alisa Zhila has made a comparison of open information
extraction for the English and Spanish languages [38].

2.5 Knowledge Graph

The function of a knowledge graph is to store information in terms of entities
and relations between them forming a graph. The graph could be directional
or bidirectional, although most relations in text are directional and therefore
this would be preferable when combining it with an information extraction
algorithm. The definition of an entity can vary between systems, depend-
ing on how strict the use case is, although names of people, organizations,
locations and other concrete objects transferable to reality are commonly in-
cluded. As the entities increase, more and more of the relations between
them are missed due to the limited information that can be retrieved from
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text paragraphs and other data sources [39]. Therefore, it is common to intro-
duce link predictions for knowledge graphs where one can give two entities
or one entity and one relation and the model will predict the third missing
element(s). The existing relations and entities in the knowledge graph can be
used when training such a link prediction model. The entities and relations
are translated into embedding vectors, by either randomly assigning values
between zero and one or using existing word vectors trained in continuous
bag-of-words algorithms. When starting to train a knowledge graph model,
the only important thing to keep in mind for the values in the embedding is
that there should be a one-to-one mapping between an embedding and an
entity or relation.

OpenKE is an open source toolkit that provides methods and models to
reduce a knowledge graph into a continuous low-dimensional space [40]. It
incorporates common algorithms from which a new model can be trained to
predict missing relations or a pre-trained model can be used as is. Among
other supported features it includes the TransE, TransR and ConvE algo-
rithms, which are commonly used within the field. For example, Lin et al.
have implemented a TransE algorithm that predicts relation paths in a knowl-
edge graph. Lin has also researched a TransR algorithm for knowledge graph
relation completion [41, 42].

2.6 Classification

Classification algorithms are mainly used to predict a set of classes given a
certain data point input. This is a common area of machine learning in which
complex or big data point inputs can be provided and the class to which they
are most likely to belong derived. Within this research, classification is used
for topic/category predictions for which the goal is to determine the subject
of a text given a set of these categories. Categorization and classification are
examples of supervised machine learning, meaning that the learning process
requires a big dataset with labelled data points to complete. The number of
output categories and the input vocabulary in classification are finite.

Liu et al [43] propose a method of using a Long-Short-Term-Memory algo-
rithm in their research for predicting binary answers to questions, e.g. yes or
no, true or false. Liu tweaks the Long-Short-Term-Memory algorithm with
a multi-timescale parameter to prolong the long-term memory of the lay-
ers, thus omitting less important information in larger datasets. Other re-
searchers, like Qi et al., came up with an idea to reduce the core meaning of
the context to decrease misunderstanding and interpretability and thus offer
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a more defined context for categorization predictions [44]. The biggest dis-
advantage of this approach is that there are limited data to train such mod-
els on. Auto-categorization research has also been conducted by Facebook,
which announced its own categorization algorithm called fasttext [19]. Fast-
text shows good performance in terms of speed and accuracy. A trained fast-
text model can process millions of documents in seconds due to its structure.
Compared with algorithms like Gensim, which use the same dataset doc-
uments, the algorithm has a n-gram implementation approach that mainly
introduces good results to the syntactical parts of a text but weakens the se-
mantic parts, and thereby makes it faster to process each document. The fast-
text algorithm therefore uses less computational power and performs well
on syntactic text problems [45]. If there is a good categorization model in
one language, a simplistic approach to multi-linguistic categorization is to
translate the language into that of the model, thus providing a model for
all languages for which there is a translation model [46, 47]. However, the
translation step does introduce additional errors and misinterpretations of
the original text. Having a dedicated model for each language would ben-
efit news-media since translation models introduce unnecessary complexity
also there are not very many langauges one need to support, thus training a
few extra models for those languages are a lower threshold to manage in the
business.

2.7 Long-Short-Term-Memory Network

A Long-Short-Term-Memory network is a recurrent neural network [10], mean-
ing that some information, e.g. memory, is passed from one layer to the
next, thus preserving some important information along the neurons. What is
unique about a Long-Short-Term-Memory is that it has adjustable parameters
for how much information is passed through and thus more easily avoids the
vanishing gradient problem at which a value diverges to infinity or converges
to zero. Andrej Karpathy summarizes different types of networks that can
utilize Long-Short-Term-Memory network architecture with different map-
pings [48]. One-to-one mapping is the original and perhaps most common
algorithm in which an input sequence is mapped per element to the output
sequence. In one-to-many mapping networks, one element in the input se-
quence is mapped to several recurrent neurons connected to several outputs.
This type of mapping is used in, for example, image prediction, with one im-
age as the input and a sentence explanation of the image. In many-to-one
mapping networks, several inputs are mapped to one output. This mapping
can be used for, for example, text categorization. With many-to-many map-
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Figure 2.4: A recurrent neural network cell. The cell to the left are the general
notation of the hidden layer in an RNN model. The right unfolded version is the
representative of the RNN with a short-term length of t. The x(i) is the input or
values from the previous layer; h(i) is the output or values sent to the next layer in
the network.

ping, Karpathy explains that there are two different mappings, one in which
the input sequence is the same size as the output sequence (N-N) and the
other in which the input and output sequences are different (N-M). N-N map-
ping, for example, can be used to predict video sequences over time, while
N-M mapping can be used for translation. [48]

Apart from the normal weight that is sent to the next layer, as with any
neuron, Long-Short-Term-Memory neurons also have two memory cells that
are sent to the next neuron on the same layer, represented as one line in Figure
2.4. The memory cells are computed in three sigmoid functions. The first
sigmoid function is applied to the input value of the memory cell, the second
to the activation function (usually tanh) and the third to one of the output
memory values. [49, 50]

2.8 Convolutional Neural Network

Convolutional neural networks are usually used in image processing due to
their matrix-structured input layer. An example of this is the article ‘Imagenet
deep learning classification’, published by Krizhevsky et al., in which the au-
thors try to classify images into different categories [51]. There are variations
of the convolutional layers in the network, for example research about adapt-
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ing the size of the layer to fit into mobile devices was conducted by Zhang,
Xiangyu et al wher they simplified the computational heavy operations and
heavily reduced the normal complexity [52]. Convolutional neural networks
are a general type of network, but within image and text processing, two
dimensions are most commonly used [45, 53].

Convolutional networks in text processing are the main focus in this the-
sis. Let xi ∈ <d represent the d-dimensional vector embedding for the i − th
word in the input text. ||x|| is the number of words to be included in the clas-
sification model. If there are fewer words than the model can accept, the rest
of the vectors are appended with zeroes. The x1, x2, ...xn vector embeddings
are concatenated into a matrix fed into the network. The structure of the con-
volutional layers are basic feed-forward neural layers stacked in sequence on
top of each other. This sequence allows the layer to identify hierarchies in the
data more easily. An element in the sequence is sometimes referred to as a
kernel. The purpose of kernels in the convolutional layer is to identify small
subparts of the entire input data. In image processing this could be edges
and lines, while in text it could be coherent properties of words. Adding
more layers essentially means making the network notice finer details like,
head, hears, hair strands and so on. [54]

2.9 Evaluation Metrics

An algorithm and module should provide some evaluation metrics to deter-
mine performance with respect to the data provided. The metric value not
only depends on how well the algorithm works but also on how noisy the
dataset is. Simulated data, for which noise can be controlled, are therefore
preferred in some cases. In text analysis, it is common for there to be labelled
data that are not possible to simulate, thus available datasets are manually
created and used instead.

For prediction algorithms, it is good to compute the probability of how
often the data are expected to correctly predict the label. Accuracy is com-
monly given using the number of correct predictionsXtp (true positives), and
the total number of predictions Xtotal and can be computed using Equation
2.11. Accuracy can be considered a compromise between precision and recall,
and thus a model can also be evaluated based on these metrics individually.
Precision and recall are computed as shown in Equation 2.12 and Equation
2.13 respectively, where Xfp is false positives and Xfn is false negatives. For
multi-labelled classification and information retrieval, the Fn-score metric is
popularly used instead, which is the harmonic mean between precision and
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recall [55]. n ∈ <, 0 < n in Fn describes the factor of influence of precision on
the score; when n = 1 precision and recall have the same influence over the
score. The Fn score is computed as shown in Equation 2.14.

accuracy =
Xtp

Xtotal
(2.11)

precision =
Xtp

Xfp
(2.12)

recall =
Xtp

Xfn
(2.13)

Fn = (1 + n2)
precision · recall

n2 · precision+ recall
(2.14)

2.10 AWS SageMaker

AWS SageMaker is a tool that allows machine learning engineers to pub-
lish and make their algorithms and models production ready and scalable
[56, 57]. The service is container based and allows for the building of a docker
instance to the needs of the model that expects inputs from certain folders or
through HTTP via an open port. Depending on how frequently the model
will be used and the length of time it takes to process each prediction re-
quest, there is a list of optimized container instance types, as AWS lists, to
choose from [58, 59, 56]. As well as a convenient setup process, SageMaker
provides a framework to programmatic create an instance from templates al-
ready created by others or a complete new one.

2.11 Related work

Currently there are no optimal way of dealing with several languages. Most
solutions within auto-categorization and information extraction are focused
on English language thus one could use these when writing articles in En-
glish, although when Swedish is the main language there are several chal-
lenges that needs to be explored with existing algorithms.A reaserch made
by Alisa et. al is exploring this in Spanish [38] while this thesis will do sim-
ilar evaluations in Swedish. For information extraction MinIE and OpenIE
works well for English and some weak support for other langauges is shown
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where the extracted triples are either any or few combinations of entity pairs
and relation in a sentence which isn’t suited for the news-media meta-data
case explained in Chapter 1.
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Chapter 3

Separating Text Into Different
Categories

As digitalization increases, more text documents, blogs and wikis are cre-
ated in this form [2]. One way of converting unstructured documents into
a knowledge graph that can be used in other applications is shown in Fig-
ure 3.1. The conversion contains methods for processing unstructured data
in document form, such as categories, as well as sentence-level processing,
such as information extraction. Each method feeds into the others and im-
proves the overall output, which can be used, for example, to build machine
learning tools like text paraphrasing, summaries, knowledge image represen-
tation, topic tagging, information importance ranking and finding.

Figure 3.1: An overview of information processing consisting of the following compo-
nents: Auto-Categorization/Topic Labelling, Information Extraction and Knowledge
Graph Embedding.
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3.1 Auto-Categorization

Categorization is a way of grouping documents into categories. It is com-
monly used as a first step in searching for specific information. If football is
of interest, it would be easier to find information in the football group than in
the politics group (even though football content may exists there too but less
likely to be found). The dataset that will be used has 17 categories. Some-
times the category is enough and further details of what the document is
about are irrelevant, and sometimes something specific is being searched for
that requires a narrower category. A search for a narrower topic in hierarchi-
cal categorization will provide more information about that area. Similarly
to the most common use case for categories, this is used in machine learn-
ing algorithms for natural language processing to reduce the vocabulary in a
certain field of study. For example, the word “bug” has different meanings
depending on whether the field is programming or biology. When summa-
rizing a sentence, it is good to keep these fields apart so that, for example,
the result is not “try to lure bugs into a trap” when it should be “bug fixed in
a program”. The importance of categorization lies in the separation of doc-
uments and avoiding unnecessary confusion. This thesis highlights some of
the choices that are preferable when designing an auto-categorization algo-
rithm.

Previous research and knowledge on auto-categorization show that sim-
ple machine learning algorithms are insufficient to ensure consistent accu-
racy [60] for news article datasets. The most promising algorithm in [60]
was a multi-layer perceptron. The auto-categorization in this research has
been investigated by two papers with respect to Goal 1, as shown in Fig-
ure 1.1. Paper I constructs a text classifier that utilizes the document em-
bedding algorithm Continuous Bag-of-Words (CBOW) in combination with
a Long-ShortTerm-Memory (LSTM) neural network to categorize text into 17
predetermined categories. The hyperparameters of each algorithm are tuned
and evaluated on a newspaper dataset. Paper II builds upon the research
in Paper I and cross-compares two different neural network algorithms with
two different languages. If one algorithm could perform better in both lan-
guages, it was chosen for multi-language categorization. Figure 3.2 shows
an overview of the architecture for the two papers. The inner frame corre-
sponds to the research conducted in Paper I. The rest was conducted in Paper
II, providing a complete evaluation of the two different languages. Both the
Long-Short-Term-Memory and convolution neural network produce a list of
category probabilities for the content of the input document. When a convo-
lution neural network is added, the model size is increased. Table 3.1 shows
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Figure 3.2: The main algorithm for document categorization. The frames isolate
different parts included in certain papers from this thesis.

Table 3.1: Neural network layer parameter details
Layer Parameters
Sequential
Bidirectional layer
Long-Short-Term-Memory Size: 50, dropout: 0.5
Convolutional1D layer Size: 64x7, activation: Relu
Max pooling layer Pool Size: 4
Dropout layer Amount: 0.2
Flatten layer
Dense layer Size: 17, activation: Softmax

details of each layer and its parameters.

The libraries used for Paper I and Paper II are shown in Table 3.2.

For the Paper I and Paper II the libraries used are shown in Table 3.2.
Everything in the project was written in the Python script language with
support for GPU processing. The pip library Sklearn was used for splitting
datasets into train, test and validation data, as well as optimizing the hyper-
parameters with a grid search algorithm. Gensim is an external library built
for Python that was long a state-of-the-art algorithm converting words into
their respective word context vectors. By training many documents in a lan-
guage (and possibly field/category), good definitions of well-known words
can be retrieved. The Gensim algorithm was used for the purpose of convert-
ing words into numbers that were used throughout the auto-categorization
algorithm. Keras is a library made for simplifying a TensorTlow or Torch
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Table 3.2: Libraries used by Paper I and Paper II
Library Description
Sklearn For algorithms and data test/validation splitting
Gensim Continuous Bag-of-Words algorithm used to train word

vectors
Keras For custom Long-Short-Term-Memory and

Convolution neural networks
Matplotlib For plotting evaluation metrics in graphs

back-end for building efficient neural networks. This research used Keras to
construct and train on Long-Short-Term-Memroy networks and Convolution
Neural Networks. The library has functionalities for setting loss functions,
training optimization and metric monitoring, which were utilized in this pro-
cess. Matplotlib was used throughout this research to plot other evaluation
metrics such as accuracy and F1 score.

3.2 A Real Time Scenario

When using auto-categorization or any other natural language processing al-
gorithm in a use case for thousands of people, the scalability and performance
of the model itself, as well as where to run it, need to be considered. The auto-
categorization can provide the categorical information, but it is up to the use
case to determine how it is applied in production [58]. There are established
tools for deploying and maintaining web services, and a few even support
machine learning models that can contribute to Goal 2. The research in Paper
III highlights some metrics for the AWS platform SageMaker. The metrics in-
clude measurements of how much time the model takes per prediction, the
threshold for the number of categories that should be chosen and how many
users a service with the trained auto-categorization model can handle per
computation instance. Once these are established, the auto-categorization
can be utilized to provide value. Figure 3.3 shows the architecture of the
SageMaker implementation. Paper I and Paper II are both compatible with
SageMaker, and thus both Swedish and Chinese documents could be used
[58]. The first case block relies on a threshold parameter that is calculated
based on the average confidence of each category. If the category confidence
exceeds this threshold the category will be presented in the list of categories
that the document is about. The second case block was later added to support
flexible models to update and adapt incorrect classifications. If a category is
provided in the document request to the service and it is not the same as those
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Figure 3.3: Modular combination of algorithms in Paper I and Paper II. The weights
of each model are updated if the prediction is incorrect, thus improving, as it is used
in the CMS system.

that were predicted, a copy of the production model will update the weights
in accordance with the new information. Once the copy model is evaluated
and performs better than the production model, the production model can
easily be updated with a click of a button to the improved model and the
model version increased.

Regarding libraries for the production environment, there is not much
to add compared with Paper I and Paper II. The deploy script that pushes
changes in the algorithm to production depends on SageMaker, as shown in
Table 3.3. The Pytest library is also executed in the deploy script to apply unit
tests and end-to-end tests. Matplotlib was used to create additional evalua-
tion graphs for the paper. For the service itself, an http flask application was
set up with a basic endpoint to which requests could be sent to receive cat-
egories for a given text. If a category is posted to this endpoint and is not
the same as predicted, a copy of the production model is updated with the
incorrect prediction. Nginx was also configured on top of flask to be able to
delegate traffic and scale the application further in a network cluster.

3.2.1 Hardware

All the specific hardware used for evaluation was set up in the cloud. An
AWS Graviton Processor with two 64-bit Arm cores was used to evaluate
performance and scalability. The processor was capped at a 2.3 GHz clock fre-
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Table 3.3: Libraries used by Paper III
Library Description
SageMaker For deploying auto-categorization models in scalable

AWS instances
Pytest A test framework to write unit and integration tests
Flask Web server that provides the model for different use

cases and generates feedback on predictions
Nginx Scales the web server to a wider range of ser-

vices/users
Sklearn For algorithms and data test/validation splitting
Gensim Continuous Bag-of-Words algorithm used to train

word vectors
Keras For custom Long-Short-Term-Memory and Convolu-

tion neural network
Matplotlib For plotting evaluation metrics on graphs

quency, the memory was 16 GB and high network speeds were according to
AWS specifications [58]. The computer used corresponded to “ml.m4.xlarge”
in the Amazon Instance specifications [58].

3.3 Evaluating the Auto-Categorization Algorithm

Paper I and Paper II evaluate the proposed categorization algorithms by com-
puting the F1 score and accuracy, and testing how well they differentiate be-
tween each pair of categories to validate not only the algorithms themselves
but also the news-dataset categorization consistency with a sign-test. For
each metric (e.g. f1-score, accuracy and sign-test) a standard deviation is
computed to provide a confidence interval for the degree of improvement.
Paper I compares four different algorithms after their hyperparameters have
been optimized using the training dataset. Paper II evaluates the proposed
algorithm by comparing it with the best algorithm from Paper I using two dif-
ferent languages in the process. The best algorithm in Paper II is evaluated
with respect to time complexity and how well it performs in a production en-
vironment in Paper III. The metrics used for time measurement are response
time while tweaking the network size, document length and number of con-
current prediction requests.



Chapter 4

Extracting Different Types of
Text Information

It is important to know the overall topic of a text before analysing it fur-
ther, although once the topic is established deeper study can reveal further
themes on which the text touches. Looking at identifying entities, such as
locations, names and organizations, is interesting since it provides more in-
formation about elements of the text. For example, if a text mentions Barak
Obama there are certain expectations of it, while if it mentions Zlatan Ibrahi-
movic there are others, even though the main topic could be politics. Other
types of extracted information could include relations between entities, men-
tions/entity linking and other entity types than those mentioned previously,
such as time, events and so on. For this information to be extracted, it is com-
mon to first extract information about the basic language structure of the text;
so for English, English parts of speech, word dependencies and word classes
would be extracted [61].

After extracting the information, it is common to try to derive additional,
parallels between the facts mentioned in the text, as there might be unstated
information. For example, given the information that John lives at Klarviksvagen
8 and that Ingrid also lives at Klarviksvagen 8, it is safe to assume that John
lives together with Ingrid even though no such information is explicitly ex-
pressed.
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Figure 4.1: Architecture of the information extraction algorithm in Paper IV

4.1 Information Extraction

The information extraction process used in Paper IV is illustrated in Figure
4.1. . It uses a part of speech, dependency parser, co-reference and named en-
tity recognition algorithm to extract information from a piece of text. The
extracted information consists of a list of triples made up of two entities
and a relation binding them together. For example, for the sentence “Billy
drove a yellow car into Stenstans bakery” the extracted triples are going to
be, “Billy”, “drove”, “yellow car”; “Car”, “is”, “yellow”; and “Billy”, “drove
into”, “Stenstans bakery”. Named entity recognition helps the algorithm to
determine that “Stenstans bakery” is an entity as a whole and not a bakery
located in Stenstan, even though that might also be the case in this example.
The part of speech tagger and dependency parser provide enough informa-
tion for the extraction algorithm to identify potential entities and relations,
strengthened by the named entity recognition and co-reference algorithm.
The co-reference algorithm identifies words that are already mentioned in
the text and referenced with “it”, “he”, “she”, “they”, “them”, etc. The infor-
mation extraction algorithm will try to link all the co-referenced words to the
originally mentioned name such that the entities make more sense outside of
the sentence and its context.

Figure 4.1 shows that the information extraction algorithm also supports
two languages and that the models used for named entity recognition, part-
of-speech tagging, dependency parsing and co-referencing are swapped de-
pending on the language being analysed. Since English and Swedish are both
Germanic languages, the same information extraction algorithm is used with-
out modifications. Table 4.1 shows the full list of algorithms used for the re-
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spective natural language processing tasks and languages for the research in
Paper IV. Bert is a steadily growing natural language processing base model
with general understanding of and information about language structure
[20]. It is a sequence-to-sequence neural network model that has been trained
on billions of parameters, and there is not much that can be accomplished
with this model and transfer learning, and most of the branches from the
base have been shown to be, or be close to, state of the art. The named entity
recognition branch is state of the art, and Kungliga Biblioteket in Stockholm
has trained a Swedish [33] version of the model which is used in the research
for Paper IV. SyntaxNet is an algorithm developed by Google and is a state-
of-the-art part of speech and dependency parser [26]. To keep its state-of-the-
art title, the algorithm has been improved over the years [27, 28]. SyntaxNet is
used as the pre-trained model for the English language. The Swedish model
is trained on the Stagger algorithm by Nilsson et al. [62, 63] using the Swedish
dataset Talbanken [29]. Similarly, the dependency parser for the English lan-
guage model uses the SyntaxNet algorithm, and the Swedish language model
uses an algorithm called MaltParser [25]. For a co-reference model, Paper IV
uses the StanfordNLP library for both Swedish and English [64].

Further the libraries that where used are shown in Table 4.2. The first
three libraries enable the use of the respective natural language processing al-
gorithms mentioned in Table 4.1. The open source nature of these algorithms
helped the development of the information extraction process. The TQDM
library was shown to be convenient for processing large, time-consuming
datasets, providing visual feedback on the remaining data to be processed
and an estimated time to be back at the computer. Pyjnius was used to call
StanfordCoreNLP from the Python implementation; since StanfordNLP is
implemented in Java, and everything else is in Python, this library enabled
the possibility of work in Python while invoking the necessary methods and
classes to predict the co-referenced words in the StanfordNLP models. Fi-
nally, the Neo4j library was used to communicate with a neo4j database ser-
vice and visualize extracted information in the form of graphs and queries in
a web interface.

4.2 Evaluating the Information Extraction Algorithm

A new algorithm was proposed for information extraction and evaluated
by comparing the proposed algorithm with state-of-the-art algorithms in the
field. The evaluation of the proposed algorithm was conducted in two steps.
The first step was to quantitatively measure how much of the extracted in-
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Table 4.1: Algorithms used and/or models trained for each language and natural
language processing task.

NLP Task English Swedish
Named Entity Recog-
nition

Bert Named Entity Recogni-
tion model

KB-Bert

Part-of-speech SyntaxNet Stagger
Dependency parser SyntaxNet MaltParser
Co-reference model StanfordNLP StanfordNLP

Table 4.2: Libraries used for Paper IV for information extraction in Python.
Library Description
Transformer The Happyface transformer library offers a conve-

nient workflow for Bert models
SyntaxNet Google’s implementation of part-of-speech and de-

pendency parsing
StanfordCoreNLP StanfordNLP algorithms and models for natural lan-

guage processing tasks
tqdm A progress tracker for tasks, it shows how far a task

has come before being completed in terms of time,
steps and percentage

pyjnius A Python package that contains an interface for call-
ing Java classes and methods

neo4j A graph database to store and visualize extracted in-
formation

formation differed between the state-of-the-art and proposed algorithms by
comparing the intersections and unions of the information extracted. The
amount of unique information collected over time is another relevant met-
ric that can be used to determine if an algorithm can be considered to have
collected all the information within the chosen topic for a specific iteration.
Since it is hard to determine how well the algorithm works without knowing
if the extracted information is correct, a manual evaluation was conducted as
the second step of the evaluation. The manual evaluation measured how ac-
curately each algorithm predicted the information that should have been ex-
tracted and determined the degree to which accuracy could be increased by
combining algorithms and enhancing the certainty of some predictions with
a ensemble (wisdom-of-the-many) approach. Due to a lack of data, there was
no way to determine how much information was missed by the algorithms
collectively. This drawback can be overcome by looking at the amount of cor-
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rectly predicted data that were uniquely found by one algorithm but missed
by the others to provide an indication of the minimum amount of information
missing from the others.
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Chapter 5

Discussion of Important
Results

This chapter goes through the findings for each goal. Following the method-
ology in the previous chapters, the result of the auto-categorization is pre-
sented first followed by the productification goal and finally the information
extraction goal. Although some results are repeated here, no graphics are
reused, and it may thus be more useful to read the entire article for a particu-
lar part of the thesis.

5.1 Organized Text Documents and Category Predic-
tion

The first goal, to create an overall categorization algorithm that organizes
text, is approached in Paper I, in which suitable hyperparameters and algo-
rithms are explored. Multi-layered perceptron, Decision Tree, Random Forest
and Long-Short-Term-Memory are investigated, and the most promising pa-
rameters of each algorithm tuned to fit the dataset without over fitting. The
results show convincingly that the larger Long-Short-Term-Memory network
outperforms the rest of the algorithms, as shown in Figure 5.1. Figure 5.1 also
includes a base line computed in Equation 5.1. It is computed based on the
knowledge of the dataset that there are in average 2.5 categories per article.
Paper II builds on the findings from I, investigating the use of the algorithms
with multiple languages and introducing a convolutional neural layer in the
Long-Short-Term-Memory network. Further research should be done for a
more general case where for example the category count are unknown or one
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Figure 5.1: Scores for each algorithm trying to achieve the first goal of orga-
nizing texts into categories. The abbreviations are as follows: SLSTM (Simple
Long-Short-Term-Memory), BLSTM (Bidirectional Long-Short-Term-Memory), LSTM
(Long-Short-Term-Memory), MLP (Multi-Layer Perceptron), DT (Decision Tree) and
RF (Random Forest). The last column Base Line (BL) refers to how a random clas-
sifier would predict the categories

would have hierarchical categories to classify the content on.

BL =
1

17 · 2.5
≈ 0.024 (5.1)

Hyperparameter evaluation The studied use case in Paper I evaluates the
accuracy, F1 score and confusion matrix of algorithms. The auto-categorization
results show that two of the selected categories are frequently mixed up by
the trained model, which can be explained by their similarity in the use case
– news media articles. Comparing the use of a continuous bag-of-words
algorithm with assigning numeric id values to the vocabulary, the continu-
ous bag-of-words algorithm performed significantly better, recording an F1
score value of 0.71 compared with 0.37. The multi-layered perceptron (0.14 F1
score), Decision Tree (0.05 F1 score) and Random Forest (0.03 F1 score) were
far exceeded by the Long-Short-Term-Memory F1 score of 0.71, although the
multi-layered perceptron showed potential in terms of speed. There is sig-
nificant probability of the algorithms needing to be retrained once more cat-
egories become of interest and of a new approach needing to be established
for hierarchical categorization.
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Bilingual auto-categorization The studied use case in Paper II identifies
grammar for English, Swedish and Chinese, discusses the differences be-
tween them and evaluates different ways of having one algorithm that can
be used by all of the languages with minor (if any) drawbacks. The Long-
Short-Term-Memory algorithm used in Paper I is used as a comparison for
the proposed algorithm, which consists of one convolution neural layer and
a bidirectional Long-Short-Term-Memory layer. As in Paper I, the use case is
focused on news media articles from the respective countries within common
categories. A more thorough investigation has been made into the distin-
guishability of each category pair to determine if one or several are too sim-
ilar to each other and should potentially be merged into a bigger category.
The evaluation consists of a sign test, category distinguishability and algo-
rithm accuracy. The accuracy of the proposed algorithm was 80.66% for the
Swedish dataset and 88.45% for the Chinese dataset, while the comparison
algorithm performed at 59.12% accuracy for the Swedish dataset and 54.47%
for the Chinese dataset. The sign test showed that the proposed algorithm
performs better for both datasets with a level of 95% significance. The cate-
gory distinguishability evaluation reveals that the Chinese dataset has clear
category definitions that do not diverge as much as the Swedish dataset does
in a few categories. The overall distinguishability of the Chinese dataset is
also slightly higher.

5.2 Scalability of Categorization Service

The second goal, to develop a scalability test, is approached in Paper III. It in-
vestigates whether the model is able to process thousands of requests of text
predictions per second on a busy day for the service by analysing the require-
ments for such a service. The service is scoped to a specific use case in which
the model is developed and a benchmark performed under extreme condi-
tions. Existing tools, such as SageMaker, show promising results in other
research, and Paper III shows how this particular use case can be adapted,
deployed and kept alive while constantly being improved over multiple iter-
ations by introducing new text and retraining false predictions.

The studied use case in Paper III is journalists writing news articles 24
hours a day. The service that was developed keeps track of trained model
versions and maintains the most recently accepted model in production while
predicting categories for articles as they are being written in the CMS tool
used by journalists. If a journalist corrects an article category, the false predic-
tion is caught by the service and a copy of the production model is retrained
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Table 5.1: Performance in terms of time of the auto-categorization service when
adding high concurrency, large document size and large vector representation size.

Test type Value Time Standard deviation
Concurrency test 170 7.6 s 0.7 s
Document size test 30 000 0.067 s 0.007 s
Vector representation size 600 2 h 0.2 h

and its parameters updated based on the error. The scalability of the service
depends on time and the amount of load the service can handle concurrently,
and thus Paper III also evaluates these aspects. Table 5.1 shows the resulting
performance of the service under pressure including the standard deviation.

5.3 Information Extraction

The third goal is to use the categorized texts together with an information ex-
traction model to retrieve a readable representation of the information from
a text and enable the creation of adjustable summaries of content and robot-
human interaction applications. Paper IV approaches this goal by proposing
a novel algorithm for extracting the gist of a text and compares it with two
state-of-the-art algorithms. The paper also discusses the pros and cons of
each of the algorithms. A set of texts from the category Movie are used for
the evaluation. Replacing the underlying models such as the part-of-speech
tagger, dependency parser, named entity recognition and co-reference mod-
els (which are broadly available in various languages), Paper IV shows how
the algorithm will work on similarly structured Germanic languages to En-
glish, such as Swedish.

The result is a quantitative evaluation of how much information each al-
gorithm finds and how much this information has in common with the oth-
ers. In total, 10,000 articles were processed. The proposed algorithm pro-
vided neither the most nor the fewest information data points in the evalua-
tion. All three algorithms contribute their own information of what the oth-
ers have missed and, thus, combining all this information will include most
of the available information extracted from the text and a few information
data points the algorithms have commonly extracted.

A subset of the dataset is manually labelled and the accuracy of each al-
gorithm computed. In total there were 100 articles in the sub-dataset and 995
extracted data points. Combining all the data points provided a computed
accuracy of 0.38 and a standard deviation of 0.016, which represents a good
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result. The proposed algorithm achieves an accuracy of 0.378 and standard
deviation of 0.027 for English and an accuracy of 0.41 and standard devia-
tion of 0.028 for Swedish. While there is a lack of data on the accuracy of the
commonly extracted data points, it is reasoned that all three algorithms deliv-
ering the same conclusion is a strong assurance. The accuracy accounting for
the overlap between the two algorithms is evaluated instead as 0.83. Com-
paring all these outputs to a base line random model will show that they all
are significantly better since a ”reasonable smart” random model would pair
each noun with each verb and do all combinations possible in each sentence,
thus the result of such a model would give an almost non-existing accuracy
since the majority of sentences uses adverbs and adjectives to enhance the
meaning of the words.

Further questions arises about information extraction about what data is
not found by any of the algorithms for the English language where there
would be a possibility to combine the three investigated algorithms. Addi-
tional datasets within the news media should be constructed in similar ways
as it is done for the Wikipedia article dataset and evaluate these to see if there
would be any different outcome when there is a difference in how the articles
are written. This could be a main point of investigation for a PhD project.
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Chapter 6

Conclusions

Recent advances in utilizing text as an information source have enabled com-
puters to draw automated conclusions and perform actions within writing
tools for news media companies. The gap in human-robot interaction is re-
duced by every new finding and service created for this purpose. Therefore,
the problem faced in this thesis was enabling more services to utilize struc-
tured forms of text, which was solved by extracting text into meta-data, such
as topics, entities and the relations between them. Meta-data could be stored
in a relational database and queried either directly or via enhanced knowl-
edge graph embedding models that can discover more missing relations.

Auto-categorization by six different algorithms has been evaluated in two
papers, of which one stands out for managing both Swedish and Chinese doc-
uments, namely Bidirectional Long-Short-Term-Memory. It is clear that the
more categories an algorithm needs to predict, the more difficult the predic-
tion task for all algorithms. When evaluating different languages with differ-
ent datasets, it is important to also evaluate the dataset classes. In this thesis,
the categories were investigated with regard to how distinguishable they are
from one another. In the Swedish dataset they were harder to distinguish, es-
pecially for the categories Entertainment and Culture. The most likely reason
is that these categories have much in common in the news industry.

An evaluation of auto-categorization services was conducted, and it was
concluded that it is possible to use a service in AWS SageMaker that auto-
matically categorizes written articles as journalists write them. The response
time with fewer than 170 simultaneous users asking for a category was 7.6
seconds on average. For the Mittmedia organization this concurrency result
is sufficient. Over time, the service is automatically adjusted with up-to-date
definitions of the used categories as journalists manually correct incorrectly
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predicted categories, which reduces maintenance.

The auto-categorization worked well in limiting documents to a single
category for information extraction. The evaluation of the information ex-
traction algorithm showed that existing algorithms are still state of the art
for certain fields, although the proposed algorithm offers the possibility of
analysing texts in multiple languages with less effort while still being able to
compete with the other state-of-the-art algorithms in English. In addition, the
information extraction contributes to a more complete knowledge graph to
use or develop new knowledge embeddings to fill in missing relations found
by the information extraction algorithm. Furthermore the extracted triples
are used to analyze what content is produced at news-media companies and
what content the users are interacting with the most to determine what they
need to produce more of.

The intentions of the published articles and the goals of this thesis are di-
rected towards news media and providing a helping tool for journalists to fo-
cus on writing rather than handling meta-data. In the worst-case scenario, in
which categories are wrongly predicted, articles might show up in unwanted
locations for users and lead to churn (e.g. the customer ending his or her
subscription). If some information from the extraction is incorrect, journal-
ists will have trouble finding support for it and thus not produce content on
it. In the future, when information extraction might be used for automatically
adapting content and writing summaries, the statements on an automatically
written article could potentially be wrong, thus impacting the credibility of
the service, and services that depend on it could suffer critical failures. There-
fore a new approach needs to be researched. As for all sources, responsibility
lays predominantly with consumers to check multiple sources to confirm the
veracity of their content. The strength of this tool is that it could potentially
be used for other information-search purposes than news media. Robots will
be able to organize information and act based on what someone has written,
which could have implications for many people. Examples of good implica-
tions include objectively detecting conflicting statements in a text to evaluate
its transparency and democracy, and examples of bad implications include
the ability to collect material for propaganda to convert followers to a cer-
tain political party. Although there are risks, they are very small due to the
amount of work that would need to be done in addition to this research for
any of the suggested implications to be fulfilled.
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6.1 Future Work

The progress made in this thesis is but the tip of the iceberg in terms of what
could be achieved with information representation of texts. Further inves-
tigations are needed to fully grasp the entire domain. The closest area for
study is hierarchical categorization, in which one text has a main category
and a subcategory. New research should be conducted to investigate how
many sub-levels of categories are possible and how close that is to the ex-
tracted information type of meta-data. For information extraction, the closest
area for further research is adding additional entity relations based on indi-
rect relations. As mentioned previously, indirect relations can be retrieved
when converting entities and relations into knowledge embeddings to pre-
dict the maximum n number of missing entities or relations. Information
extraction should also continue to evaluate missing relations that are present
in a text but not found by an algorithm, rather than only looking at correct vs
incorrect extracted information.

The languages included in this research were Swedish, English and Chi-
nese. Although these offer some variety of syntactic and semantic struc-
tures, more languages should be investigated and a generalized algorithm
that works for these languages developed. Since the model performed so
well on the Chinese language, it would be interesting to see how well it per-
forms for other graphical languages, such as Sami or Japanese. The purpose
of the proposed algorithms in this thesis is to build upon them for specific use
cases. For example, text summarization adds reverb to make the text more
interesting for certain target groups by suggesting other examples. Another
example is content analysis to improve the quality of written text and find
determinant factors for successful word compositions.
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metadata: “Är för krångligt i dag” - I Mittmedia, 2018.

[4] Oskar Nord. Aracua-arkiv - I Mittmedia, 2021.

[5] Simone Natale and Henry Cooke. Browsing with Alexa: Interrogating
the impact of voice assistants as web interfaces. Media, Culture and Soci-
ety, 2020.

[6] Albert Bifet, Silviu Maniu, Jianfeng Qian, Guangjian Tian, Cheng He,
and Wei Fan. StreamDM: Advanced Data Mining in Spark Streaming. In
Proceedings - 15th IEEE International Conference on Data Mining Workshop,
ICDMW 2015, pages 1608–1611. Institute of Electrical and Electronics
Engineers Inc., 1 2016.

[7] Daniela Barreiro Claro, Marlo Souza, Clarissa Castellã Xavier, and Lean-
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[63] Robert Östling. Stagger: an Open-Source Part of Speech Tagger for
Swedish. Northern European Journal of Language Technology, 3:1–18, 9 2013.

[64] Alec Go, Richa Bhayani, and Lei Huang. Twitter sentiment classification
using distant supervision. CS224N Project Report, Stanford, 1(12), 2009.



Biography

Johannes Per Linden was born on 13 April 1993 in Stockholm, Sweden. In
2014 he started developing his own company, GoDesity which was special-
ized in Web-developement and Data-Processing. He received a Master of
Science from Mid Sweden University, Sweden, in June 2012. Straight after
his master’s thesis, Linden started as a PhD student at Mid Sweden Univer-
sity in the SMART research project, in which he focused on machine learning
on Big Data.

55


