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Abstract—Networking solutions for the Internet of Things are
typically designed for applications that require low data rates and
feature rare transmission events. The initial assumption leads to a
system design towards minimal data transfers and packet sizes.
However, this can become a challenge, if applications require
different traffic patterns or cooperative interaction between
devices. Applications requiring a high sampling rate to capture
the desired phenomenon produce larger amounts of data that
need to be transported. In this paper, we present a study
highlighting some of the challenging aspects for such applications
and how the choice of communication technology can limit both
application behavior and network structure.

Index Terms—Internet of Things; High Sampling Rate Appli-
cations; Performance Evaluation.

I. INTRODUCTION

Traditional assumptions on the communication in the Inter-
net of Things (IoT) feature a large amount of devices con-
nected each requiring low data rates and infrequent messages.
With this assumption as a base several new communication
technologies such as LoRa or NB-IoT amongst others were
introduced and developed. The goals are always to support
many devices and ensure long devices lifetimes. Duty cycles
with long sleep phases and low rates with few bit or byte per
day and device shall guarantee this.

However, these assumptions result in two consequences that
might limit the application spectrum and have an impact on
possible deployments. The requirement to send only a few
byte per day and sleep otherwise fits to leaf nodes equipped
with sensors that provide corresponding sensor characteristics
or apply in-node processing to reduce the data amount for
communication. Sensor characteristics here imply that only
few values are measured and communicated matching the
communication technologies limits. This applies to temper-
ature sensors but becomes more difficult in case of other
applications that involve high rate sampling or data-intensive
sensors such as cameras. For these applications, the ”few byte
per day” can only be achieved, if processing is done locally
at the cost of spending energy for the processing instead [1].

If distributed processing or sensing are required by the
application scenario, the focus of few packets per node
becomes more challenging and possibly unable to achieve.
The same is true, if the network structure requires multi-hop
communication and possibly data aggregation or fusion within
nodes. In these cases, nodes transport typically higher amounts

of data, either as relayed small packets or exploiting the
available packet sizes by combining data into bigger packets.
Besides that, nodes communicate more often if larger amounts
of data are to be transported, altering their activity profile
and thus their energy consumption. For these nodes, minimal
packet sizes might not be the best way of handling the traffic
and other more traditional technologies might provide a better
communication service. However, even if these technologies
were not designed for applications there are several requests
to still apply them.

In this paper, we present a study for an vibration monitoring
sensor application as an example with high rate requirements.
After a brief review on the impact of packet sizes in general,
we theoretically review the interaction between packet sizes
and sampling rates as well as the impact of traffic from neigh-
boring nodes. Besides that, we also perform measurements
to further analyze the impact of stack implementation and
overhead required to transfer the required data.

II. RELATED WORK

The impact of variable loads on battery-powered IoT nodes
is studied in [2], where the authors introduce schemes with
variable packet sizes in order to prolong the network lifetime.
They effectively show that a data reduction of a few bit can
have a significant impact of the node lifetime and suggest to
develop custom protocols to avoid the overhead introduced
by standardized communication. While this can be an option
for isolated networks or networks with translating gateways, it
is not an option in heterogeneous environments where nodes
might be replaced/added during the system life-cycle. In that
case, standardized protocols with a unified communication
interface are preferred [3]. How severe the impact of small
packets in such a case is, remains however open.

In [4], the authors present a survey on the requirements for
real-time analytics of data gathered by IoT devices in order
to develop further knowledge on the observed process. Such a
processing step can also be integrated into adaptive systems to
control the system characteristics based on patterns observed
at real-time. However, the authors state that the requirements
for a network supporting such analytics are currently not
considered by most networking oriented research. This fits
to the observation that especially the data flows required for



in-network processing are not supported by some recent IoT
communication technologies.

Another crucial role in the effectiveness is the overhead that
gets introduced when actually running applications on top of
a chosen technology. In order to ensure the interoperability
of node, IP-based communication is applied [5] with two
additional protocol layers on top of IP and various adaptation
layers to enable IP-over-X communication [3]. The stack
configuration can have a significant impact on the amount
of transmitted data [6]. This does not only include header
information of higher layers that reduce the available payload
but also robustness mechanisms that require more frequent
transmissions in case of errors.

In this paper, we will provide further insights on the effect
data folw as well as unusual traffic patterns on an IP-based
IoT network. The work therefore extends the existing work
by adding a comparison with real-world measurements and a
discussion on potential limitations to the application use case.

III. THEORETICAL ANALYSIS OF DATA FLOW OPTIONS

The actual data flow within the network has an impact on
how often nodes have to communicate. Figure 1 compares
three simple scenarios that represent the general options and
can be combined for further more complex scenarios.

GW

SN

(a) Star

GW

SN

(b) Relay

GW

SN

(c) Cooperative

Fig. 1. Comparison of data flow for different scenarios

We consider a the following base scenarios:
Star (cf. Figure 1a) where all sensor nodes (SN) directly

communicate with a gateway (GW). The data flow in this
case is mainly in a singe direction towards that gateway,
even if control messages might be required in opposite
directions. All nodes handle their own traffic in this case
and only have to coordinate the access to the shared
medium among neighboring nodes.

Relay (cf. Figure 1b) where the sensor nodes communicate
either directly with the gateway if they are within range
or use neighboring nodes as relay towards it instead. The
direction of the data flow remains towards the gateway but
data aggregation or fusion can be possible at intermediate
relay nodes. In this scenario, the relay nodes have to
handle their own traffic as well as that of their neighbors
and potentially spend more effort with processing the
received data.

Cooperative (cf. Figure 1c) where all sensor nodes (SN)
communicate with their neighbors in order to perform a
distributed task. In contrast to the previous cases, the co-
operative processing requires that the neighbors exchange

data in both directions and only communicate the result
to the gateway. From a data flow perspective this is the
most complex scheme that requires coordination between
the nodes on application level.

Based on a distributed vibration monitoring system as
example application, we first have a look at the expected
data amount per sensor node and then analytically review
what happens in each of the above scenarios. As example
sensor we use the MPU 9250 a 9-degree-of-freedom motion
tracking chip that features an accelerometer, a gyroscope and
a magnetometer. For vibration monitoring, the acceleration
measurements are relevant. These values are provided as a
16 bit sample value for each of the three axes, resulting in
a raw data amount of 48 bit per sample. Possible sampling
frequencies range from 0.25–1000 Hz depending on the con-
figuration settings. It should be noted that this configuration
is based on division and thus the resulting sample rate is not
arbitrarily tunable.

Based on the sensor-specific values, we calculated the
required data rate for a single sensor node. Figure 2 shows the
corresponding results and an additional aggregation step. This
figure shows that a single sensor with maximum sample rate
is able to utilize the complete theoretical available data rate
of 802.15.4 (dashed line), if each sample is send individually.
The reason is the high overhead of 48 Byte for the IPv6 and
UDP headers in comparison to the relatively small amount
of 6 Byte per sample. Using this simple and straight forward
approach is therefore possible but not efficient, if the system
consists of more than one node.
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Fig. 2. Impact of data buffering

If we instead buffer the samples in order to aggregate them
into as few as possible IPv6 packets per second, the result is
much better. To evaluate this, we calculated the resulting data
amount for all sample rates that result in more than one sample
per second and thus at least one packet. As we assume that
at least one packet per second is send, there is some overhead
for lower sampling rates, while for high sampling rates the
overhead gets significantly smaller almost reaching the data
rate requirement of the raw data.

Whether such a buffering scheme is tolerable depends
however on the application scenario at hand. One packet per



second might be to slow in case of real-time analysis but can
be ok if a long time monitoring is to be performed and the
analysis of the data takes place at a later point in time. If time
of delivery is not crucial other aggregation schemes are also
possible. For example, one could wait until enough application
data is gathered to fill one IPv6 MTU. This would result in
different sending intervals depending on the chosen sample
rate.

Since the goal is to also evaluate possible data flow options
towards cooperative distributed processing, the previous results
indicate one more thing. Even if we send raw data or buffer it
as described, the available theoretical data rate of 802.15.4
is limiting the number of ongoing transmissions and thus
the number of neighboring nodes effectively, if we assume
multiple sensor nodes producing the same amount of data.

Only 4 full data sets can be transported on the available
bandwidth in parallel if the data are produced with the highest
sampling frequency of 1 kHz. In the first scenario mentioned
above, this corresponds to 4 sensor nodes plus gateway and
limiting this number further in the other cases, as the nodes
would have to compete for the medium while retransmitting
information when acting as relays. Due to this, we assume a
maximum sampling rate of 250 Hz for the remainder of the
paper. This is an expected behavior showing a possibly limit-
ing factor to IoT applications. To achieve a local cooperative
processing, a balance between the local network load and the
application requirements is crucial.

Figure 3 shows the corresponding load of a single node,
that has to relay data from neighboring nodes assuming a
network depth of one hop. Each further hop results in more
incoming traffic that has to be handled by the nodes. This
includes the aggregation of flows towards a central gateway
and potentially further data gathering at each node at each
relay, if these nodes participate in the sensing task and do not
represent mere infrastructure nodes.
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Fig. 3. Impact of relaying traffic from neighboring nodes

The increased traffic in the surrounding of a relay node is
using up the available bandwidth fast in all cases. It should
be noted, that the calculations here represent an ideal case,
where nodes access the medium fairly and no retransmissions
or interference from other nodes occur. If that is not the case,

even lower sampling rates are available for the application or
other networking technologies should be evaluated.

IV. MEASUREMENT CAMPAIGN

To evaluate the practical impact of the considerations above,
we performed measurements using real hardware. We per-
formed our experiments using the OpenMote [7] platform with
RIOT [8] operating system as base. As networking stack in
RIOT, we used the default generic networking stack (GRNC)
[9]. On top of that, we used a custom UDP application to
send and receive different application payloads that is based
on the gnrc networking example application in RIOT. The
application has two functions:

• send single UDP packets with increasing payload sizes
from 1 to 1232 bytes in steps of 1 byte and

• send a user selected data amount
The first function allows us to measure the impact of the

overhead and the maximum possible payload up to the max-
imum transmission unit (MTU) of 6LoWPAN since its RIOT
implementation does not support automatic fragmentation of
IPv6 packets [9]. The second function is used to send an
arbitrary data amount by manually fragmenting the data into
suitable payload chunks. This is therefore an option to analyze
the stack behavior in case of large data amounts.

In both functions, multiple packets are send with each
configured payload size in order to account for variations in
the channel. For each packet, we record timestamps for the
initial packet generation as well as the start and the end of the
transmission and log these values to the UART console. Based
on these timestamps we can calculate how long a transmission
of single packets as well as the whole data amount takes and
derive the actual throughput from that.

Surprisingly, with the default configuration of GNRC, it
was not possible to successfully receive UDP packets with
a payload bigger than 81 Byte. While this is not a problem
for low rate applications that actually send few bytes only, it
becomes a problem for applications that have to handle higher
amounts of data efficiently. For these applications the observed
limitation results in the need for manual packet fragmentation.
After adapting the GNRC buffer size to fit one 6LoWPAN
MTU according to the description in [9], this problem was
solved. Figure 4 shows the impact of both schemes.

The limitation of the application payload to 81 Byte in-
troduces severe additional overhead because the same data
amount requires much more packets in order to be transferred,
each again with the 48 Byte header overhead for UDP and
IPv6. Besides this additional data, the processing overhead
is increased too, due to necessary packet preparation. Our
results show another important aspect of the system design:
the appropriate and verified configuration of the software
stack used. This is especially true for applications with traffic
patterns that vary from the typical design assumptions.

As for the required instantaneous application throughput for
a single node, the measurements with incremental increase of
the payload size give valuable insights, too. Figure 5 shows
the throughput variation over the analyzed payload range.
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Fig. 4. Measured application throughput depending on payload size setting
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Fig. 5. Throughput of a single sending node over the payload range

The observed gaps correspond quite well to the underlaying
fragmentation of the 6LoWPAN packet into corresponding
802.15.4 MAC frames. Whenever an additional frame is
required to transport the requested data amount, the throughput
drops slightly, due to the increased header overhead. A single
node would require up to 150 kbit/s with a delay of 100 ms
per packet for the maximum packet size. According to this
result, 9 to 10 such packets could be send in the surrounding
of a node within one second. These results clearly show that
low rate networks are not suitable for a cooperative vibration
monitoring task. While this was clear from the beginning for
new technologies like LoRa or NB-IoT, it was not expected
to be so severe for other WSN technologies.

Even 6LoWPAN networks can be limiting the application
because the available data rate limits the sampling frequency
or data production rate, if no in-node preprocessing is done
to reduce the data amount. For the given use case, the goal
is to sample with a high rate well above 100 Hz. This is still
possible but results in deployments with either few nodes in
the network and a direct flow towards the gateway. Distributed
processing among the nodes or coordination/adaptation be-
tween them becomes difficult to achieve.

These experiments show, that the usage of 802.15.4 in
combination with 6LoWPAN is challenging for high rate

applications. However, it is possible to use the technologies,
if the application needs and network configuration is balanced
accordingly. If higher performance is required, alternative
communication technologies have to be evaluated and devel-
oped.

V. CONCLUSIONS

In this paper, we first reviewed the impact of high sampling
frequencies on the amount of data that a node has to handle in
a vibration monitoring task. The study also includes a compar-
ison with options to distribute the data and adds measurement
results to complement the theoretical insights.

Our results show that applications with high sampling rates
or otherwise large amounts of data are posing several chal-
lenges to the network. 802.15.4 as one widespread technology
with a higher data rate supports only few nodes in such
a system or requires the application to limit its sampling
frequency. If that is not an option, only in-node processing
is an option and the network should be designed as a star
network with a data flow to the gateway.

In the future, we plan to extend this work by exploiting
further networking technologies such as WiFi and Bluetooth
Low Energy as well as explore the impact of distributed
processing within the network.
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