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Abstract
Today most  computers  have  powerful  multi  core processors  that  can perform
many calculations simultaneously. However writing programs that take full advan-
tage of the processors in modern day computers can be a challenge. This is due to
the challenge of managing shared resources between parallel processing threads.
This report documents the development of the Majo language that aims to solve
these problems by using abstractions to make parallel programming easier. The
model for the abstractions is dividing the program in to what is called nodes. One
node represents one thread of execution and nodes are connected to each other by
thread safe communication channels. All communication channels are frst in frst
out queues. The nodes communicate by pushing and popping values form these
queues. The performance of the language was measured and compared to other
languages such as Python, Ruby and JavaScript. The tests were based on timing
how long it took to generate the Mandelbrot set as well as sorting a list of inte-
gers. The language scalability was also tested by seeing how much the execution
time  decreased  by  adding  more  parallel  threads.  The results  from these  tests
showed that the developed prototype of the language had some unforeseen bugs
that slowed down the execution more then expected in some tests. However the
scalability test gave encouraging results. For future development the language exe-
cution time should be improved by fxing relevant bugs and a more generalized
model for concurrency should be developed.

Keywords: Node, Thread, Concurrency, Mandelbrot, Majo
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1 Introduction
This chapter introduces the project by frst introducing a background to the prob-
lem as well as how this problem motivates the project, the overall  aim of the
project, the scope of the project as well as the verifable goals of the project.

1.1 Background and problem motivation

Computers have been getting faster in accordance with Moore’s law[1] ever since
1965 when the frst  paper describing the concept was published. However the
doubling of the number of transistors in a computer chip will soon not be possible
anymore. When Moore’s law stops being true programmers will have to stop rely-
ing on processor speed to increase performance of their software and instead fo-
cus on writing software where the performance mainly depends on other factors.
One such factor is being able to utilize concurrency to speed up programs. Con-
currency is a good factor to focus on because it is always possible to add more
processors to a computer. When using concurrency while programming it may be
considered difcult  to deal  with shared resources between multiple concurrent
threads. Therefore fnding a simple way of dealing with concurrency would be de-
sirable.

1.2 Overall aim

The overall aim of the project is:

• Design a programming language with the purpose of making concurrency
easier for the programmer.

• Presenting a working prototype of the language that can be tested and
compared to other languages.

• Examine the concurrency solution to see if it  is a viable alternative to
other concurrency solutions. Is it reasonable to to use the programming
language for various problems that lend themselves to concurrency?

1.3 Scope

The scope of the project is limited to developing a working prototype of the pro-
gramming language. Optimizing performance of the language will only be done if
there is an abundance of time. Otherwise the time will be spent on implementing
the key features that are needed to implement the language as well as testing its
performance. Some features that a programmer might expect a language to have
for example records or abstract data types will not be implemented in service of
time. However the most important features that are necessary for a programming
language will be implemented such as functions and control-fow. The main focus
of the project should however be the implementation of the concurrency model.

1
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1.4 Concrete and verifiable goals

The goal of the project is to:

• Have a language construct for sending data between concurrent nodes.

• Have a queue system for passing data between nodes that guarantees mu-
tual exclusion to protect against race conditions.

• Test the performance of concurrent sorting in the programming language
compared to similar solutions in programing languages such as Python
Ruby and JavaScript.

• Test the performance of generating a picture of the Mandelbrot set in the
programming language compared to similar solutions in programing lan-
guages such as Python, Ruby and JavaScript.

• Have linear  scaling  between  number  of  processor-cores  and  execution
time for parallel programming code. 

1.5 Outline

Chapter 2 describes the theory involved in the development as well as information
required for understanding the result. Chapter 3 discusses the methods used when
making the frst  designs,  the methods used for implementation as  well  as the
methods used analyzing the language. Chapter 4 describes the implementation of
the Majo language in detail. Chapter 5 presents results from some measurements
done on the  language.  Chapter  6  discusses  the results,  presents  how well  the
projects goals have been met as well as presenting potential future work of the
project.

1.6 Contributions

The implementation of the language was done by the students Markus Fält and
Joel  Nilsson.  Chapter  4  is  then based  on implementation work done by both
Markus and Joel. All the research and analysis presented with exemption of chap-
ter 4 was conducted by Markus Fält.

2
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2 Theory
This section provides theory and related work that is necessary for understanding 
the result, the implementation and methodology.

2.1 Describing syntax and parsing

The syntax of any programing language is made up by lexemes[2]. Lexemes can
be described as small syntactic units that include special words, operators and nu-
meric literals  among others.  The lexemes can be categorized into groups and
these groups are called tokens[2]. Consider the following example of C code.

• a = 10 * b;

Table 1 shows what token every lexeme belongs to in the above example.

Table 1: Lexeme categorization example.

Lexemes Tokens

a Identifer

= Equal sign

10 Integer literal

* Multiply operator

b Identifer

; Semicolon

Note that certain lexemes in table 1 belong to specifc tokens that can only have
one member such as semicolon or equal sign. These lexemes are unique in the
sense that there is no more general way to describe them then literally stating
what they are. The multiply operator can however be generalized to be just opera-
tor depending on what the grammar rules are.

To describe the grammars of a programming language BNF (Backus-Naur Form)
can be used. BNF is a metalanguage, a metalanguage is a language that describes
other languages therefore BNF can be thought of as a metalanguage for program-
ming languages. What BNF does is describe rules for what grammar is valid for a
programming language. This works by defning what is called productions. Pro-
ductions are rules similar to the following example. [2]

• <assign> -> <var> = <expression>

The example is a production that describes the assignment rule. The left-hand
side of the arrow is the name of the production the right-hand side can contain to-
kens, lexemes as well as names of other productions. In this example the variable

3
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production  followed by the equals  sign lexeme and the  expression  production
make the assignment production. [2]

From applying the BNF productions to program code a parse tree can be con-
structed. A parse tree is a hierarchal form of the code that describes the order of
precedence for the rules. For example it  can be used to describe the order of
mathematical operators such as plus, minus, multiplication and division. [2]

When creating the parse tree from the program code there are two diferent ways
for doing it. One is called top-down parsing and the other is called bottom-up
parsing. The reason for these names are because of the order of when the nodes
are created. In top-down parsing the root node is created frst and in bottom-up
parsing the root node is created last. The top-down parser builds the parse tree
from the fnding the root and building the child nodes in left to right order. For
any node in a top-down parser the child nodes are built in left to right order, the
tree is complete when the BNF productions cannot apply to any of the building
nodes. [2]

Here is an example from Robert W. Sebesta, "Concepts of Programming Lan-
guages Global Edition"[2] of BNF grammar to show how to use the BNF gram-
mar for building a parse tree through top-down parsing. In the example below the
'|' character means or so the id production is that an id can either be 'A', 'B' or 'C'.

• <assign> -> <id> = <expr>
<id> -> A|B|C
<expr> -> <id> + <expr> |

<id> * <expr> |
(<expr>) | <id>

Consider this program code for the above grammar.

• A = B * (A + C)

Now applying the BNF grammar to the program code results in the following
build process. 

• <assign>  => <id> = <expr>
=> A = <expr>
=> A = <id> * <expr>
=> A = B * <expr>
=> A = B * (<expr>)
=> A = B * (<id> + <expr>)
=> A = B * (A + <expr>)
=> A = B * (A + <id>)
=> A = B * (A + C)

In the example above it can be seen that the leftmost character that applies to a
rule is the equal sign therefor the assign production is considered frst. It is also
possible to see in the example that the child nodes are built in left to right order.

4
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For example in the assign production, the id production is considered before the
expression production the same is true for all subsequent productions.

Figure 1 shows what the abstract syntax tree for the previous example looks like.

A recursive descent parser is a type of top-down parser that is made up by many
subprograms that often are recursive. Recursive descent parsers typically have a
subprogram for every nonterminal BNF production. A nonterminal BNF produc-
tion is a production that will have child nodes in a parse tree. What a subprogram
does given a code string is build a parse tree form the particular nonterminal BNF
production associated with the subprogram. Building the parse tree with a recur-
sive descent parser is done by going through the code string in left to right order
and calling any subprograms associated with what appears in the subprograms
nonterminal production. [2]

Consider the following BNF production.

• <expr> -> <id> + <expr> |
<id> * <expr> |
(<expr>) | <id>

Here is an example subprogram in a recursive descent parser for the above BNF
production.

5
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2.2 Scope

The scope of a variable can be thought of as all the statements in the code that
have access to that particular variable. Statements that have access to variables
can assign the variables, use the variables in calculation as well as get references
to the variables. There are diferent ways of handling what statements have access
to certain variables. The most common way is static scope and dynamic scope.
The method to determine if the current scope has access to a variable involves
visiting every scope level in the scope stack in top-down order until the variable is
found or the end of the stack is reached. This means that there needs to be a stack
data structure holding something called stack frames. Stack frame is a data struc-
ture holding information about every variable local  to the stack frame's scope
level. [2]

Static scope is called so because the scope of all variables is determined statically
before execution of the program. This means that a human or a compiler can de-
termine what type every variable will have before execution. Static scope can be
implemented in two ways either nested subprograms are allowed or nested sub-
programs are not allowed. When static scope is used the scopes that will be in the
scope stack are the scopes of the subprograms and statements that directly en-
velop the current scope. [2]

6
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Figure  3:  Example  to  illustrate
scope from [2].
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In the example in fgure 3 the x used in sub2 is the x that is created in the big
subprogram. This is because the scope of the  big subprogram directly envelops
the sub2 subprogram. [2]

In static scope how the scope stack is created is directly related to the spatial rela-
tionship between subprograms this is not true for dynamic scoping however. In
dynamic scoping how the scope stack is created is related to the calling sequence
of subprograms. This means that the scope of a variable can only be determined
during execution of the program. Consider the example in fgure  3 if dynamic
scoping is used instead of static scoping then the x in sub2 would be referring to
the x created in sub1. Since frst sub1 is called then sub2 so the scope of sub1 is
added to the scope stack just before the scope to sub2 is added. [2]

2.3 Visitor pattern

The visitor pattern is used in order to make it easy to maintain collections of ob-
jects. These objects may be of diferent types and there might be  a reason to ap-
ply  operations  on the entire  collection of  objects  without  knowing the object
types. [3]

The reason to use the visitor pattern is that new operations can be created without
altering any of the classes the operation is made for. This is achieved by having
an interface that is called visitor. The visitor defnes methods for every object type
that operations can apply to. Any class that implements the visitor interface is
called a concrete visitor. The concrete visitor implements all the visit methods de-
fned in the visitor interface, a new operation is created when a new concrete visi-
tor is created. An object type is visitable if it implements an interface containing
an accept method that takes a visitor as a parameter. To call the appropriate oper-
ation of the visitable a type the accept method is called with a concrete visitor as
the parameter. [3]

In appendix E an example can be seen of what the visitor pattern can look like
when implemented in C++. This example shows two concrete visitors that both
have behavior for several object types.

2.4 Semantics for concurrency

A problem in concurrency is  avoiding race conditions between simultaneously
running threads. A race condition is when multiple threads executing a critical
section of code results in diferent behavior depending on the order in which the
threads execute the critical section. The reason the race condition occurs inside a
critical  section is  because the critical  section will  contain  access  to  resources
shared  between  threads.  The  race  condition  is  only  a  problem  when  several
threads write to the same resource simultaneously it is however safe to let threads
read from a resource at the same time. [4]

One way to guarantee there to be no race conditions is by controlling the way
threads access shared resources. A paper called "The Semantics of a Simple Lan-

7
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guage for Parallel Programming[5]" presents a way of handling race conditions.
The way this paper purposes to handle concurrent programing is by letting the
program be visualized as a node network where every node is a thread and the
connections between nodes are FIFO-queues (First in frst out)[5]. These FIFO-
queues are the only shared resources between threads since the FIFO-queues are
the only allowed communication channels between nodes [5]. This means that the
only critical section a implementation of a language similar to that in the previ-
ously mentioned paper is push and pop access to the FIFO-queues. The nodes can
either be executing a sequential program or waiting for data on one of the com-
munication channels [5].

2.5 Scalability

Scalability is the measure of how a system or an application can handle more
work by being expanded. The to main ways to scale a system is horizontal scaling
and vertical scaling. Horizontal scaling is when more identical nodes are added to
a system where work is distributed across many workstations or nodes. An exam-
ple of a vertically scalable system is web servers. Vertically scaling a system is not
adding additional nodes to the system but instead increasing the number of CPU:s
and adding more memory to individual nodes in a system. [6]

2.6 Related work

Here some related works are presented. The works are presented in terms of what
was done and what the authors concluded from their work.

2.6.1 CODE 2.0

CODE 2.0 is a graphical programming language used for parallelizing. The pro-
grammer can express parallelism directly at a high level. The graphical represen-
tation of the program that the programmer draws is translated into code. The syn-
tax of the CODE 2.0 language is essentially graphs where nodes are connected to
each other. The nodes in the language can be of diferent types such as input
node, output node, sequential computation node, call graph node and shared ob-
ject specifcation  node. There are three goals mentioned for the CODE 2.0 paral-
lel programming system and those are ease of use, portability and production of
efcient executable structures. The authors of the CODE 2.0 paper conclude that
high level of abstraction is appropriate for the programming process and benefts
ease of use. The authors also mention that the prototype of the CODE 2.0 lan-
guage has produced encouraging results in terms of performance.[7]

2.6.2 C**

C** is a data-parallel programing language based on C++. C** have introduced a
type of object called aggregate.  Aggregates collect  elements so that  these ele-
ments can be used in parallel function. The aggregate objects are basis for paral-
lelism in C**. Aggregates can be described as regular classes in C++ but with one
essential diference and that is that aggregates are classes with associated matri-
ces.[8]

8
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• class matrix { float value } [][];
new matrix[100][100];

The above example shows how a aggregate of a matrix class can be created in
C**. Aggregates in C** can behave similar to C++ classes as they can have con-
structors, member functions it is even possible to defne a member function to be
parallel by adding a keyword to the end of the member functions. The author of
the C** paper conclude that data parallel languages often have two faws which
are to be tied to SIMD(Single Instruction Multiple Data) or discard race free
properties of SIMD execution. The author also conclude that C** avoid these two
problems and that it introduces a model of data parallelism called large-grain par-
allelism which provides close to race free execution with no SIMD execution.[8]

9
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3 Methodology
This section aims show the process of the design of the language, the process of
implementing a prototype of the language as well the process of analyzing the
language in terms of performance and scalability compared to other languages. In
general this section aims to show what methods that will be used in order to an-
swer the question from chapter one.

3.1 Design method

The design of the syntax is done by taking diferent concurrency problems and
writing pseudo code for how these problems can be solved. By doing this it is
possible to test several diferent language syntaxes for solving a certain problem.
And from these syntax examples being able to fnd which syntax concepts are
useful and which are not useful.

Possible examples of concurrency problems that are desirable to have easy to read
syntax for is parallel sorting algorithms, plotting the Mandelbrot set as well as
diferent Monte Carlo methods.

3.2 Implementation method

The implementation method will aim to solve the problems of having language
constructs for sending data between concurrent nodes as well as protecting the
user from having to deal with race conditions.

The implementation will be done with C++ and code will be pushed to a git-hub
repository. The repository will be divided in to two major branches that will be
called master and development. The master branch will only contain tested code
that is confrmed to behave as expected while the development branch will be the
branch that has code that is currently under development.

3.2.1 Commit protocol

When pushing to the development branch the programmer will frst create a local
branch on their computer to do their development on. When the programmer is
ready to merge their local branch into the development branch. Then they will
check out the development branch and pull any changes that have been made to
the development branch while they were developing on their local branch. After
pulling the changes from development the programmer will checkout their local
branch and rebase all their changes on the development branch. When rebasing
the local branch the base of the local branch is moved to the head of the develop-
ment branch as seen in fgure  4. When the rebase is done the programmer can
checkout the development branch and merge with the local branch. The reason
for using this method for committing to the development branch is it will make
the commit history easy to read since the commit history will be a sequential
chain of commits in order of when they were added to the development branch.

10
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3.3 Analyzing method

To analyze the performance of the Majo language performance tests will be per-
formed on a Majo program that generates the Mandelbrot set[9] as well as a pro-
gram that sorts a list of integers. Similar test will also be done on other languages
such as Ruby, Python and JavaScript. The results form the tests can then be com-
pared in order to see how well the Majo language performs compared to other
languages.

The scalability of the Majo programming language will be tested by timing the
time it takes to generate the Mandelbrot set[9] and sort a list of integers with dif-
ferent amounts of processors. Then depending on how the execution time changes
with the amount of parallel threads it should be possible to see if the concurrency
model used is a viable alternative to to other concurrency models. It is important
that the performance scales with the number of parallel threads so that the com-
puters hardware can be used as efciently as possible.

11

Figure 4: Rebasing using github.



Concurrency model for the Majo language – An analysis of graph based 
concurrency
Markus Fält 2018-05-24

4 Implementation
This section describes the implementation of the programming language that will
be  used  to  analyze  performance  and  scalability  of  the  parallel  programming
model. The implementation chapter references to project that can be accessed by
this Github link: https://github.com/MelvinS4/Kandidatjobb.

4.1 First designs

The frst designs were simple merge sorts designed in pseudo code where a lot of
features were available. Some of the features that were used in these frst designs
were not implemented in the fnal version of the programming language due to
time constraints.

Figure 5 contains an example of how a merge node looked like in the frst designs
that were made. As fgure 5 shows a node was at this point supposed to take in ar-
guments in the form of FIFO-queues (frst in frst out queues) in this example the
in arguments are FIFO-queues a and b that hold lists. Every time when something
is assigned the value of a or b a list is popped form the queues a or b. The exam-
ple also shows that nodes have output FIFO-queues in this example there is one

12

Figure 5: Code example of one of the frst designs.
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such output queue and that is out. Every time out is assigned something, then a
value is pushed to the out queue.

4.2 Lexical analysis

Lexical analysis is used to divide a text data into diferent categories of lexemes
called tokens. These tokens are then used to simplify the parsing process.

4.2.1 Tokenization

To divide the code string into tokens a iterator to the start of the code as well as
an iterator to the end of the code is taken. These iterators are then used to iterate
over the code string and produce a list of tokens. Depending on what characters
are at the start of a lexeme will decide what type of token it is. For example the
frst character of a number will show that it is either a integer literal or a foat lit-
eral. In order to distinguish between a integer literal and a foat literal the pro-
gram needs to search for a dot. If the dot is found the number is a foat literal oth-
erwise the number is a integer literal.

An example this code: if (n == 0) 1 -> return;

Will  produce  a  list  these  tokens:  CONTROL_KEYWORD,  LEFT_PAREN,
IDENTIFIER,  OPERATOR,  INT_LITERAL,  RIGHT_PAREN,  INT_LIT-
ERAL, ASSIGN, RETURN, SEMICOLON.

4.3 Parser design

The parser takes a list of tokens and builds an abstract syntax tree. This abstract
syntax tree can then be used for evaluation.

4.3.1 Syntax tree abstractions

The syntax tree is divided into three diferent types of syntax trees. The types of
syntax trees are expression, statement and top-level. These syntax trees represent
diferent parts of the programming code. The expression tree represent a single
line of program code for example a comparison or an assignment to a variable. A
statement tree instead represent the execution order and the control fow of the
program code. A statement can be a concatenation of two statements, a if-state-
ment, a for-statement, a while statement or a non control statement which repre-
sents an expression tree. The top-level syntax tree is the structure outside of func-
tions and nodes. The top-level syntax tree contains things such as all the functions
nodes and connections between nodes.

4.3.2 Abstract syntax tree

The syntax tree is a tree network describing the execution order of the program.
Where every node in the tree is a object that describes what type of operation
will be performed. The node objects all inherit form a abstract base class that is
special to the type of syntax tree. Since every node object in the abstract syntax
tree inherits form the same base class it is possible to use polymorphism. Apply-

13
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ing the visitor design pattern to the abstract syntax tree makes it easy to defne the
structure of a tree as well as adding behavior to the tree without modifying the
tree structure.

Expression

The expression syntax tree has several diferent types of node objects but some of
the most important are arrow expressions, non-arrow expression and arrowable
expressions.

The arrow expressions can have a arrowable expression as the right child and any
type of an expression as the left child. The arrow expression is therefore an ex-
pression where data is given from somewhere to something. The reason only a ar-
rowable expressions can be the right child in a arrow expression is because only
arrowable expressions can receive data from something.

The non-arrow expression is an expression that is simply not an arrow expression
and because of this an arrowable expression is also a non-arrow expression. A
non-arrow expression is an expression that produces data and since a non-arrow
expression produces data a arrowable expression must also produce data. This be-
havior makes it possible to construct expressions such as these:

• 10 * 4 -> var a -> var b -> var c;

The above code example shows how non-arrow expressions, arrow expressions
and arrowable expressions can be used together. In this example var a, var b and
var c are the arrowable expressions, the non-arrow expressions are  10 * 4  to-
gether with all the arrowable expressions and the arrow expressions are the arrows
that connect everything.

Figure 6 shows what a syntax tree for the previous example would look like. As
can be seen in fgure 6 the right most arrow expression is the root of the tree. This
is because the parsing of the arrow expressions goes from right to left instead of
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left to right which would be expected from a recursive descent parser. The reason
for this exception is because the arrow expression is the expression type that has
the lowest priority when evaluating the syntax tree. The right child of an arrow
expression must also be an arrowable expression so it would not be possible to
have the same behavior of assigning several variables in one line if the parsing
went left to right.

When parsing an expression the frst thing that the parser looks for is an arrow ex-
pression if no arrow expression is found then the whole expression is parsed as a
non-arrow expression. However if there is an arrow expression found then every-
thing to the left of that expression is parsed as an expression and everything to the
right of the arrow expression is parsed as an arrowable expression. This results in
the parser calling the parse expression function recursively until there are no more
arrow expressions left.

Statement

The statement parse tree is made up of three categories of node objects. The cate-
gories are block statements, control statements and non control statements.

The block statements are used to concatenate statements together.  In order to
concatenate statements together a special node exist that is called statement con-
catenation this special node has one left child and one right child. The statement
concatenation node has one control or non control statement node as its left child
and can have either a concatenation node or a control or non control node as its
right child. This means that concatenation statements can be chained together to
form a code block.

The control statements are the if statement, the else statement, the for statement
as well as the while statement. These make up all the control-fow statements that
can be made in the language. In general these control statements hold one expres-
sion parse tree as a child and a statement that can either be a block statement, a
control or non control statement.

The non control statements are statements that are not control statements, Non
control statements are statements that represent one line of code so all they hold
is an expression parse tree.
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Figure 7 shows an example of how diferent types of statements work together. In
this example everything except the if statement are non control statements and the
if statement is a control statement. The statement syntax tree for the example in
fgure 7 would have a syntax tree that would look like this:

As can be seen in fgure 8 the parsing of the concatenations of a code block goes
in a top down order this is because when the evaluation of the tree happens the
tree will be visited from left to right. As can be seen in fgure 8 the leftmost node
is the frst line of code in fgure 7 and the rightmost node is the last line in fgure
7.

Top-level (Global scope)

The language has a concept as previously mentioned which is called a node. A
node in the language represent a unit of code that is similar to a function but has
FIFO-queues for in and out data. An instance of such a node is called a node in-
stance. A node instance runs in its own thread with its own scope stack and can
only communicate with other node instances by the in and out FIFO-queues.

The top-level syntax tree consists of functions, nodes, node instances and connec-
tions between node instances. The root to the top-level syntax tree is called a top-
level list. The top-level list holds lists of all the functions, nodes, node instances
and connections between node instances. This syntax tree is therefore a very shal-
low tree as the depth of the tree is always one. However this does not matter since

16

Figure 7: Statement code example.

Figure 8: Statement syntax tree example.



Concurrency model for the Majo language – An analysis of graph based 
concurrency
Markus Fält 2018-05-24

the evaluation of the top-level tree does not need to be done in the same way as
for the statement syntax tree or the expression syntax tree. In the case of the top-
level syntax tree all that has to be done is creating threads for every node instance
and handling thread safe access to the FIFO-queues.

The functions in the top-level tree contain a unique pointer to a statement syntax
tree as well as a list of the names of all the in arguments that the function can
take. The nodes in the top-level tree also contain a unique pointer to a statement
syntax tree and a list of all in and out queues.

4.3.3 Recursive descent parser

The language uses a recursive descent parser with arbitrary look ahead. The rea-
son to have look ahead in the parser is to avoid infnite recursion in the grammar.
Generally the recursive descent parser for the diferent syntax tree types has one
subprogram that tests which grammar rules apply to the token list. The rules are
tested in order of their priority in the syntax tree. When a rule that can apply is
found the rule is applied and the testing stops.

Expression parsing

When parsing an expression the parser tests for the node objects in the order of
variable declarations expressions, arrow expressions and then non-arrow expres-
sions. A variable declaration expression will try to fnd the rightmost assignment
arrow then parse everything to the left of that arrow as an expression. An arrow
expression will also try to fnd the rightmost assignment arrow and then parse ev-
erything to the left of the arrow as an expression and to the right of the arrow as a
arrowable expression. The non-arrow expression will test every type of node ob-
ject that does not contain an arrow. If none of these three expression types could
be found then the parsing has failed and the syntax is faulty.

Table 2: List of non-arrow expressions.

Name Description

Range expression Creates list of integers.

Binary operator expression Example operator: +.

Unary operator expression Example operator: not.

Function call expression Calls a function.

Indexing expression Indexes a list.

Container operator expression Popping or pushing to a list, queue or stack.

Nested expression Parentheses for nesting maths calculations.

Integer expression A integer number.

Float expressions A foat number.

Boolean expression True or false.

String expression String to be used in the program.
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Variable expression The name of a variable

Container expression Creating a list, queue or stack.

Return expression For returning from a function.

Placeholder expression Placeholder argument  for when calling a function.

Table  2 shows a list of every non-arrow expression that is tested. Table  2 also
shows the testing order of the non-arrow expressions. When testing if an expres-
sion could be applied to the token list a subprogram for testing the current node
object is  called.  If  the subprogram returns  a null  unique pointer  then the test
failed and the next expression in the list can be tested. If the subprogram returns a
unique pointer to a object node then the test has succeeded and no more testing is
required.

An arrowable expression is every type of expression that can be to the right of an
assignment arrow. Those expression are the function call expression, the variable
expression, the index expression, the container operator expression and the return
expression. These are parsed in the same way as the non-arrow expressions. The
expressions are tested in the listed order.

Statement parsing

When parsing the statements of a function or a node the diferent types of node
objects are tested in a similar way to how it is done in the expression tree parser.
The statement object nodes are tested in the order frst concatenation statement,
then control statement and then non control statement.

Parsing the concatenation statement is done by skipping a statement and parsing
the skipped statement as either a non control or control statement. The next state-
ment is then parsed as statement meaning that it could be a non control, control
or concatenation statement. This creates a chain of concatenation statements that
describe the execution order.

Parsing the control statements is done by frst testing what type of control state-
ment it is then parsing the control statement body as a statement. This makes it so
that  control  statements  can be nested inside other  control  statements.  With if
statements there can be a corresponding else statement therefore if statements
have a child statement that represents the code to run if the if statement is false.
The else statement is parsed if the else token directly follows the if statement.
The else statement is parsed as a statement or a if statement if it is an elif state-
ment. If there is no else statement then the if statement's else child will be an
empty statement.

Top-level parsing

This is the only parsing of program code that can not be called a recursive de-
scent parser since parsing the top-level syntax is not recursive. The top-level has a
object node that is called top-level list the top-level list holds lists of functions,
nodes, node instances and connections between node instances. This parser takes
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a list of tokens and then tries to fnd the function token or the node token. When
the function token or the node token is found the parser takes the token directly
after the function or node token and stores that as name of the function or node.
Then the list of in and potential out arguments are parsed and saved into lists. Af-
ter that the entire function or node body is parsed as a statement and then saved.
When the function or node body is parsed it is saved together with the in and out
arguments as a function or a node. The function or node is then saved in the top-
level list. Node instances are simply saved as a name of a node instance and the
name of the corresponding node. A node connection is saved as the name of the
from node instance with the name of the out argument together with the name of
the in node instance with the name of the in argument.

4.4 Syntax tree evaluation

Evaluating a syntax tree is done by visiting the node objects in left to right order
and executing operations corresponding to each node object.

4.4.1 The visitor pattern

The visitor pattern is used to defne the structure of the expression and statement
syntax trees as well as keeping the operations of the object nodes separate from
the node classes. The object nodes are visitable and the expression evaluator and
statement  evaluator  are concrete visitors  that  implement  abstract  base visitors.
The visitor  pattern  allowed for  easy debugging because the evaluation visitors
could easily be replaced with tree printing visitors so that the structure of the tree
could be seen. This made spotting and correcting errors in the parser a quick
process. Appendix E shows how the visitor pattern is used to apply two diferent
behaviors to the set of arrowable expressions.

4.4.2 Expression evaluation

To evaluate the expression syntax trees there are two diferent types of concrete
visitors the arrowable evaluator and the expression evaluator. These two visitors
make it possible to have diferent behavior depending on what side of an arrow
the arrowable expressions is on. For example the container operator expression
will pop from a list, queue or stack if it is on the left side of an arrow but on the
right side it will push to a list, queue or stack instead. This is because when the
expression evaluator handles an arrow expression the left child's accept method
will be called with a pointer to the expression evaluator and the right child's ac-
cept method will be called with a pointer to an arrowable evaluator.

• $q[1] -> var q; # Creates queue containing 1
$s[] -> var s; # Creates empty stack
q[] -> s[];

In the above code example a queue q is created containing 1 and a empty stack s
is created. Then the value 1 is popped from q and pushed to s. This is an example
of how arrowable expressions can have diferent behavior depending on what side
of the arrow the expression is. If the programmer want to pop a value and not do
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anything with it this can be done by just writing the expression by it self without
any arrows.

As mentioned before the expression syntax tree node objects are of three diferent
types and those types are non-arrow expressions, arrowable expressions, and ar-
row expressions. The non-arrow expressions are evaluated by the expression eval-
uator. When such an expression is evaluated the result of the evaluation is placed
on a value stack that is used for the current expression syntax tree. This means
that every time an expression syntax tree is evaluated a new value stack is created.
The top of the value stack will hold the value of the last evaluated object node in
the expression tree.

Consider the example in fgure 9, the evaluation of such a syntax tree would result
in a value stack containing the values: 100, 10, 20, 30, 30, 3000, 3000, -3000.
The top value would then be -3000 which is the correct value of the calculation.
The expression tree would be evaluated in left to right order so the leftmost leaf
node in the tree would be evaluated frst. This is why 100 is the frst value pushed
to the value stack.

4.4.3 Statement evaluation

The statement evaluation consists of one concrete visitor called statement evalua-
tor. The statement evaluator will visit the nodes of a statement tree in left to right
order. If the node object type is a control statement the child statement nodes will
only be visited if the node's expression tree condition evaluates to true. There is
an exception for the for-statement because the nodes child statements will be vis-
ited once for every element in the for-statement's list expression. When non con-
trol statements are visited the non control statement's expression tree will be eval-
uated by the expression evaluator. The statement concatenation is only used to
connect statements in sequential order so when the statement concatenation nodes
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are visited the left and right child statement nodes are evaluated in left to right or-
der.

4.4.4 Top-level evaluation

The top-level evaluation is not done in a similar way to how the statement and ex-
pression evaluation works. There is no visitor pattern in the top-level evaluation.
The top-level evaluation is simply split into to methods the execute method and
execute node method. These two methods handle a pointer to the top-level list
that holds all functions, nodes, node instances and connections between node in-
stances. The execute method goes through every node instance in the top-level list
and starts one thread for every instance. The node instance threads run the exe-
cute node method which creates a global scope for that node, adds all functions to
the scope and adds the nodes in and out queues to the scope. After that the state-
ment evaluator starts evaluating the node instance's statement body.

4.5 Encapsulation (Scope)

The encapsulation of the language is dynamic meaning that which scopes have ac-
cess to which variables and functions can only be determined at runtime. The rea-
son to implement dynamic scope is because when it was time to implement func-
tions it became easy to just add another scope to the scope stack at function calls.
Using dynamic scope also made it unnecessary to implement a way to pass vari-
ables by reference between functions.

The scope stack is a class that holds a vector to a scope. A scope is defned as a
map holding a string key and a payload value. The payload is a template type but
the scope stack is alway created with the payload begin of type std::variant. The
scope stack has functions to push scopes as well as pop scopes. To fnd a vari-
able's value in the scope stack frst the top or current scope is searched for the
variable's name. If the variable name is found then the searching is complete oth-
erwise searching will continue in every scope from top to bottom until the vari-
able is found or the bottom is reached. If the variable is not found a runtime error
will be thrown informing the user that the variable could not be found.

4.5.1 Function implementation

A function has a name so it can be searched for in the scope stack. The function
also has a list of arguments as well as a function body which is a statement tree.
When a function is called the expression evaluator will check that the user has
provided the arguments that the function is expecting. If to few or to many argu-
ments are provided then a runtime error will be thrown. If the correct number of
arguments are provided then a scope will be pushed to the scope stack and all the
arguments will be added to the new scope as variables. The function body is then
evaluated by the statement evaluator. When the evaluation of the function is done
then the functions scope will be popped form the scope stack and the return value
pushed to the expression trees value stack.

The return value is a variable added to the lowest level of the scope stack. When
the return value variable is set in a function then an exception is thrown in order
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to stop execution of the function. During development this caused a big bug in the
code that made execution of programs very slow. The bug was that when the re-
turn value is assigned inside a if, else, elif, for or while statement the scope for
those statements were not popped. This caused the scope stack to grow larger
without popping the scopes. To fx this problem the return exception needed to be
caught the additional scopes popped and then the return exception needed to be
thrown again. This was added to the evaluator for all the control statements.

4.6 Data type implementation (Variables)

The data types are represented as a std::variant that holds variants of all possible
data types.

4.6.1 Dynamic types

The  possible  data  types  are:  bool,  int,  foat,  std::string,  std::vector<std::any>,
std::stack<std::any>,  std::queue<std::any>,  std::shared_ptr<TopLevelFunction>,
std::vector<std::shared_ptr<NodeConnection>>.  The  reason  to  have  std::any
within the std::vector, std::stack and std::queue is because it is then possible to
store a std::variant in those data structures without having a recursive defnition of
a type. The shared pointer to a top-level function is so that the functions can be in
the same scope stack as all the variables. This also means that functions can be
passed into other functions as parameter arguments. The vector of shared point-
ers to node connections is part of the type system because then the handling of
how to pass values between nodes can be done in the expression evaluator without
modifying much of the code.

4.6.2 Type conversions

Type conversions are only done if a conversion unary operator is applied. It is
possible to between foat and int using the keywords foat and int. It is also possi-
ble to convert a foat, int, or bool to a string using the keyword string. It is also
possible to check the type of a variable by using the typeof keyword. This will re-
turn a string with the name of the data type.

4.6.3 Base container types

There are four base container types string, list, stack and queue.

String type

The string type represents text. A strings size cannot be modifed unless it is reas-
signed a new string. Strings can however be indexed so individual characters of a
string can be changed.

List type

The list type is a list that can hold any data type. List can increase their size by
pushing values as well as decreasing their size by popping values lists can also be
indexed so that elements within the list can be modifed.
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Stack type

The stack type is a stack that can hold any data type. A stack can not be indexed
but values can be pushed to the stack and values can be popped from the stack.

Queue type

The queue type is a queue that can hold any data type. A queue can not be in-
dexed but values can be pushed to the queue and popped from the queue. The
queue difers from the stack by pushing and popping is done from diferent sides
of the queue.

4.7 Error handling

Error handling is dealt with in three diferent stages of the program execution.
First the during the lexing then during parsing and lastly during runtime.

4.7.1 Syntax errors

The easiest errors to handle are errors in the syntax. Some of the syntax errors
can be detected by the lexer. The only syntax errors the lexer can detect however
is errors where the user has misplaced a certain character so that a token can not
be detected. Other syntax errors are detected during the parsing. The parser de-
tects errors by fnding that the stream of tokens it receives is malformed in some
way or does not correspond to any syntax rules that the parser follows. When an
error is detected in the parser then the parser throws a message containing some
information about the error. Examples of parsing errors can be missing keywords
in a statement, missing semicolon at the end of a line or expressions where a
parse tree can not be built.

4.7.2 Runtime errors

Runtime errors are the errors that are thrown during execution of the program
code these errors are thrown by the concrete visitors that evaluate the parse trees.
These errors are just thrown by having checks for things that can go wrong in the
evaluation such as type errors, list out of bound errors or when variables are not
found in the scope stack. There were plans on implementing a variable type check
system that would verify the types before the evaluation was done this was proven
to take to much time and was discarded after a short while.

4.8 Concurrency

The concurrency of this language is done by having node instances that only can
communicate with each other by thread safe FIFO-queues. These FIFO-queues
can take any data type given to them and then send the data to another thread for
communication.
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4.8.1 The node system

The node system can be represented as a directed graph where the nodes are
threads and the connections are the communication channels between threads.

Figure 10 shows an example of a directed graph where the node g takes data from
node f and sends data to the nodes h1 and h2. The graph shown in fgure 10 is
from a program where the node g swaps between sending either sending a 0 or a 1
to h1 or h2. The nodes h1 and h2 takes the values from g and sends them to f.
The f node will swap between taking values from h1 of h2 and then printing and
sending the values back to g.

4.8.2 Sending data between nodes

To send data between node instances values are pushed into a FIFO-queue where
one node instance can push to the FIFO-queue and another node can pull data
from the FIFO-queue. When a value is pushed or popped from a FIFO-queue the
thread will wait for access to the queue. If a thread is going to push a value the
thread must wait if any other node is currently accessing the queue. This is done
by applying a mutual exclusion lock on the pushing of values and popping values
from the FIFO-queues. When a node tries to take a value form a empty FIFO-
queue the thread must wait for another node to place a value into the queue. This
is done by releasing the mutex lock of the queue and waiting until the queue is
not empty anymore. This can be done by using a std::condition_variable which
provides a wait method that takes a mutex lock and a condition.

4.8.3 Guaranteeing mutual exclusion

To guarantee mutual exclusion there needs to a way to stop a thread from access-
ing a resource. The language has abstracted away these problems by using the
FIFO-queues  as  communication  channels.  The  implementation  of  the  FIFO-
queues needs to guarantee mutual exclusion. C++ provides tools for this purpose.
For example the std::lock_guard can be used to lock a mutex in it's constructor
and release the lock in it's destructor. This therefor is a very elegant solution to
deal with mutex locks.
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5 Results
This chapter presents results of how the performance of the language compares
with other languages as well as how the concurrency solution of the language
scales with the number of processors.

5.1 Performance

The performance was measured as the time to execute a task 100 times for the
languages tested which are Python, Ruby, JavaScript and Majo.

5.1.1 Mandelbrot set

The Mandelbrot set is a fractal that marks a set of points in the complex plane.
The set can be visualized by applying an iterative equation to points in the com-
plex plane and color the points depending on how the equation diverges.[9]

Figure 11 shows the Mandelbrot set generated by a program written in the Majo
language. The fgure shows the black parts as being part of the Mandelbrot set
and the diferent colored parts depending on the how fast that particular point di-
verges.
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Figure  12 shows a histogram of the measurements taken from a Ruby program
that draws the Mandelbrot set. The fgure also show the normal distribution of the
measurements. The mean was measured to be 4.022 seconds and the standard de-
viation was measured to be 0.0419 seconds. The Ruby code written for this test
uses a library called gosu1. The program starts 8 concurrent threads who are each
assigned a part of the screen to draw to. Each thread then runs a function for each
pixel it is assigned to determine the color of that pixel. This function will at most
run 20 iterations when determining the color of the pixel. The code for this test
can be found in Appendix B.

1 Gosu website: https://www.libgosu.org/. Retrieved 2018-05-22.
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Figure 13 shows a histogram of the measurements taken from a Python program
that draws the Mandelbrot set. The measurements are being distributed mainly
around 2.95 seconds but there are also smaller distributions that seem to be clus-
ters in group in intervals of about 0.15 seconds from the main group. The fgure
also shows a normal distribution curve with a mean of 2.953 seconds and a stan-
dard deviation of 0.0880 seconds. The Python program that was used for this test
uses a library called pygame2 in order to draw to a screen. The Python code cre-
ates 8 instances of objects that inherit from Pythons threading class. These ob-
jects are then used to draw their own part of the of the screen. The code for this
test can be found in Appendix A. 

2 Pygame website: https://www.pygame.org/. Retrieved 2018-05-22.
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Figure 14 shows a histogram of the measurements taken from a JavaScript pro-
gram that draws the Mandelbrot set. The fgure also shows the normal distribution
of the measurements. The mean of the normal distribution was measured to be
1.790 seconds. The standard deviation was measured to be 0.0533 seconds. The
code for this test can be found in Appendix C
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Figure 14: Histogram showing performance of JavaScript program.
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Figure 15 shows a histogram of the measurements of a Majo program that draws
the Mandelbrot set. When the measurements were begin made the later measure-
ments seemed to take longer time then the frst measurements. This can be seen
in the fgure because the standard deviation is very large. The normal distribution
mean was calculated to be 10.63 seconds and the standard deviation was calcu-
lated to be 0.311 seconds. The code for this test can be found in Appendix D.

29
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As can be seen in fgure 16 none of the tests overlap and the ranking of the 4 lan-
guages in terms of performance is JavaScript, Python, Ruby and Majo. The Ruby,
Python and Majo solutions were using a concurrent solution to draw the Mandel-
brot set. JavaScript performed the best when drawing the Mandelbrot set even
though it was not a concurrent solution. These results may depend on the com-
puter that was used. The computer used has a Intel Core i5-2520M processor this
processor only has 2 cores. A processor with more cores would potentially in-
crease the performance of the Python, Ruby and Majo programs.

5.2 Scalability

The scalability of the Majo language was measured in order to see how the per-
formance of the language would be afected by applying more processor-cores to
a problem. The scalability  was measured by running a program that drew the
Mandelbrot set and timing the execution of that program the program would be
run 10 times for every number of threads. Measurements of the program was
taken  from  1  to  8  threads  on  a  processor  capable  of  running  8  parallel
threads[10].
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Figure 16: Distribution of all  the measurements.



Concurrency model for the Majo language – An analysis of graph based 
concurrency
Markus Fält 2018-05-24

Figure 17 shows how the time to execute a program changes with the number of
concurrent threads. It  can be seen in the fgure that two processor cores gives
roughly double the performance one core gives. At fve processor cores the pro-
gram seems to have stopped improving the performance noticeably. This may be
a result of the scheduling of the threads begin the dominant factor in terms of ex-
ecution time.
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Figure 17: Scaling of Mandelbrot test
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Translating fgure 17 to logarithmic scale gives a nearly perfect linear relationship
between the number of threads and the logarithm of the time. This relationship
can be seen in fgure 18. The fgure 18 graph also show the same behavior as the
graph in fgure 17. It can be seen that around 5 or 6 number of threads the exac-
tions time starts to pan out to a constant value. It can even be seen that the execu-
tion time for 8 threads is slightly higher then the execution time for 7 threads.
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Figure 18: Log scale Mandelbrot test
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6 Conclusions
This chapter presents conclusions about the tests that  have been performed as
well as how the projects goals have met. Potential future work relating to this
project is also presented. This is discussed in terms of how development would
continue in short term as well as potential long term goals of the development.

6.1 Methodology

The implementation had fairly few problems since development went on without
much problems. However the implementation part of the project did take more
time then expected. This could probably have been solved by having a more struc-
tured and planed out work. There was goals for what was supposed to be done ev-
ery week but this could have been planed out better with smaller goals every day.
I think the other parts of the project sufered a bit due to the amount of time
spent on implementing the language.

6.2 Performance

The performance of the language did not beat any of the other languages that
were tested. This is not a surprising result when considering the amount of devel-
opment time languages as Python, Ruby and JavaScript has. These languages are
wildly used and therefor have a high exception in terms of performance. Because
of this the runtime of Python, Ruby and JavaScript must be optimized for high
performance. Trying to optimize the performance of Majo was never the focus of
this project. It was however important that the performance would scale with the
addition of more concurrent threads.

Some of the performance tests that were done in Majo did not render usable data.
I would expect this to be because of some unforeseen bug in the Majo runtime.
For example when testing the performance of a merge sort that should have the
time complexity of O(N*log(N)) the performance was closer to O(N2) or  O(N3).
The data form these tests did not show anything interesting about the language
only that the language has unforeseen bugs. These bugs were not discovered until
the performance tests were performed and at that point the development of the
language had already been concluded so there were no time for debugging and
fxing these bugs. The Mandelbrot set test did performed as expected and gener-
ated interesting data about the capabilities of the Majo runtime.

6.3 Scalability

The results  showed that  the execution time stopped increasing after  a  certain
number of threads. This may have to do with the scheduling of the threads be-
coming a more dominant part of the execution time. This can also be a result of
that the tests were only done 10 times per number of threads so there may be an
uncertainty in the results. The reason the test were only done 10 times is because
there was limited time for using the computer that the tests were made on. How-
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ever i suspect that even if the tests were done a 100 per number of threads the re-
sults would be similar. The scheduling time may have been less of a dominant
factor if the tests had more intense calculations so that the processor would have
to spend more time calculating the results then the time spent on scheduling the
threads.

The scalability of the Majo language did behave as expected. The Majo programs
perform best when the code uses as many threads as the processor can handle.
One problem with the scalability is that it is not possible to generalize a Majo pro-
gram to run as well as possible on all processors. There would need to be a way to
detect the number of processor-cores that are available for generalized solutions
to be possible. 

6.4 Concrete and verifiable goals

Data can be securely sent between threads in the language using frst in frst out
queues. The system that sends the data between nodes guarantees mutual exclu-
sion access to the queues.

Testing performance of sorting algorithms did not give any useful data due to un-
foreseen problems in the Majo runtime. Algorithms that should have had an time
complexity of O(N*log(N)) had a time complexity closer to O(N2) or O(N3). This
made the performance comparisons that compared performance of sorting use-
less.

Testing the performance of drawing the Mandelbrot set gave useful data as to
how the Majo language compares to Python, RubyRuby and JavaScript. The test
shows that Majo is slower then the other languages but not so slow as to be en-
tirely useless. This shows that a more optimized version of the Majo language
could compared to some of the modern runtime based languages. It also shows
that the concurrency model used in the Majo language is a possible alternative to
some of the concurrency models used in other languages.

The test that tested scaling by drawing the Mandelbrot set showed that generating
the Mandelbrot set could scale nearly perfectly linear when adding more cpu-
cores to a problem.

6.5 Ethical and social aspects

The research conducted in order to evaluate the Majo language in terms of scala-
bility and performance was done by conducting the testing on the computers that
i own as well as a computer that my friend Joel Nilsson owns. I do not consider
that the tests that were conducted violates someones privacy. Since the nature of
the tests did not involve anyone and were simply programs running on a com-
puter. However the programming language developed is a product that has no eth-
ical connotation good or bad. A programming language is a product that can be
used to further develop technologies that impact society. A programming lan-
guage such as Majo with a focus on concurrency and parallelism may help to opti-
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mize technologies such as data mining. Data mining may be used to gather infor-
mation about people and can also be used as way to violate peoples privacy.

The Meltdown[11] and Spectre[12] exploits in modern processors allows any pro-
gram on essentially any computer access to memory that the program should not
be able to access. It would be conceivable to think that a more improved version
of Majo could produce programs using these exploits to silently gather data from
someones computer. To prevent something like this the runtime of the language
could potentially be modifed to prevent access to certain parts of the memory.
However  this  would limit  the  functionality  of  the  language and  the  problems
raised by these exploits can only be solved by changing how modern processors
work.

6.6 Future work

First of all the Majo language would need more optimization and debugging so
that users could be confdent that their programs have the time complexity that is
expected.

Implementing a meta programing layer to the Majo code so that the user can de-
tect how many threads a cpu can handle and then generate Majo code that would
use these cpu's resources optimally. This would make it unnecessary to re write
Majo code when upgrading a system or moving Majo code form one system to
another. Right now the Majo code needs to be written with the capabilities of the
computers processor in mind.

A long term goal of the Majo language is to generalize the node system so that
the work time for the nodes is divided up more efciently. This could be done by
implementing a monitor system that manages and schedules when nodes can ac-
cess their communication channels. I suspect that the performance of the lan-
guage could improve by limiting the amount of time nodes spend waiting on ac-
cess to the communication channels. Another long term goal for the Majo lan-
guage is to introduce a special type of node that can divide it's execution in sev-
eral threads. A node that could parallelize a problem as needed would help gener-
alize the language so that programs do not need to be written with the computers
hardware in mind.
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Appendix A: Program code for 
testing Python.

38

import pygame
import threading
def mandel(x, y, itts):
    zx, zy = (0.0, 0.0)
    for i in range(0, itts):
        if zx * zx + zy * zy >= 4.0:
            return i / float(itts)
        nx = ((zx*zx) - (zy*zy)) + x
        ny = (2.0 * zx * zy) + y
        zx = nx
        zy = ny
    return 0.0

res = (640, 480)
pygame.init()
disp = pygame.display.set_mode(res)
class draw_thread (threading.Thread):
    def __init__(self, x, y, w, h):
        threading.Thread.__init__(self)
        self.x = x
        self.y = y
        self.w = w
        self.h = h
    def run(self):
        for x in range(self.x, self.x + self.w):
            for y in range(self.y, self.y + self.h):
                r_x = x / float(res[0]) * 3.0 - 2.0
                r_y = y / float(res[1]) * 2.6 - 1.3
                mandel_var = mandel(r_x, r_y, 20)
                disp.set_at((x,y), (int(mandel_var * 2 * 255) % 255, \
                    int(mandel_var * 3 * 255) % 255, \
                    int(mandel_var * 4 * 255) % 255))
                #pygame.display.update()
class update_thread (threading.Thread):
    def __init__(self):
        threading.Thread.__init__(self)
    def run(self):
        running = True
        while running:
            for event in pygame.event.get():
                if event.type == pygame.QUIT:
                    running = False
            pygame.display.update()

thread_list = []
#thread_list.append(update_thread())
for i in range(0, 8):
    thread_list.append(draw_thread(0, int(res[1] / 8) * i, res[0], \
        int(res[1] / 8)))
for t in thread_list:
    t.start()

for t in thread_list:
    t.join()
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Appendix B: Program code for 
testing Ruby.

39

require 'gosu'

class Test < Gosu::Window
def initialize
super 640, 480
self.caption = "Test"
@done = false
end

def draw_pixel(x, y, r, g, b)
color = Gosu::Color.rgba(r, g, b, 255)

 draw_line(x, y, color, x+1, y, color, z=0, mode=:default)
end

def mandelbrot(x, y, itts)
zx = 0.0
zy = 0.0
for i in 0..itts

if zx * zx + zy * zy >= 4.0
return i / Float(itts)

end
nx = ((zx*zx) - (zy*zy)) + x
ny = (2.0 * zx * zy) + y
zx = nx
zy = ny

end
return 0.0

end
def draw_mandelbrot(x1, x2, y1, y2)

for y in y1..y2
for x in x1..x2

rx = x / 640.0 * 3.0 - 2.0
ry = y / 480.0 * 2.6 - 1.3
mandel_var = mandelbrot(rx, ry, 20)
draw_pixel(x, y, \

(mandel_var * 2 * 255) % 255, \
(mandel_var * 3 * 255) % 255, \
(mandel_var * 4 * 255) % 255)

end
end

end
def draw

#draw_mandelbrot(0, 640, 0, 480 / 8)
if @done

abort("")
end
ys = 480 / 8
t1 = Thread.new{draw_mandelbrot(0, 640, 0, ys)}
t2 = Thread.new{draw_mandelbrot(0, 640, ys, 2 * ys)}
t3 = Thread.new{draw_mandelbrot(0, 640, 2 * ys, 3 * ys)}
t4 = Thread.new{draw_mandelbrot(0, 640, 3 * ys, 4 * ys)}
t5 = Thread.new{draw_mandelbrot(0, 640, 4 * ys, 5 * ys)}
t6 = Thread.new{draw_mandelbrot(0, 640, 5 * ys, 6 * ys)}
t7 = Thread.new{draw_mandelbrot(0, 640, 6 * ys, 7 * ys)}
t8 = Thread.new{draw_mandelbrot(0, 640, 7 * ys, 8 * ys)}
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t1.join
t2.join
t3.join
t4.join
t5.join
t6.join
t7.join
t8.join
@done = true

end
end

Test.new.show
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Appendix C: Program code for 
testing JavaScript.
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window.onload = function()
{

var c = document.getElementById("main");
var ctx = c.getContext("2d");
var WIDTH = c.width;
var HEIGHT = c.height;

function setPixel(x,y,r,g,b,a)
{
ctx.fillStyle = "rgba("+r+","+g+","+b+","+(a/255)+")";
ctx.fillRect(x,y,1,1);
}

function mandelbrot(x, y, itts)
{
var zx = 0.0;
var zy = 0.0;
for(var i = 0; i < itts; i++)
{

if(zx * zx + zy * zy >= 4.0)
{

return i / itts;
}
var nx = ((zx*zx) - (zy*zy)) + x;
var ny = (2.0 * zx*zy) + y;
zx = nx;
zy = ny;

}
return 0.0;
}

for(var i = 0; i < 100; i++)
{
console.time(i + "itt ");
for(var y = 0; y < HEIGHT; y++)
{

for(var x = 0; x < WIDTH; x++)
{

var rx = x / parseFloat(WIDTH) * 3.0 - 2.0;
var ry = y / parseFloat(HEIGHT) * 2.6 - 1.3;
var mandel_var = mandelbrot(rx, ry, 20);
setPixel(x, y,

(mandel_var * 2 * 255) % 255,
(mandel_var * 3 * 255) % 255,
(mandel_var * 4 * 255) % 255, 255);

}
}
console.timeEnd(i + "itt ");
}

};
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Appendix D: Program code for 
testing Majo.
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function mandelbrot(cx, cy) {
0.0 -> var zx -> var zy;

for (var i in 0..20) {
if (((zx * zx) + (zy * zy)) > 4.0) float i / 20.0 -> return;

# (a + bi) ^ 2 = a^2 - b^2 + 2*a*bi
(((zx * zx) - (zy * zy)) + cx) -> var next_zx;
((2.0 * zx * zy) + cy) -> var next_zy;

next_zx -> zx;
next_zy -> zy;

}

0.0 -> return;
}

node handle_row(dimensions, y) -> (t)
{

dimensions -> var width;
dimensions -> var height;
0..width -> var x_range;

false -> var done;

while(not done)
{

y -> var current_row;
if(typeof(current_row) == "int")
{

for(var x in x_range)
{

(float x / float width) * 3.0 - 2.0 -> var real_x;
(float current_row / float height) * 2.6 - 1.3 -> var real_y;
mandelbrot(real_x, real_y) -> var mandel_val;

set_pixel(x, current_row, mandel_val * 2.0, mandel_val * 3.0, 
mandel_val * 4.0);

}
}
else
{

true -> done;
}

}

"Done" -> t;
}
node main(t0, t1, t2, t3, t4, t5, t6, t7) -> (dimensions, y0, y1, y2, y3, y4, y5, y6, y7)
{

640 -> var width;
480 -> var height;

make_window(width, height);
clear_window(0.0, 0.0, 0.0);
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width -> dimensions;
height -> dimensions;

0 -> var current_channel;
for(var y in 0..height)
{

if(current_channel == 0)
y -> y0;

elif(current_channel == 1)
y -> y1;

elif(current_channel == 2)
y -> y2;

elif(current_channel == 3)
y -> y3;

elif(current_channel == 4)
y -> y4;

elif(current_channel == 5)
y -> y5;

elif(current_channel == 6)
y -> y6;

elif(current_channel == 7)
y -> y7;

current_channel + 1 -> current_channel;

if(current_channel > 7)
0 -> current_channel;

}

"Stop" -> y0;
"Stop" -> y1;
"Stop" -> y2;
"Stop" -> y3;
"Stop" -> y4;
"Stop" -> y5;
"Stop" -> y6;
"Stop" -> y7;

#while(true)
#{
# update_window();
#}

}
run main;
t0 handle_row;
t1 handle_row;
t2 handle_row;
t3 handle_row;
t4 handle_row;
t5 handle_row;
t6 handle_row;
t7 handle_row;

run dimensions -> t0 dimensions;
run dimensions -> t1 dimensions;
run dimensions -> t2 dimensions;
run dimensions -> t3 dimensions;
run dimensions -> t4 dimensions;
run dimensions -> t5 dimensions;
run dimensions -> t6 dimensions;
run dimensions -> t7 dimensions;
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run y0 -> t0 y;
run y1 -> t1 y;
run y2 -> t2 y;
run y3 -> t3 y;
run y4 -> t4 y;
run y5 -> t5 y;
run y6 -> t6 y;
run y7 -> t7 y;

t0 t -> run t0;
t1 t -> run t1;
t2 t -> run t2;
t3 t -> run t3;
t4 t -> run t4;
t5 t -> run t5;
t6 t -> run t6;
t7 t -> run t7;
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Appendix E: Visitor pattern example.
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class ArrowableVisitor
{
public:

virtual void visit(ArrowableExpression* expression) = 0;
virtual void visit(VariableExpression* expression) = 0;
virtual void visit(FunctionCallExpression* expression) = 0;
virtual void visit(IndexExpression* expression) = 0;
virtual void visit(ContainerOperatorExpression* expression) = 0;
virtual void visit(ReturnExpression* e) = 0;

};

class ArrowableEval : public ArrowableVisitor
{
public:

ArrowableEval(std::shared_ptr<ScopeStack<Types>> scopeStack,
Types arrowValue,
ExpressionEval* exprEvalPtr);

virtual void visit(ArrowableExpression* exp) override;
virtual void visit(VariableExpression* exp) override;
virtual void visit(FunctionCallExpression* exp) override;
virtual void visit(IndexExpression* exp) override;
virtual void visit(ContainerOperatorExpression* exp) override;
virtual void visit(ReturnExpression* e) override;

private:
Types arrowValue;
std::shared_ptr<ScopeStack<Types>> scopeStack;
ExpressionEval* exprEvalPtr;

};

class ArrowableTypeChecker : public ArrowableVisitor
{
public:

ArrowableTypeChecker(std::shared_ptr<ScopeStack<DataType>> scopeStack,
DataType arrowType);

bool checkTypeSafety(ArrowableExpression* exp);

virtual void visit(ArrowableExpression* exp) override;
virtual void visit(VariableExpression* exp) override;
virtual void visit(FunctionCallExpression* exp) override;
virtual void visit(IndexExpression* expression) override;
virtual void visit(ContainerOperatorExpression* expression) override;
virtual void visit(ReturnExpression * e) override;

private:
DataType arrowType;
std::shared_ptr<ScopeStack<DataType>> scopeStack;
bool success;

};
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class ArrowableExpression : public NonArrowExpression
{
public:

ArrowableExpression();
virtual ~ArrowableExpression();

virtual void accept(ExpressionTreeVisitor* visitor) override;
virtual void accept(ArrowableVisitor* visitor) = 0;

};
class VariableExpression : public ArrowableExpression
{
public:

VariableExpression(const std::string& name);
virtual ~VariableExpression();

virtual void accept(ExpressionTreeVisitor* visitor) override;
virtual void accept(ArrowableVisitor* visitor) override;

std::string getName() const;
private:

std::string name;
};
class FunctionCallExpression : public ArrowableExpression
{
public:

FunctionCallExpression(std::string name,
std::vector<std::unique_ptr<Expression>>& arguments);
virtual ~FunctionCallExpression();

virtual void accept(ExpressionTreeVisitor* visitor) override;
virtual void accept(ArrowableVisitor* visitor) override;

std::string getName() const;
Expression* getArgument(int index) const;
int getNumArguments() const;

private:
std::string name;
std::vector<std::unique_ptr<Expression>> arguments;

};

class IndexExpression : public ArrowableExpression
{
public:

IndexExpression(
std::unique_ptr<NonArrowExpression> list_expr,
std::unique_ptr<NonArrowExpression> index);

virtual ~IndexExpression();

virtual void accept(ExpressionTreeVisitor* visitor) override;
virtual void accept(ArrowableVisitor* visitor) override;

NonArrowExpression* getIndex() const;
NonArrowExpression* getListExpression() const;

private:
std::unique_ptr<NonArrowExpression> list_expr;
std::unique_ptr<NonArrowExpression> index;

};
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class ContainerOperatorExpression : public ArrowableExpression
{
public:

ContainerOperatorExpression(std::unique_ptr<NonArrowExpression> expr);
virtual ~ContainerOperatorExpression();

virtual void accept(ExpressionTreeVisitor* visitor) override;
virtual void accept(ArrowableVisitor* visitor) override;

NonArrowExpression* getExpression() const;

private:
std::unique_ptr<NonArrowExpression> expr;

};
class ReturnExpression : public ArrowableExpression
{
public:

ReturnExpression() = default;
virtual ~ReturnExpression();

virtual void accept(ExpressionTreeVisitor* visitor) override;
virtual void accept(ArrowableVisitor* visitor) override;

};
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