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Abstract 
In the latest years, the public’s interest in blockchain technology has been 
growing since it was brought up in 2008, primarily because of its ability 
to create an immutable ledger, for storing information that never will or 
can be changed. As an expanding chain structure, the act of nodes adding 
blocks to the chain is called mining which is regulated by consensus 
mechanism. In the most widely used consensus mechanism Proof of work, 
this process is based on computationally heavy guessing of hashes of 
blocks. Today, there are several prominent ways developed of 
performing this guessing, thanks to the development of hardware 
technology, either using the regular all-rounded computer processing 
unit (CPU), or using the more specialized graphics processing unit (GPU), 
or using dedicated hardware. This thesis studied the working principles 
of blockchain, implemented the crucial hash function used in Proof of 
Work consensus mechanism and other blockchain structures with the 
popular programming language Java on various platforms. CPU 
implementation is done with Java’s built-in functions and for GPU I used 
OpenCL ’ s Java binding JOCL. This project gives a quantified 
measurement for hash rate on different devices, determines that all the 
GPUs tested advantage over CPUs in performance and memory 
consumption. Java’s built-in function is easier to use but both of the 
implementations are doing well in platform independent that the same 
code can easily be executed on different platforms. Furthermore, based 
on the measurements, I did in-depth exploration of the principles and 
proposed future work, analyzed their application values combined with 
future possibilities of blockchain based on implementation difficulties 
and performance. 

Keywords: Blockchain, SHA-256, CPU, GPU, Java, JOCL, PoW 
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1 Introduction 
Blockchain, one of the hottest word nowadays, is trying to infiltrate in our 
daily life. If we say Internet solved the problem of communication, 
blockchain is dealing with the problem of trust. 

The blockchain is an incorruptible digital ledger of economic transactions 
that can be programmed to record not just financial transactions but 
virtually everything of value.[1]  We might know it from Bitcoin, the 
digital currency drove people crazy like house price 10 years ago, 
blockchain technologies have become very interesting to be applied onto 
various places in our digitalized society in recent years. As a distributed 
database, blockchain has the benefits of decentralization, de-trust, 
collective maintenance and reliability which bring the possibility to use it 
in financial services, credit and tenancy management, resource sharing, 
Internet of Things and supply chain. [2] [3]  

1.1 Background and problem motivation 
Blockchain is a chain of blocks each containing transactions to determine 
and safeguard transactions in order. New transactions that are not yet in 
any block are unconfirmed. To order these transactions into chain, any 
node can create a new block through a “guessing game” to avoid collision. 

This process is based on computationally heavy guessing of 
cryptographic hashes. Today, there are three prominent ways of 
performing this guessing, either using the regular all-rounded computer 
processors, or using the more specialized processor on the graphics cards 
or using dedicated hardware. The implementation and performance of 
hashing may vary greatly by using different methods. 

1.2 Overall aim 
This project’s aim is to determine the performance difference between 
computer processor and graphics processing unit hashing for a future 
implementation. Different devices with different graphic cards like 
laptop, resource constrained device and high-end graphics card will be 
put into test. Through this project, we hope to determine the benefits of 
utilizing either way of processing for blockchains aimed for the Internet-
of-Things, smart grids, and digital payments. 
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The aim is achieved by performing a quantitative evaluation of the 
hashing performance using the Java programming language. Hashing 
performance will be evaluated on the regular computer processor and on 
graphics card.  

Therefore, the problem I will solve in this thesis is to determine the 
differences, benefits and drawbacks between blockchain hashing 
performance on central processing unit (CPU) and graphics processing 
unit (GPU). 

1.3 Concrete and verifiable goals 
From the problem I am going to solve, I propose the following goals: 

1. Find appropriate hash function 
2. Decide at least three devices and platforms where blockchain 

hashing is implemented 
3. Implement hashing method on CPU using Java 
4. Implement hashing method on GPU using Java 
5. Measure performance in both on the chosen platforms and analyze 

with RStudio 
6. Evaluate the end results in terms of benefits and drawbacks and 

propose future work 

1.4 Scope 
The study has its focus on hashing performance on CPU and GPU of 
different devices. The effect of signature, data structures, the connection 
to other nodes and other procedures is ignored in the survey. The survey 
is distinguished by the evaluation of response times, hashes per second 
and overall quality and effectiveness. The survey’s conclusions should 
however be generally valid for different types of computer processors 
and graphics cards. 

1.5 Outline 
Chapter 2 describes the basic theory of blockchain and hash function, then 
presents different utilization of hash function in blockchain system, as 
well as related works. Chapter 3 elaborates the concrete steps and tools I 
use in this project. Chapter 4 is the detailed implementation in both 
approaches and research settings. Chapter 5 demonstrates comparison 
results and analyzes them in terms of hardware. Chapter 6 summarizes 
the project and also gives a further outlook on the future work. 
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2 Theory  
This chapter briefly introduces all the related knowledge so that readers 
can have a better understanding of this project. 

2.1 Blockchain 
Being as one of the most attractive field in technology, blockchain brings 
great possibilities for applications in different industries. Blockchain is a 
distributed digital ledger that can be used to record data, transaction or 
any valuable things and it has become very interesting to be applied onto 
various fields in our digitalized society in recent years. Figure 2.1 gives 
the structure of traditional central processing network and blockchain 
network. Acting as a complete decentralized database, all the transaction 
records would be downloaded when we first install the chain and every 
block created later on would be passed on to every node within the 
network to become uniformed so that the blockchain is totally transparent 
to every node within the network. Even if some of nodes are crushed on 
the network, the whole will not be effected because everyone has a copy 
of the ledger. 

 

Figure 2.1: Centralized Network and Blockchain Network [10]  

 The universally agreed chain has a high security because it is difficult to 
tamper the information above since you need to change all the blocks 
behind as well to get the chain correctly connected. And the decentralized 
characteristic makes the system trustworthy because everything is based 
on a competition of each node that no trust is needed. All these benefits 
bring the possibility to use blockchain technology in various fields. 
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In general, a blockchain is a chain of data packets or blocks, every one of 
which is composed of several transactions. New transactions can be 
packaged as new blocks and added to the chain by any nodes on this 
network. Since blockchains lack a centralized entity to verify a transaction’
s authenticity and control the order of transactions, so as to get the whole 
blockchain network to agree on the order of transaction, distributed 
consensus mechanisms are used to solve this problem. At present, several 
major mechanisms include Proof of Work (PoW), Proof of Stake (PoS), 
Delegated Proof of Stake (DPoS), and Byzantine Fault Tolerant (BFT) etc. 
Nowadays, many applications have emerged but Proof of Work is still 
the most used one. [14]  

Comparing to the other mechanisms, PoW is very simple to implement, 
no extra information needs to be transferred between nodes, and it has a 
complete mathematical proof to ensure its security. Moreover, PoW is 
relatively fare to each node, to destroy this network requires controlling 
51% of the computing power which is very expensive.  

2.2 SHA-256 Hash Algorithm 
Hash function is used to map data from arbitrary size to fixed size hash 
values. We might know it earlier from the data structure hash table which 
can accelerate data lookup. Other applications include message integrity 
checks, finding similar records, speech recognition and cryptography. 
Due to the diversity of various applications of hash functions, they are 
often specially designed for a specific application with different focus. 

The input in a cryptographic hash function is called “message” and the 
output is regard as “message digest” or “digital fingerprint”. Ideally, a 
cryptographic hash function should have the following properties: 

• It is easy and fast to calculate the hash value. 

• The value is deterministic that no matter how many times you run 
the function you will always get the same result. 

• It is extremely computationally expensive to get input message 
with the given hash value. 

• A little change in the input will result in totally different hash 
value. 
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• It is nearly impossible to find two inputs having the same hash 
value. 

There are multiple hash standards such as Message Digest (MD) 5, Secure 
Hash Algorithms (SHA) family, RACE Integrity Primitives Evaluation 
Message Digest (RIPEMD), CryptoNight. At present, it is generally 
considered that MD5 and SHA1 are not secure enough. 

SHA-256 is a member of SHA-2 family published by US National Security 
Agency [5] . The series of algorithms mainly differ in security strength, 
upper limit of message size and the block and word size used during the 
processing and also give out different sizes of message digest under the 
same structure. So far there is no publicly available evidence showing that 
the algorithms are flawed and no effective attack has appeared against 
SHA-2. 

SHA-256 is more secure against birthday attacks and known differential 
attacks than the widely used MD5 and SHA-1. It is also the algorithm 
widly used in Bitcoin. Hence, I choose SHA-256 as my testing hash 
function. 

This function is able to parse any message under 264 bits into a 256-bit 
message digest. The whole procedure involves two stages: preprocessing 
and hash computation. 

2.2.1 Preprocessing 
The preprocessing part prepares data for hash computation. Original 
input messages are converted into 512-bit message blocks, and then 
processed using the SHA256 compression function for each message 
block. Therefore, message length mainly influences the amount of times 
the compression function is executed. Let us suppose the size of the input 
message M is l bits. 

First of all, we want to pad the message so that it becomes a multiple of 
512 bits. We append one-bit “1” and k-bit “0” to the end of the message 
as shown in figure 2.2 where k is the smallest, non-negative integer 
satisfying 

𝑙 + 1 + 𝑘	 ≡ 448	𝑚𝑜𝑑	512    (2-1) 

Then a 64-bit block is added to the end giving the value of l. 
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Figure 2.2: SHA-256 Padding 

Then, the padded message is parsed into N 512-bit blocks M(1), M(2), …, 
M(N) and each block is expressed as sixteen 32-bit words. A word is a 
sequence of hex digits. For block i, the words are called as M0(i), M1(i), …, 
M15(i). 

Finally, the initial hash value H(0) needs to be set with constant. Since the 
message digest size for SHA-256 is 256 bits, H(0) can be split into eight 32-
bit words: 

𝐻/
/ = 	6𝑎09𝑒667 

𝐻7
/ = 	𝑏𝑏67𝑎𝑒85 

𝐻9
/ = 3𝑐6𝑒𝑓372 

𝐻=
/ = 𝑎54𝑓𝑓53𝑎 

𝐻>
/ = 510𝑒527𝑓 

𝐻?
/ = 9𝑏05688𝑐 

𝐻@
/ = 	1𝑓83𝑑9𝑎𝑏 

𝐻A
(/) = 	5𝑏𝑒0𝑐𝑑19 
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2.2.2 Hash computation 
The six functions used in SHA-256 are shown in table 2.1. The parameters 
x, y, z and output are 32-bit words. 

Table 2.1: Symbols Used in SHA-256 

Symbol Description 

⨁ Bitwise XOR (“exclusive-OR”) operation 

∧ Bitwise AND operation 

∨ Bitwise OR (“inclusive-OR”) operation 

¬ Bitwise complement operation 

+ Addition modulo 232 

SHRn(x) Right shift operation. SHRn(x) = x >> n 

ROTRn(x) Rotate right operation. ROTRn(x) = (x>>n)	∨ (x<<32-n) 

 

𝐶ℎ 𝑥, 𝑦, 𝑧 = (𝑥 ∧ 𝑦)⨁(¬𝑥 ∨ 𝑧)     (2-2) 

𝑀𝑎𝑗 𝑥, 𝑦, 𝑧 = (𝑥 ∧ 𝑦)⨁(𝑥 ∧ 𝑧)⨁(𝑦 ∧ 𝑧)    (2-3) 

𝑥{9?@}
/ = 𝑅𝑂𝑇𝑅9 𝑥 ⨁𝑅𝑂𝑇𝑅7= 𝑥 ⨁𝑅𝑂𝑇𝑅99 𝑥   (2-4)  

𝑥{9?@}
7 = 𝑅𝑂𝑇𝑅@ 𝑥 ⨁𝑅𝑂𝑇𝑅77 𝑥 ⨁𝑅𝑂𝑇𝑅9? 𝑥   (2-5) 

𝜎/
9?@ 𝑥 = 𝑅𝑂𝑇𝑅A 𝑥 ⨁𝑅𝑂𝑇𝑅7V 𝑥 ⨁𝑆𝐻𝑅= 𝑥    (2-6) 

𝜎7
9?@ 𝑥 = 𝑅𝑂𝑇𝑅7A 𝑥 ⨁𝑅𝑂𝑇𝑅7X 𝑥 ⨁𝑆𝐻𝑅7/ 𝑥    (2-7) 

A sequence of sixty-four constant 32-bit words K0{256}, K1{256}, …, K63 {256} 
used are (from left to right): 

428𝑎2𝑓98	71374491	𝑏5𝑐0𝑓𝑏𝑐𝑓	𝑒9𝑏5𝑑𝑏𝑎5	3956𝑐25𝑏	59𝑓111𝑓1	923𝑓82𝑎4	𝑎𝑏1𝑐5𝑒𝑑5		
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𝑑807𝑎𝑎98	12835𝑏01	243185𝑏𝑒	550𝑐7𝑑𝑐3	72𝑏𝑒5𝑑74	80𝑑𝑒𝑏1𝑓𝑒	9𝑏𝑑𝑐06𝑎7	𝑐19𝑏𝑓174		

𝑒49𝑏69𝑐1	𝑒𝑓𝑏𝑒4786	0𝑓𝑐19𝑑𝑐6	240𝑐𝑎1𝑐𝑐	2𝑑𝑒92𝑐6𝑓	4𝑎7484𝑎𝑎	5𝑐𝑏0𝑎9𝑑𝑐	76𝑓988𝑑𝑎		

983𝑒5152	𝑎831𝑐66𝑑	𝑏00327𝑐8	𝑏𝑓597𝑓𝑐7	𝑐6𝑒00𝑏𝑓3	𝑑5𝑎79147	06𝑐𝑎6351	14292967		

27𝑏70𝑎85	2𝑒1𝑏2138	4𝑑2𝑐6𝑑𝑓𝑐	53380𝑑13	650𝑎7354	766𝑎0𝑎𝑏𝑏	81𝑐2𝑐92𝑒	92722𝑐85		

𝑎2𝑏𝑓𝑒8𝑎1	𝑎81𝑎664𝑏	𝑐24𝑏8𝑏70	𝑐76𝑐51𝑎3	𝑑192𝑒819	𝑑6990624	𝑓40𝑒3585	106𝑎𝑎070		

19𝑎4𝑐116	1𝑒376𝑐08	2748774𝑐	34𝑏0𝑏𝑐𝑏5	391�0𝑐𝑏3	4𝑒𝑑8𝑎𝑎4𝑎	5𝑏9𝑐𝑐𝑎4𝑓	682𝑒6𝑓𝑓3	

748𝑓82𝑒𝑒	78𝑎5636𝑓	84𝑐87814	8𝑐𝑐70208	90𝑏𝑒𝑓𝑓𝑓𝑎	𝑎4506𝑐𝑒𝑏	𝑏𝑒𝑓9𝑎3𝑓7	𝑐67178𝑓2			

 

To get this computation worked, we need  

a) Sixty-four 32-bit words’ message schedule W0, W1, …, W63. 
b) Eight working variables a, b, c, d, e, f, g, h that is used during 

each iteration. 
Then we can process the message blocks prepared in step one M(1), 

M(2), …, M(N) into the following steps in order to get the hash value.  

For each block M(i) from M(1) to M(N) { 

1. Get the message schedule {Wt}: 

𝑊Z =
𝑀Z
([), 0 < 𝑡 ≤ 15

𝜎7
9?@ 𝑊Z_9 +𝑊Z_A + 𝜎/

9?@ 𝑊Z_7? +𝑊Z_7@, 16 ≤ 𝑡 ≤ 63
 (2-8) 

 

2. Initialize a, b, c, d, e, f, g, h with the (i-1)st hash value: 

𝑎 = 𝐻/
[_7  

𝑏 = 𝐻7
[_7  

𝑐 = 𝐻9
[_7  

𝑑 = 𝐻=
[_7  
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𝑒 = 𝐻>
[_7  

𝑓 = 𝐻?
[_7  

𝑔 = 𝐻@
[_7  

ℎ = 𝐻A
([_7) 

 

3. Do compression for 64 iterations. Figure 2.3 gives one 
iteration of compression. 

 

Figure 2.3: One Iteration in SHA-2 Family Compression [6]  

For t = 0 to 63 { 
𝑇7 = ℎ + (𝑒){9?@}

7 + 𝐶ℎ 𝑒, 𝑓, 𝑔 + 𝐾Z
{9?@} +𝑊Z    (2-9)  

𝑇7 = (𝑎){9?@}
/ + 𝑀𝑎𝑗 𝑎, 𝑏, 𝑐    (2-10) 

ℎ = 𝑔 

𝑔 = 𝑓 

𝑓 = 𝑒 

𝑒 = 𝑑 + 𝑇7 

𝑑 = 𝑐 

𝑐 = 𝑏 
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𝑏 = 𝑎 

𝑎 = 𝑇7 + 𝑇9 

} 
 

4. Every value iteration of hash value would be added 
together. As below we compute the ith hash value H(i): 

𝐻/
[ = 𝑎 + 𝐻/

[_7  

𝐻7
[ = 𝑏 + 𝐻7

[_7  

𝐻9
[ = 𝑐 + 𝐻9

[_7  

𝐻=
[ = 𝑑 + 𝐻=

[_7  

𝐻>
[ = 𝑒 + 𝐻>

[_7  

𝐻?
[ = 𝑓 + 𝐻?

[_7  

𝐻@
[ = 𝑔 + 𝐻@

[_7  

𝐻A
([) = ℎ + 𝐻A

([_7) 

} 

The final message digest is 𝐻/
(b) ∥ 𝐻7

(b) ∥ 𝐻9
(b) ∥ 𝐻=

(b) ∥ 𝐻>
(b) ∥ 𝐻?

(b) ∥
𝐻@
(b) ∥ 𝐻A

(b). 

2.3 Hashing in blockchain 
A hash is a one-way function that is wildly used in blockchain and other 
decentralized system. The following three specific uses achieve 
decentralization, traceability, immutability and chain the blocks together 
to become a blockchain. 

2.3.1 Hash pointers 
Normally, pointers store the addresses of other variables. In blockchain, 
a hash pointer stores not only the address of the previous block, but a 
hash value of all data in the previous block as well. Blocks are chained 
together with hash pointers just like normal pointers do for linked list, 
however, the hashes stored are able to check if data in previous blocks are 
tampered. 
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If a hacker wants to change data in one block, he needs to change the hash 
value in the next block as well to solve the inconsistency. But to change 
the header of next block he also needs to change hash pointer in the next 
block of the next one, so on and so forth until the hash we are holding on 
to which is impossible to be changed because we remember it as being 
the head of the list. Therefore, hash pointers ensure the tamper-proof 
property of blockchain and we can store all the blocks from the latest to 
the very first genesis block. 

 

Figure 2.4: Structure of Hash Pointers 

Figure 2.4 shows the typical structure of hash pointers. Here if the data in 
block 1 is tampered, the hash of this block is totally changed as stated in 
chapter 2.2, the hash pointer in block 2 must be changed, which result in 
change of block 3. The final hash pointer is remembered by the whole 
system so that the falsify procedure will always stop at this point. 

The second use of hash pointer is to build Merkle tree. Each node of the 
Merkle tree is also linked using hash pointer. 

2.3.2 Merkle tree 
A Merkle tree is a tree whose leaf nodes store hashes of data blocks and 
non-leaf nodes are hashes of their child nodes. It is an essential part for 
data integrity. In blockchain, each block contains a Merkle tree and the 
root hash value is stored in the block header. Each leaf node in this tree 
labels the hash of one transaction included in this block. Because the 
Merkle tree is a binary tree, it requires an even number of leaf nodes. If 
there are only an odd number of transactions, then the final transaction 
will be duplicated to form an even number of leaf nodes.  
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Merkle tree allows efficient and secure verification on large datasets, 
supports Simple Payment Verification (SPV) function suggested in 
Satoshi Nakamoto's paper. SPV client is a lightweight client. It only 
downloads the header information of all the blocks to avoid downloading 
hundreds of gigabytes of data. To verify a transaction, we only need to 
get the hash value of this transaction, track the hash certification path 
leading to that transaction, calculate the root hash value and compare it 
to the root hash stored in local memory. Through this process, only log2(n) 
hash values need to be calculated in a block with n transactions. 

The figure 2.5 gives an example of Merkle tree. H5 is the hash of the 
transaction we want to verify, nodes H12345678, H1234, H5678, H56, H78, 
H5 and H6 forms the certification path derived from a specialized 
traversal algorithm. H12345678, H5678 and H56 are the hash values 
required to be calculated. 

 

Figure 2.5: An Example of Merkle Tree 

2.3.3 Proof of work 
Proof of work protocol means that somebody can actually prove that it 
has engaged a significant amount of computational effort. Before tapping 
into this mechanism, we shall take a look at the structure of a block in 
figure 2.6. 
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Figure 2.6: Blockchain Block Structure 

Due to the decentralized structure of blockchain, we need an agreement 
from all nodes in the blockchain network for the order of new blocks to 
be added into the chain. Proof of Work is such a consensus mechanism to 
achieve the agreement and maintain the consistency among the network 
by solving a moderately hard work. The work must be easy to check on 
server side. 

A typical transaction based on PoW can be described as below: 

1) A starts a transaction to B. 
2) The transaction is put together with other unconfirmed 

transactions. 
3) Nodes in the network, which are also called miners, check 

the authenticity using digital signature and pack some of the 
authentic unconfirmed transactions into blocks and set all 
the other fields in the block except for nonce.  

4) Miners enumerate nonce and repetitively do hashing for 
block header until someone gets a hash value smaller than a 
target value under current difficulty. 

5) Other miners verify the succeeded block and synchronize 
this block on to their ledger. 

6) When most of miners have verified this block, the miner is 
rewarded. 

7) A’s transaction is appended to the chain with other 
transactions. 

8) B gets the goods from A. 
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Although nonce is only 4 bytes, which is limited, if we can not find a 
successful result under current setup, we can change a parameter called 
coinbase in the first transaction of the block. This parameter can store any 
information that will not be used so blockchain set an extra nonce here. 
Then the root of Merkle tree will change so that we can continue looking 
for nonce. Besides, miners can also change the timestamp. It is guaranteed 
that there must be at least one solution to get the hash result under the 
target value, thus the chain can be extended endlessly. 

As the blockchain network may change all the time, new nodes may 
participate in and bring more computational power, we need to follow 
the speed of block production so that it satisfies the requirement of both 
efficiency and network transport aspect. If the duration is too short, the 
block may not have been broadcast to all miners and verified, new blocks 
will be created and the possibility of branching will be increased, which 
will weaken the security of the confirmation. If the speed is too slow, there 
are obvious problems with efficiency. So after every certain amount of 
blocks are produced, the difficulty counter will change. In Bitcoin system, 
the interval is around ten minutes.  

Obviously, blockchain sacrifices efficiency to exchange fairness, but 
people still believe that it will not be a problem as for the rapid 
development of technology. 

The probability of solving a block to the time it takes appears to be normal 
distribution. Occasionally however, more than one block will be solved 
at the same time leading to several possible branches. In this case, nodes 
simply try to build on the first block they received and the tie will be 
broken when someone solves the next block. The general rule is to always 
follow the longest branch available. This ensures no permanent 
branching will exist in this network. We can see this procedure from 
figure 2.7. 
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Figure 2.7: Temporary Branching in PoW 

The result of hashing is completely irregular and we cannot judge the 
modified hash result with given information. In consideration of this, it is 
impossible for a node to create several blocks in a row in advance and 
append them to the end of the chain and forcibly make it the longest 
branch. 

There is one thing needs to be noticed that a new Proof of Work algorithm 
called Cryptonight is a memory-hard hash function, compared with other 
methods, its design architecture is not very friendly to GPU/Field-
Programmable Gate Array (FPGA)/Application Specific Integrated 
Circuits (ASIC), which greatly improves the competitiveness of the CPU. 

2.4 Related work 
The following content gives some related work about the implementation of 
different hash functions on different types of devices. These existing works could 
serve as references for this project. 

2.4.1 A fast MD5 implementation on GPU 
This conference proceeding shows us some optimizations for both 
Message-Digest algorithm 5 (MD5) algorithm and its GPU 
implementation. The result was compared to an Advanced Micro Devices 
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(AMD) II X4 945 four core CPU which tells us that the hashing is more 
than tem times faster on the Compute Unified Device Architecture 
(CUDA) GPU than CPU. [7]  

2.4.2 SHA-3 Java implementation on constrained device 
This master thesis tested the 14 candidates left in the second round of 
SHA-3 cryptographic hash function competition. The algorithms are 
implemented on constrained devices, transferring directly from the 
existing C code to Java. Performance measurements include cycles/byte 
and required ROM size. [8]  

2.4.3 Estimation of miner hash rates on blockchains 
This project quantifies the real-time hash rate and therefore the consensus 
of a blockchain. Only the hash value of blocks is shown and they estimate 
and measure the hash rate of all miners or individual miners, with 
quantifiable accuracy. The techniques are applied to Ethereum and 
Bitcoin blockchains and is proved that the solution applies to any proof-
of-work-based blockchain that relies on a numeric target for the 
validation of blocks. If miners regularly broadcast status reports of their 
partial proof-of work, the hash rate estimates are significantly more 
accurate at a cost of slightly higher bandwidth. Whether using only the 
blockchain, or the additional information in status reports, merchants can 
use the techniques to quantify in real-time the threat of double-spend 
attacks. [9]  
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3 Methodology 
Since the project is a research about performance comparison between 
Java hashing performance on CPU and GPU, first we need to understand 
how hashing works. Then the implementations on both platforms should 
be performed using Java. In the end, we need objective facts as 
measurements to form cogent conclusions and evaluation for future use, 
as explained in chapter 1.3.  

To find appropriate hashing functions, first I search through library 
resources, websites and even YouTube videos. But still we need to 
understand how blockchain works and what kind of role hashing plays. 
There are many cryptographic hash functions like MD5, RIPEMD160, 
SHA-1, SHA-2, SHA-3 etc. Considering of security which means collision 
resistant and complexity, I choose one appropriate function as our 
implementing method. 

To achieve goal two, I studied the various application scenarios of 
blockchain, the development of proof of work and different mining 
methods from websites and paper researches to find the popular and 
accessible hardware platforms to implement the hashing functions. 

After basic learning of blockchain and hashing, I can build the hash 
function into CPU with Java’s built in functions. The official publication 
of the chosen hash function and documents for Java packages are 
regarded as valuable references. Different models and versions of CPU 
will be put into test. 

Similar to hashing on CPU, I perform hashing on GPU using Java 
bindings for OpenCL (JOCL). I also test the performance on different 
graphics cards for quantified results and portability of my 
implementation.  

Measurements of this study including response times, hash rate, memory 
usage, scalability and overall quality and effectiveness on different 
platforms and devices. All these results would be collected for data 
analysis using RStudio. 

For goal six, I will apply analysis and evaluation on measurement results 
and conclude which platform performs better for blockchains aimed for 
the Internet-of-Things, smart grids, and digital payments. 
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4 Implementation 
This chapter first gives the overall structure of the implementation on 
different platforms. Then it illustrates the detailed schemes of hashing on 
CPUs and GPUs. After above work, it explained the specific testing 
devices, parameter settings and tools for measurement. 

The study has its focus on hashing performance on CPU and GPU of 
different platforms. The effect of digital signature, data structures, the 
connection to other nodes and other procedures of blockchain is ignored 
in the survey. The overall structure of the system is shown in the figure 
4.1. 

 

Figure 4.1: System Fundamental Model 

The system was developed using NetBeans on a MacBook (Retina, 12-
inch, Early 2015) and was later ported to other devices for testing. The 
hash function that being tested is SHA-256 as stated in chapter 2. 

4.1 CPU Hashing 
The hashing on CPU is implemented with Java’s built in functions. The 
package used here is java.security which provides classes and interfaces 
for the security framework. With the class MessageDigest we can easily get 
the functionality of a message digest algorithm. The algorithms can be 
chosen by calling the function getInstance(String algorithm) and pass in a 
standard algorithm name. The selectable algorithms are shown in table 
4.1. 
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Table 4.1: Standard Algorithm Names for java.security.MessageDigest 

Algorithm Description 

MD2 The MD2 message digest algorithm as 
defined in RFC 1319. 

MD5 The MD5 message digest algorithm as 
defined in RFC 1321. 

SHA-1, SHA-224, SHA-
256, SHA-384, SHA-512 

Hash algorithms defined in the FIPS 
PUB 180-4. 

 

4.2 GPU Hashing 
OpenCL stands for Open Computing Language which was proposed by 
Apple in 2008. It can help people take advantage of all the computing 
power for parallel computing tests, all the hardware resources. Data 
parallelism means that the same operation is performed on multiple data 
elements independently. OpenCL facilitates parallelism with vector types 
and operations, synchronization, and functions to work with work items 
and work groups. But it is inappropriate for sequential problems and 
calculations that require a lot of searching, communication and updates 
with memory. 

There are some other languages for GPU computing like CUDA and 
DirectCompute. CUDA is a very advanced General-Purpose computing 
on Graphics Processing Units (GPGPU) programming interface 
integrated with C/C++ that allows people to use even without knowing 
much about hardware, but it is only available on Nvidia graphics cards. 
DirectCompute is powerful and simple but it only supports Windows 
operating system.  

OpenCL is a cross-platform heterogeneous programming framework that 
can be used on CPUs, GPUs, Digital Signal Processors (DSPs), FPGAs or 
other types of processors and hardware accelerators. With OpenCL it is 
easy to write programs that is portable on GPUs created by different 
vendors. An OpenCL program can be divided into two parts: one is the 
kernel function that runs on device (for my project it is GPU), the other is 



Java GPU vs CPU Hashing Performance 
Zhuowen Fang          2018-05-31 

20 

 

the host program that runs on server (usually on CPU). The kernel 
function is written in OpenCL C language that is very similar to C 
programming language. Entry of the function is marked with __kernel 
for the host program to call for. Host programs can be written in C or C++ 
to control the running device, properties, context of the kernel. 

JOCL [17]  means Java bindings for OpenCL [18]  by automatically 
generate a low-level binding that set the stage for writing host program 
in Java. The JOCL API stays as same as possible to the original OpenCL 
API with similar function names and parameter structure which is very 
convenient. To add JOCL support to your program, you only need to: 

1) Install OpenCL implementation on the device 
2) Add JOCL files to the project you created 
3) Add JAR file to the classpath 

OpenCL was supported since Mac OS X Snow Leopard on Apple 
computers so we do not need to install it by ourselves. I installed the lab 
computer with Nvidia GPU drivers and CUDA 8.0. OpenCL is included 
in CUDA. The structure of GPU implementation can be referred to figure 
4.2. 

 

Figure 4.2: Class Diagram of Hashing on GPU 
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4.2.1 Host program 
In the host program, which is the class Sha256, I first read input message 
to be hashed from file. A few steps are required to be done for setting the 
hardware resources before successfully calling the kernel function. 

1) Set Platform 
First of all, we need to make sure that there is OpenCL platform installed 
on this computer. We first call the function clGetPlatformIDs and it will 
return us an array of platform ids that can be used to identify a specific 
OpenCL platform. Here I chose the first platform it found. 

2) Set Device 
I specified the device type to be looked for while obtaining the devices 
from the platform using the clGetDeviceIDs function to be 
CL_DEVICE_TYPE_GPU. This function also gives us a list of 
corresponding devices that is available. Here I also chose the first GPU 
device it found. 

3) Set Context 
I stored the information of platform and device into the object cl_context. 
Contexts are used to manage objects such as command-queues, memory, 
program and kernel objects and for executing kernels on one or more 
devices specified in the context. 

4) Create Memory Objects 
Then we can allocate memory object that the kernel function can work 
with. We create new cl_mem objects and use the function clCreateBuffer to 
set the memory arena and usage information. There are three objects my 
kernel function will use. One is a read only array of integers, the first gives 
the size of SHA-256 block, the second one is the global size also known as 
NDRange size, the third one is the length of this message. The second 
object is the read only input message that wants to be hashed. The final 
one is a read and write vector area storing the hash values that would be 
used in the next operation round and the final result for the paralleled n 
hashing process. 

5) Create Kernel 
The kernel function is read from .cl file, using clCreateProgramWithSource 
to create and clBuildProgram to build the program. Then we call 
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clCreateKernel with the program built to set the kernel that will run on 
GPU. 

1. clSetKernelArg(kernel, 0, Sizeof.cl_mem, Pointer.to(dataInfo)); 
  

2. clSetKernelArg(kernel, 1, Sizeof.cl_mem, Pointer.to(dataMem));  
 

3. clSetKernelArg(kernel, 2, Sizeof.cl_mem, Pointer.to(messageDige
st)); 

Then we use the command clSetKernelArg to pass the pointers to the 
addresses of our input data, some of the data’s information and the place 
to store message digest that we can read from later. All of them are cl_mem 
type stands for an OpenCL object. Since we are not able to directly send 
parameters and get returns from the kernel, they communicate from 
memory address. 

6) Execute the Kernel 
The kernel function is called using clEnqueueNDRangeKernel. We need to 
parse in the string of kernel function code created in last step and also 
specify global work size and local work size. Here the global work size is 
n which is the amount of hashes I want the GPU to compute in parallel 
and local work size is 1. Each executing kernel called a work item runs as 
its own thread. The upper limit of total work items depends on the 
address space of a device which can be determined using 
CL_DEVICE_ADDRESS_BITS in clGetDeviceInfo. If a device uses a 32-bit 
address space, the total work item size in all the dimensions can be in the 
range 1 to 232 -1. 

7) Read Result Hash Value 
With claiming the blocking_read parameter CL_TRUE, the read function 
clEnqueueReadBuffer will be blocked until the kernel function is finished. 
Then we can read the hash result from the third work item used to store 
hash value. 

8) Release 
Finally, we need to release all the objects we created during this process. 

4.2.2 Kernel function 
The kernel function is basically an OpenCL C implementation of SHA-
256 and it is a data-parallel function executed by the device we choose. 
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1. kernel void sha256Kernel (global uint *data_info, global char *
data, global uint *Hash)  {} 

Here we can see that kernel gets the pointers to where parameters in 
global memory is located.  

1. int gid = get_global_id(0);   

Each kernel is designed to execute on a single element of work items array 
and is given a global identifier we can get like above. Therefore, we can 
use this id to read corresponding input from memory address given and 
write results without overlapping.  

 

Figure 4.3: Kernel Function Parameters in Memory 

Figure 4.3 shows how parameters for this kernel function are stored in 
memory. To make things simpler, I measure the hash rate through not 
solving a block but to call the hash function to execute n times. For 
instance, we set the input as “Hello world!”, length in 12 bytes stored in 
data_info[3]. data_info[1] is the block size that the message is cut into that 
for SHA-256 is 512 bits = 64 bytes. The hash value is 256 bits so we use 
eight 32 bits unsigned integer to store. They are actually continual in 
memory from left to right, up to bottom. The first of each line can be found 
as Hash[gid * 8] according to the global id we got. 
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If we want to try to find nonce for a real blockchain implementation, like 
the Bitcoin system, the memory for data_info and data should look like 
figure 4.4. 

 

Figure 4.4: Kernel Parameters in Memory for Bitcoin 

Here each line gives a block header of 80 bytes with different nonce so 
that they can be hashed in parallel. Settings for the hash value is the same. 

Different from the theory expounded in Chapter 2.2, we first set the initial 
hash values and then directly start hash calculation. The N 512-bit blocks 
are read into the functionally sequentially, thus we pad the block until we 
reach the end of input message. 

4.3 Input Message 
In order to do the comparison test scientifically, I used the same input 
data for testing on different devices. This project tests three messages 
with a length of 1, 38, and 80 bytes respectively on three CPUs and two 
GPUs. 80 bytes is the standard length of the block header in Bitcoin’s 
implementation of blockchain consisting of 4 bytes of version, 32 bytes 
(256 bits) of previous block hash, 32 bytes of Merkle root, 4 bytes of 
timestamp, 4 bytes of difficulty target and 4 bytes of nonce. Considering 
the specific content with the same length of input message does not 
influence performance measurements, I randomly created a piece of data 
which is 80 bytes. The only difference is the result of hash values.  



Java GPU vs CPU Hashing Performance 
Zhuowen Fang          2018-05-31 

25 

 

4.4 Measurements 
Hash rate, also referred to as hash power, is the key quantitative indicator 
for evaluating the speed of a mining equipment. It demonstrates the 
number of hashing the equipment attempts per second. 

Owing to this project is not implement an actual blockchain network, I 
am not able to measure the time from start to end of mining a block. 
However, the detailed input data does not influence the speed of hashing. 
Therefore, here I preset a total number of hashes to perform and count 
the start time and end time using System.nanoTime() to get a more accurate 
measurement. If the total amount of hashing executed is n, the hash 
power can be calculated through the equation: 

ℎ𝑎𝑠ℎ𝑃𝑜𝑤𝑒𝑟 = 𝑛 ∗	10X	/	(𝑒𝑛𝑑𝑇𝑖𝑚𝑒 − 𝑠𝑡𝑎𝑟𝑡𝑇𝑖𝑚𝑒)  (4-1) 

I tested a series of ns and ran each n for ten times. Besides, I also recorded 
the memory usage of the Java virtual machine using the functions from 
Java class Runtime. The measurements are stored in csv files. 

R is a language and environment for statistical computing and graphics 
which provides us multiple statistic techniques. RStudio is an open-
source IDE for R language. The R language and its mature library 
functions and packages allow us to easily perform data analysis and 
visually present the results. Here I use RStudio to clean up the data 
collected, compute the average and show the running results with 
ggplot2 data visualization package. 

4.5 Hardware Platform 
There are three platforms I tested on: 

1) MacBook (Retina, 12-inch, Early 2015) 
• CPU: 1.1 GHz Intel Core M-5Y51 
• GPU: Broadwell GT2 on Intel High Density (HD) Graphics 

5300 
2) High-end computer 

• CPU: 3.6 GHz Intel Core i7-6850K 
• GPU: GT102 on Nvidia Titan X Pascal 

3) Resource constrained device – Raspberry Pi B+ 
• CPU: 700 MHz ARM1176JZF-S [20]  
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The Video Core IV GPU on Raspberry Pi is not supported by OpenCL so 
it will not be put into test. 
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5 Results 
This chapter illustrates the results of the five different devices. The results 
are compared by different features after data cleansing and preprocessing 
on RStudio. The reason for these phenomena are discussed. 

5.1 Hash values on different devices 
To start with, whether running on which device, the hash result should 
always be the same if the same hash function is used. I first tested the 
result of the implementation of hash function and compared to the 
standard hash result which can be acquired from any SHA-256 online 
hash calculator. This step is to make sure the hash function is correctly 
coded especially in the GPU kernel function so that the measurements are 
persuasive. 

The first message with a length of 1 byte is a simple character “1”. Its 
message digest is: 

6b86b273ff34fce19d6b804eff5a3f5747ada4eaa22f1d49c01e52ddb7875b4b 

From the figures below we can tell that regardless of the platform, the 
results of the hash are the same. 

 

Figure 5.1: Run Hashing on MacBook CPU 

 

Figure 5.2: Run Hashing on MacBook GPU 
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Figure 5.3: Running SHA-256 Online 

Table 5.1 presents the messages being tested and their corresponding 
message digests. 

Table 5.1: Massage Digests for Three Testing Message 

Message Length (bytes) Message Digest 

1 1 
6B86B273FF34FCE19D6B804EFF5A3F574 

7ADA4EAA22F1D49C01E52DDB7875B4B 

Hello world!\nHello 
world!\nHello world! 

38 
91AA9A770ACF4098B3F3D4E3EA43B312 

B1221E4DA214AAFD8E66387D81E68FFA 

Feel the rain on your 
skin\nNo one else can 

feel it 4 you\nOnly 
you can let it in\n 

80 
9B83D21C1A6E25F03565E8191FAAC55B 

C2A891D961F51183DF59A458ADD9DB13 

Then we tested the messages on different devices by making them do the 
same hashing for different number of times, n. Each n was tested by ten 
times and then use RStudio to calculate their average runtime, memory 
usage and hash rate before any plot being drawn. 
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5.2 Performance on different CPUs 
Next, we can take a look at the hash rate of the simple Java CPU 
implementation on different platforms given in figure 5.4. The x axis is 
the logarithm of the amount n of total hashes I called and the y axis is the 
calculated hash rate based on runtime. The tested message is the “1”. The 
abscissa axis is the different number of cycles the hash function was 
executed during the start time and end time. The ordinate gives the hash 
rate calculated by equation 4-1. 

 

Figure 5.4: Hash Rate of Different CPUs 

Table 5.2: Performance Parameters for different CPUs 

Platform Model Clock Rate Cores Threads 

MacBook Intel Core M-5Y51 1.1 GHz 2 4 

Lab computer 
Intel Core i7-

6850K 
3.6 GHz 6 12 

Raspberry Pi B+ ARM1176JZF-S 700 MHz 1 1 

 

From table 5.2, we can see that the sort of performance should be: the lab 
computer CPU > MacBook CPU > Raspberry Pi B+ CPU no matter on 
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which parameter. The measured hash rate shown in the plot is a good 
proof.  

Clock rate indicates the oscillating frequency of the digital pulse signal in 
the CPU. It is related to the actual calculation speed, but there is not yet a 
definite formula to quantify the relationship between the two, because the 
CPU's operating speed also depends on other indicators such as cache, 
instruction set, and number of bits, etc. 

Although we cannot obtain a clear linear relationship between 
performance and parameters from my experiment, we can still speculate 
that the multi-core, multi-threaded CPU architecture allows multiple 
threads to actually process in parallel, and significantly increases task 
execution efficiency for computationally intensive tasks such as 
cryptographic hash algorithms. [19]  

5.3 Performance on different GPUs 
For GPUs, the disparity between MacBook and the lab computer I tested 
is enormous as shown in figure 5.5. The x axis is also the logarithm of the 
amount n of total hashes I called. The tested message is the still “1”. 

 

Figure 5.5: Hash Rate of Different GPUs 

Since we directly parse the message that is already stored in the memory 
to hash function, reading the same address of input message will not 
influence the performance significantly. 
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The most important factor in determining GPU performance is the 
graphics architecture. We cannot directly judge their performance by 
parameters for different architectures. For the same architecture GPU, 
shader is the most important indicator affecting its computational 
efficiency. Shaders was originally used for shading in computer 
programs, but now they are written to apply transformations to a large 
set of elements at a time which is well suited to parallel processing. They 
are called execution unis on Intel Graphics, stream processing units on 
AMD and CUDA cores grouped on a great many of streaming 
multiprocessors on Nvidia cards.  

My MacBook has an Intel HD Graphics 5300 graphics based on the 
Broadwell GT2 graphics processor. The architecture it used is Generation 
8.0. The lab computer has a Nvidia Titan X graphics card based on Pascal 
GPU architecture. Titan X is a well known high-end graphics card and we 
can see from the result that its hash power is around 6.6 times of the Intel 
HD Graphics 5300. 

5.4 Comparing CPUs with GPUs 
If we put the hash rate of all the testing devices together and tage 
logarithm for both axis, we can get figure 5.6. 

 

Figure 5.6: Hash Rate of All Devices 

We found that on either platform, the performance of GPU is significantly 
better than CPU, and the Nvidia Titan X is way over than other devices. 
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This makes it understandable that why nowadays no one is still mining 
the Bitcoin with CPUs. It is almost impossible to generate revenue with 
CPU. 

 

Figure 5.7: CPU and GPU Architecture [11] [12]  

From figure 5.7, we can notice that a significant portion of CPU is cache 
for hiding memory latency, more sophisticated control. In contrast, there 
is very little cache and simple control on GPU. Consequently, GPUs can 
have more Arithmetic Logic Units (ALUs) for the same sized chip and 
therefore run many more threads of computation. And the thread 
management, context switching in GPU are done by hardware, so 
hashing on GPU is way more efficient than CPU where thread 
management is done by software. 

Although CPU has stronger arithmetic capability, it can not execute that 
many threads at the same time. The operations within SHA-256 hash 
function are not that hard to calculate so the computing speed does not 
make much difference on them, but to find a suitable nonce really needs 
a huge amount of try. If more attempts can be done simultaneously, less 
time is needed. 

All the plots demonstrated above have one thing in common: the hash 
rate has a slow start. And the situation in GPU is more serious than in 
CPU. 

If we check the calculated hash rate on small amount of calls, we can see 
that using GPU is not necessarily faster than using CPU. It is because that 
the hashing function itself only takes a little time. When number of cycles 
is small, the measured duration can not be regarded as the total time for 
pure hashing. Reading and writing from/to the memory occupy an 
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important position in it. This also explains that why the proof of work 
function CryptoNight is suitable for ordinary CPUs. The function is 
designed to have a lot of random access to the slow memory and 
emphasizes latency dependence. 

GPU is good at working with heavy paralleled computation, whereas 
there is only a little space in GPU being used for local memory so that it 
performs very badly when there is too much access to the global memory. 

5.5 Performance of different input message length 
Figure 5.8 and 5.9 are hash rates with different input length on MacBook’s 
CPU and GPU. The x axis is the actual amount n of hash function I called 
and y axis is the calculated hashes per second according to runtime. 

 

Figure 5.8: Hash Rate of MacBook CPU with Different Message 

 

 

Figure 5.9: Hash Rate of MacBook GPU with Different Message 
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Either on CPU or GPU, hash rate decreases while the length of input 
message increases. The influence is more obvious on GPU than CPU due 
to the same reason as above. 

The overall hash rate of my implementation with a standard Bitcoin block 
header length of 80 bytes using SHA-256 hash function is shown in table 
5.3. 

Table 5.3: Overall Hash Rate for SHA-256 with 80 Bytes Input 

Device Hash rate (kH/s) 

MacBook CPU 356 

Lab computer CPU 399.91 

Raspberry Pi B+ CPU  4.66 

MacBook GPU 715.26 

Lab computer GPU 4772.61 

 

5.6 Memory usage 
For memory usage, we find that the memory consumed by running on 
the CPU using the Java built-in hash function increases with the amount 
of hashes as shown in figure 5.10. It would continuously create new 
objects until reaching the maximum memory of Java virtual machine. 
While on GPU, we allocate buffer for kernel function to read and write 
from before calling it and during the actual hashing procedure we do not 
need to create more variables and consume more memory. 
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Figure 5.10: Memory Usage of Running on Different Devices 

On Raspberry Pi instead, the low consumption of memory is because of 
the limited memory it has. The Java virtual machine continues to do 
garbage collection during the calculation, which also greatly affects the 
performance and hash rate. 

 

Figure 5.11: Memory Usage of Running on MacBook CPU 

As we can see from figure 5.11, if we increase the amount of hash calls, 
memory usage shows a linear growth trend at the beginning, and then 
because we call the function too many times within each measurement, 
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we reached the upper of maximum memory of the JVM, and then it 
repeated calling the garbage collector, making the memory consumption 
tend to be stable. 

5.7 Analysis of results 
The experimental results well demonstrate the advantages of using GPU 
in blockchain mining. JOCL also works quite easy we only need a jar 
package above OpenCL and its conformity to the original OpenCL objects, 
functions and Java’s principle. 

However, we should also keep in mind of the huge convenience Java gave 
us to directly do hashing with Java’s built in functions. Regarding the 
many usages of hash in blockchain, we can also utilize this property if we 
only want to compute the hash of a given message, as building the Merkle 
tree, then using a Java built-in function for a single computation has great 
advantages in both simplicity and efficiency. Furthermore, according to 
my experience of writing the kernel function, it is really hard to debug 
since we do not know how the hash value changes during the process. If 
you make a single mistake in number or symbol, the result would be 
totally different and you need to carefully read the mathematical theory 
to fix it rather than stopping in the middle and check process value. Also, 
we should keep in mind that the cost for a powerful graphic card is high 
and we should evaluate the costs and benefits when designing the 
blockchain system. 

The limitation is that Java only provides us with MD5, SHA-1 and SHA-
2 and the first two are already under attack. I wish that Java can keep up 
with the production of new hash functions or we can also write the hash 
function according to publication but in that way, using Java’s built-in 
function would not be easier to implement.  

Current Bitcoin hash power is around 2.97 * 1019 Hash/s according to the 
difficulty it given, using my fastest Java implementation on Titan X needs 
2.02 * 105 year to mine a single block. Although the use of CPU or GPU 
mining in open, global assets such as Bitcoin is no longer competitive, it 
still has great application value in small software applications, private 
chains, and alliance chains. In the possible applications of blockchains 
such as social networks that can be controlled by users of sharing content 
[13] , food industry chains, and Internet of things, the benefits of using 
blockchains are safe, transparent, non-degradable, and traceable. Then 
we can weaken the reward system, and constrained hashing rates are 
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used as the cost and condition of joining the blockchain network to 
promote healthy competition and cooperation. If the blockchain network 
is not so large, there are fewer competing nodes, or we reasonably reduce 
the difficulty of mining for these small chains, the mining rate of a cheap, 
common GPU, CPU or even constrained device can be efficient. 
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6 Conclusions 
The overall aim of this project is to determine the performance difference 
between CPU and GPU hashing for a future implementation in 
blockchain.  

To find appropriate hash fuction, I searched online and library materials 
for the development of cryptographic hash functions, eliminated the 
functions which are under attack and read the official publications. I 
chose SHA-256 as my testing hash function as stated in chapter 2.2. 

For goal 2, deciding the devices and platforms where hashing is 
implemented, I chose my laptop, Raspberry Pi and a powerful computer 
in our laboratory because they have a great difference in performance.  

The third goal is to implement hashing on CPU using Java, I looked 
through Java’s packages and classes and found the MessageDigest class 
from java.security package which gives supports to several cryptographic 
hash functions. 

In comparison, the actual hash function on GPU which is the kernel 
function must be written by ourselves. I wrote it in OpenCL C language 
according to the function specified in standard publication. Then I wrote 
the host program in Java using JOCL to call the kernel function. 

To achieve goal 5, runtime and memory consumption are recorded by 
Java’s built-in function and then hash rate is calculated. All these results 
are output into a csv file and then cleaned and analyzed in RStudio for 
comparison of different parameters. 

Finally, the reasons for the phenomena are discussed with hardware 
structure. Benefits and drawbacks for both implementations are analyzed. 
Future work is presented in chapter 6.2. 

6.1 Ethical discussion 
Blockchain system brings great possibilities to mankind. It is secure, 
transparent and anonymous. However, there are some ethical problems 
at the same time. Because the information stored in the blocks can not be 
tampered, it is costly to revoke any fraudulent or wrong input 
transactions. We can not directly cancel a transaction but initiate a reverse 
transaction which requires cooperation from the receiver side. 
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Moreover, the hash functions that are safe now might be cracked in the 
future. If so, we have to update the whole system at the same time and 
use newer functions. This can easily cause inconsistency and might bring 
errors in the old transactions. 

Finally, as we all know the mining process is very computationally 
expensive that it consumes a lot of resources and energy. The global 
bitcoin mining power consumption is equivalent to the power 
consumption of the country Czech, which accounts for 0.31% of the 
world's electricity consumption. On average, each bitcoin transaction 
consumes 968 kWh, which is equivalent to a day's electricity consumption 
of 32 families in the United States. At present, Bitcoin's annual carbon 
emissions are equivalent to 33.85 million tons, with an average of 474 
kilograms of carbon dioxide per Bitcoin transaction. We need to carefully 
weigh that whether the advantages brought by the blockchain are worth 
the cost to maintain its operation. 

6.2 Future work 
This project implemented GPU programming using JOCL, but did not 
compare the results with direct OpenCL implementation and we cannot 
determine its impact on work efficiency. At the moment I only implement 
the hash function part, and I hope to be able to place this implementation 
into the blockchain application. 

 

Figure 6.1: OpenCL Address Spaces [21]  

At the present stage, we store the message and message digest in global 
memory corresponding to figure 6.1.  Since every hash value is used in 
the next iteration and message is always being used during the procedure, 
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we need to visit global memory quite a lot of times. However, in GPU, 
the speed of access is Private Memory > Local Memory > Global Memory. 
If we can find a way to make more use of private memory, maybe store 
the hash value and write out later, or group some work items together, 
we might be able to increase the hash rate.  

Raspberry Pi is not yet supported by OpenCL or CUDA, however, I found 
VideoCore IV OpenCL (VC4CL) [22] , an OpenCL implementation 
running on the VideoCore IV GPU developed by a student as his master 
thesis in Germany. Although there is currently no complete English 
document for this technology, many problems occurred in deployment, 
and I still hope to test my implementation on Raspberry Pi. Considering 
its advantages of cheapness, mini size, convenience, and power saving, 
we are looking forward to deploying it as a node to in the blockchain 
system.  

The standardized books, articles, resources of blockchain is relatively 
limited. Currently, there are no related courses in our school as well. In 
the process of learning, I also discovered some unclear and inconformity 
in some online tutorials of blockchain. Apart from this, the digital 
currency market shows the sign of overrun and severe price fluctuation. 
As for China, the risks are high according to both market and 
participation size. We are still expecting a practical application to emerge, 
which also requires more systematic teaching in colleges and universities 
and talent input. 
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Appendix A: Source Code 
For complete source code of this project, you can visit the link down 
below. 

https://github.com/irisfffff/Java-CPU-vs-GPU-Hashing 


