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Abstract
The area of computer vision has been making big improvements in the latest
decades, equally so has the area of electronics and small computers improved.
These areas together have made it more available to build small,  standalone
systems for object detection in live video. This project's main objective is to
examine  whether  a  small  device,  e.g.  Raspberry  Pi  3,  can  manage  an
implementation of an object detection algorithm, called Viola-Jones, to count
the occupancy of sitting people in a room with a camera. This study is done by
creating an application with the library OpenCV, together with the language C+
+, and then test if the application can run on the small device. Whether or not
the application will detect people depends on the models used, therefore three
are  tested:  Haar  Face,  Haar  Upper  body and  Haar  Upper  body MCS.  The
library's  object  detection  function  takes  some  parameters  that  works  like
settings  for  the  detection  algorithm.  With  that,  the  parameters  needs  to  be
tailored for each model and use case, for an optimal performance. A function
was created to find the accuracy of different parameters by brute-force. The test
showed that the Haar Face model was the most accurate. All the models, with
their  most optimal parameters,  are  then speed-tested with a FPS test  on the
raspberry pi. The result shows whether or not the raspberry pi can manage the
application with the models. All models could be run and the Haar face model
was fastest.  As the system uses cameras,  some ethical aspects are discussed
about what people might think of top-corner cameras.

Keywords: OpenCV, image-processing, AdaBoost, Viola-Jones, Raspberry Pi,
Haar cascades, Haar features
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1 Introduction
1.1 Background and problem motivation

The area of computer vision has been making big improvements in the latest
decades.  The  winner  of  the  ImageNet  competition  2015[1] was  an  image
classification system with a lower error rate than the estimated error rate of a
human in classifying 100,000 images. Equally so has the area of electronics and
small computers improved. These areas together have made it more available to
build small, standalone systems for object detection in live video.

Meanwhile, the interest of Internet of Things (IoT) is larger than ever and small,
standalone  units  that  is  a  part  of  a  bigger,  connected  system is  popular.  A
common way of doing this is to have the standalone units send raw data to the
larger system, where the data is processed. However, this means that the data
needs to be sent over a network and that entails two disadvantages. One is the
security risks with personal integrity, if the images lands in the wrong hands.
The other is the heavy load for the network, when sending images.

An alternative way of doing this is to have the small units do the processing,
and  then  send  the  result  to  the  bigger  system.  This  way  of  handling  data
resolves  the former disadvantages,  by sending smaller  packages through the
network and also keeping the data local and secure. The disadvantage of this is,
however, that the processing power of small devices is limited.

The  Viola-Jones  algorithm[2] was  first  published  in  2001  and  has  been  a
popular algorithm for object detection in general and especially detection of
faces.  The  algorithm is  implemented  in  OpenCV[3],  a  library for  computer
vision, which has been used in both research and commercial applications. The
problem to be solved is  to detect  sitting people that are not moving or just
slightly moves in an environment where the lighting may differ from time to
time. This task is hard to solve using ordinary image processing algorithms,
such as Background subtraction1 which makes it interesting if it can be solved
using machine learning.

The project is a study to examine how a small, stand alone system, a Raspberry
Pi 3 in this case, can manage an implementation of the Viola-Jones algorithm to
detect objects in live video. This will be done by testing if the system can detect
sitting people,  i.e.  at  a dining table,  computer desk or conference table,  and
count the occupancy of these. 

1 Background subtraction[4] is when an object is found by comparing one frame to another,
and spot the difference.

1
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1.2 Overall aim

The projects aim is to examine if a small unit, Raspberry Pi 3 in this case, can
run an application that  measures the occupancy of sitting people in  a light-
changing  room.  This  is  done  by using  image  classification  and  the  object-
detection algorithm Viola-Jones.  The project  will  also study how the  Viola-
Jones  algorithm  is  implemented  and  how  the  object  detection  is  affected,
depending on which trained model is used.

1.3 Scope

The study will foremost focus on algorithms that exists in OpenCV and only
predefined algorithms will be used to detect the sitting people. The algorithm
that will be studied is the Viola-Jones algorithm and this will only be used with
pre-trained models provided by the library. The only unit that will be studied
and on which the tests will be done is a Raspberry Pi 3.  

1.4 Concrete and verifiable goals

The studies objectives are the following:

• Examine if and how the classifier algorithm Viola-Jones could be used
to solve the problem, and which models to use with this algorithm. 

• Study the implementation of the classifier algorithm in OpenCV, along
with the machine learning algorithm called AdaBoost.

• Implement a proof-of-concept application using OpenCV.

• Perform  an  experiment  where  the  solution  is  tested.  Evaluate  the
sensitivity and accuracy of the model and the classification time.

1.5 Outline

Chapter 2,  Theory, describes the theory behind the project. That is, what the
reader  needs  to  know  before  reading  the  rest  of  the  report.  Chapter  3,
Methodology, shows the methods used to answer the objectives. In chapter 4,
Implementation, the implementation of the proof-of-concept, together with the
different tests, is described. Chapter 5, Results, presents the results of the tests
and  also  the  proof-of-concept  application.  The  last  chapter,  Conclusions,
analyses the results and also discusses topics like ethics and future work.

2
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2 Theory
In this chapter, the theory is presented. The content is primarily dedicated for 
those who do not have some knowledge in the area.

2.1 Raspberry Pi 3

A Raspberry Pi 3[5] is a small device or computer, not larger than a credit card.
The raspberry pi 3 is the third generation of the raspberry pi computer and was
released in February 2016. The device's CPU is of the manufacturer ARM and
runs at 1.2Ghrz on four cores. 

The Raspberry Pi also has 1GB RAM and a VideoCore IV GPU, which makes
image-processing an easier task. Another thing that the device has is a Camera
interface,  to  which  a  camera easily can be connected.  This  creates  a  small,
complete solution for the prototype. [5]

2.2 Models

According to the Oxford dictionary[6], a model can be defined in many ways.
Two of the definitions of the word, “A thing used as an example to follow or
imitate.” and “A simplified description,  especially  a mathematical  one,  of  a
system or process, to assist calculations and predictions.”, describes the word
as it is used in machine learning, and thereby this report. 

A model  is  then  a  simplified,  mathematical,  description  that  is  used  as  an
example to assist with calculations and predictions. That is, the instructions that
the  supervised  machine  learning algorithm follows  to  make  predictions  and
assumptions.  These  instructions  are  acquired  during  the  training,  when  the
algorithm is taught what to find. 

The instructions are later printed to a file, which the algorithm then uses as a
foundation for the predictions.

2.3 Machine learning, Boosting and AdaBoost

Machine learning, in supervised form, is a way of teaching a system to make
accurate predictions based on some earlier training where the correct answer is
known. This can be done in many ways, but the one that is covered in this
report is boosting.

3
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Boosting[7] is a learning method that uses a combination of weak classifiers2,
which are classifiers that have an accuracy just above 51%. Schapire[7] proved
in 1990 that the combination of these weak classifiers created a classification
algorithm which had the accuracy of a strong classifier. This works by giving
each of the weak classifiers in the set some weight, that depends on how good
of a classifier it is. 

These  weights  are  distributed  during,  what  is  called,  the  training  of  the
algorithm[8]. The training, in supervised form, is done by running the algorithm
with an addition of a label, which is a value of either -1 or +1. The label is a
value that represent what the classifier should return. e.g. If the classifier, called
h,  returns a true, or +1, then the classifier found an object. However, if that is
incorrect, the label, called y, will be false, or -1. These are then multiplied, h*y,
to return the final result of -1, or false. 

The boosting  algorithm that  is  used in  this  project  (The boosting algorithm
implemented  in  Viola-Jones)  is  called  AdaBoost[8],  short  for  Adaptive
Boosting. The AdaBoost algorithm was introduced in a paper published 1996
by Freund and Schapire. In that paper, they wanted to build an algorithm that
was more efficient than the one presented in both Schapires and Freunds earlier
work.[9] What  they  presented  was  a  way  for  the  algorithm  to  change  the
classifiers  weights,  depending  on  the  training  error.  The  training  of  the
AdaBoost algorithm is described further in  Pseudo_code 1, where the finished
outcome of the algorithm is presented as well. 

2 A classifier  is  something(a  function  or  an  algorithm)  that  categorizes  input  data  into
categories, based on some property of the data.

4
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In  Pseudo_code 1, the AdaBoost algorithm is described as by Schapire[9], 
which is a simplified generalization of the pseudo-code provided by Freund and
Schapire's earlier work[8]. The value-pair of (xm, ym) shows the relation of the 
domain3 xm and a label ym, which is known.

The value, D1(i), describes the initial distribution on the training data i. This 
value is a weight that is used during training and is initially equal across each 
training example. This value changes during the base learner training, when the 
weights of the incorrectly classified examples are increased. Later, the learning 
algorithm will focus extra on the training data which is hard to classify.[9]

When the training step of the iteration is done, a weak classifier, h t : X →ℝ , 
is found. The classifier is therefore tailored for the specific distribution and is 
then trained to minimize the error. When that is done, the weak classifier will 
receive a weight which is based on the error rate. This is chosen as:

αt=
1
2

ln((1−ϵt)
ϵt )

and is a value of how good of a classifier it is.[9] In the next step of the 
iteration, the distribution Dt is updated and the combined final classification 

3 A domain[8] is where the machine learning should be applied. An example for this project
would be the image where an object should be found.

5

Given: (x1, y1) ,... ,(xm , ym)where x i∈ X , yi∈Y ={−1,+1}

Initialize distribution: D1(i )=1/ m

For t = 1,...,T:

• Train base learner using distribution: Dt

• Get base Classifier: h t : X →ℝ

• Choose: αt∈ℝ

• Update:
Dt+1(i)=

(Dt( i)exp(−α t y i ht( x i)))

Z t

Where Z t  is a normalization factor (chosen so that Dt+1 will be a 
distribution).

This gives the final classifier:

Pseudo_code 1: The training of, and final classifier, AdaBoost

H (x )=sign(∑
t=1

T

(αt ht (x)))
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formula of H(x) is given. This contains the combination of all the weak 
classifiers with their associated weights.[9]

2.4 The Viola-Jones Algorithm

The Viola-Jones algorithm[2] was published in 2001 by Paul Viola and Michael
Jones and is an object detection algorithm. The algorithm can be thought of as a
sliding window that moves over an image in three axises, trying to find some
predefined objects. First, the sliding window moves across the image, from the
left top corner to the right bottom one. Then, the image is scaled one step and
the first process is repeated. [2]

The object  detection  in  the  window is  done by a  Haar  cascade,  which is  a
process where each step is based on the previous one. An illustration can be
seen in  Figure 1. This cascade is built by a selected set of features, which is
called Haar features. A Haar feature is an image feature that identifies an object
by analyzing the light difference in certain areas. The reason that features are
used to identify the image, and not pixels, is to make the calculations lighter,
and therefore faster. [2]

In the Haar cascade, seen in  Figure 1, each node, marked as numbers in the
illustration, is a classifier that contains a set of features. The nodes are ordered
so that the most general classifier is places first in the cascade, and get more
specific by each step. This is done so that if a window or object is rejected on
the first classifier, it can cancel that search and move to a new location. [2] 

It is in this cascade that the machine learning algorithm AdaBoost is used, for
two purposes. The first one is to learn which features that should be used and

6

Figure 1: The Haar cascade. 
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which order in the cascade these should be. The second purpose is to build the
classifier that makes use of these features. [2]

The Haar  features used by Viola and Jones can be seen in  Figure 2.  These
comes in three ways. Two rectangles that are symmetric and either horizontally
or  vertically  adjacent,  three  horizontally  adjacent  rectangles  and lastly,  four
rectangles that are diagonally aligned. These features are similar to the Haar
basis features used by Papageorgiou et al.[10] with the addition of the three-
column feature(Figure 2, C).[2]

The set of Haar features were later extended by Lienhart and Maydt[11]. This
set included three out of four features from the original set, but also the addition
of one new feature and a 45° tilted version of this, together with the other three.
According to  Lienhard and Maydt,  this  extended set has  a  10% increase in
performance compared to the original set. The extended set of features can be
seen in Figure 3.

7

Figure 2: The Haar features used by Viola-Jones.
[2]

Figure 3: The extended set of Haar features.
[11]
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To evaluate if the feature is a match or not, the value of the feature is calculated
as the difference of the sum of all pixels inside the white rectangle and the sum
of all pixels inside the gray rectangle. This gives a value that, depending on
what was learned, is a match or a miss.[2][11]

To calculate the sum of all pixels inside an area is computationally heavy and
takes a lot of time to execute. So Viola and Jones used a method where they
create a representation of the original image or frame. This method is called the
integral image4. The integral image is calculated by taking each pixel location
(x, y) of the original image and add the sum of all the pixels to the left, for x,
and the sum of all the pixels above, for y. [2] The mathematical formula for this

is: ii( x , y)= ∑
( x'≤x , y '≤y)

i (x ' , y ' )

Where ii(x, y) is the integral image and i(x, y) is the original image. By using
the  integral  image  to  get  the  sum  in  the  features  instead  of  doing  a  new
calculation on each feature, the algorithm is much faster. A step through: 

In Figure 4, the location 1 has the value of all the pixels in area A. location 2
has the value of all the pixels inside A and B, (A+B). Location 3 has the value
of all pixels inside A and C, (A+C) and the last location, 4, has the value of all
pixels in A, B, C and D, (A+B+C+D). This gives the sum of all pixels inside D
to be location 4 + 1 – (2 + 3). (Note that each location and area is a value-pair
of (x, y). When calculating e.g. A+B, the values calculated are (xA + xB, yA +
yB)). [2]

4 The  original  name  is  “Summed  area  table”,  Viola  and  Jones  renamed  for  their
implementation.[2]

8

Figure 4: Integral image represented.[2]
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The  calculations  of  the  features  values  differs  slightly  between  the  original
feature set[2] and the rotated features in the expended set[11]. However, the
theory is the same and therefore the calculations for the rotated features is not
described.

An example of how the features are mapped to a face can be seen in Figure 5,
where  a  two-rectangle  feature  is  mapped  based  on  the  fact  that  the  region
underneath the eyes has a smaller gray-scale value than the value of the eyes.
The three-rectangle feature is mapped on the bridge of the nose, as the nose is
lighter than the eyes.[2]

9

Figure 5: The first two features selected by
Adaboost, mapped to a face[2]
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2.5 OpenCV

OpenCV[3] stands for Open Source Computer Vision and is one of the largest
image-processing  libraries  available.  OpenCV contains  over  2500 optimized
algorithms,  that  includes  both  old  and  new algorithms  in  the  form of  both
computer vision and machine learning. This gives the user the ability to choose
between a great set of algorithms, to design a tailored solution for the specific
need.

OpenCV is a library for a numerous of programming languages, e.g., C++, C,
Python, Java and Matlab, and is generously documented. The library is licensed
with  the  BSD-licens,  which  gives  permission  to  utilize  the  product  in
commercial use.[3]

2.5.1 Object-detection

The  library contains  a  large  amount  of  functions  and classes,  but  the  most
interesting  for  this  project  is  the  object-detection  function.  This  is  called
“detectMultiScale”, which is a method for the cv::CascadeClassifier class. The
reason that this function is interesting is that it is used to detect objects, based
on the used cascade. The reason that this specific function is mentioned is that
the  performance  of  the  models  can  either  fail  or  win,  depending  on  the
following settings. [12]

The  functions  argument-list  defines  how the  detection  should  be  done.  The
parameters are [12]:

• Image - The image or frame of which the object will be searched
in.

• Objects - (output) A vector of rectangular coordinates(x, y, width, 
height) where the object was found.

• ScaleFactor - The scale that should be used.

• MinNeighbors- The amount of detections needed, at the same location, 
to classify detection as an object.

• Flags - Specified flags.

• MinSize - Minimum size of object,  will  not search for smaller  
objects.

• MaxSize -  Maximum size  of  object,  will  not  search  for  larger  
objects.

10
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3 Methodology
Chapter three describes the methodology that will be used during the projekt.
First, the reasearch method is described, followed by the headlines: Prestudy,
Implementation and Testing. 

3.1 Research

This study will acquire its result from an implementation that will be run on the
Raspberry Pi. By doing this, a proof-of-concept will be created and thereby also
a possibility for testing. The results of these tests will be checked for validity
and later analyzed to get some conclusions. 

3.2 Prestudy

The prestudy will primarily consist of a literature study together with a study of
the library (OpenCV). The literature study will consist of reading the papers of
the different algorithms, together with finding which models suits the need the
best.  The  study  of  the  library  will  consist  of  reading  the  documentation,
together with testing the different functions.

The search engines that are going to be used is Google Search[13] and also
Google Scholar[14]. The information that is found will be evaluated for validity
by comparing the texts to each other. If the information is the same across texts,
one will be chosen and used as reference. The research papers that are found
will be evaluated by the authors previous works. 

3.3 Implementation

The implementation of the system will be done by using a set of tools that will
help  with  the  development.  The  development  of  the  system  will  be  done
iteratively where every new function is a new “release” of the application. This
will be done so that if errors occur after a new implementation, it will be easy
both to locate the error and to restore to a previous version.

The  implementation  will  be  done in  parallel  with  both  the  reading and  the
prestudy. This to learn as much as possible during the projects timespan. Also,
as the project is a thesis project, weekly meetings with the supervisor will be
held to help with any obstacles that may occur.

3.3.1 Language

The programming language, of which the application will be developed, will be
C++. The language is chosen based on both personal reference and experience.

11
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3.3.2 Developing Environment

The code will be written in Visual Studio [15], an IDE developed by Microsoft.
This is the most common IDE for development with the language C++. Visual
Studio also inquire a property for including external libraries, which is needed
for this project. The environment is chosen based on both personal reference
and experience.

3.3.3 Version control

Git [16] is a terminal-based version control tool that will be used to ensure that
the code is backed up with a clear history that can be backtracked in case of
accidents. Git is a common tool for this purpose. The version control is chosen
based on both personal reference and experience.

3.3.4 Hardware

The  hardware  that  will  be  used  for  the  project  will  change  as  the  study
proceeds. At first, a laptop running windows 10 with an integrated web camera
will be used to develop the implementation. This to make the development as
easy going as possible. This does, however, mean that the functions which will
run the algorithms will be implemented with certain settings that will have to be
change for the test on the unit.

The unit that will be used in the final result, and also the unit on which the
testing will be done, will be a Raspberry Pi 3 model B. The reason for this is the
small  units  popularity  and  the  cheap  price  tag.  The  computer  will  run  the
operating system Raspbian. 

12
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3.4 Testing

There will be two main types of test that will be performed on the proof-of-
concept. These are: finding the optimal arguments and an Frames Per Second
(FPS)  test.  These  are  described  further  below.  The  tests  will  be  done  on a
prerecorded video with the resolution of 640x480 pixels. This to ensure that all
the tests have the same conditions, to ensure a reliable result.

3.4.1 Finding the optimal arguments 

As described in  2.5.1, the object-detection function implemented by OpenCV
takes  some  arguments.  There  are  no  found  methods  for  finding  the  most
optimized values so this will be done by brute-force, where an interval of values
will be tested and evaluated. The arguments and model that preforms best will
be used.

This test also act as an accuracy test for the different models, as they will be
compared to the actual occupancy of the video-stream and evaluated from that.
This test will be done on the laptop.

3.4.2 FPS test

The test of FPS will be done to evaluate the speed of the application. The goal
is to be able to have as high FPS as possible but not on the cost of accuracy.
This test will be done on the Raspberry Pi 3.

13
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4 Implementation
In this chapter, the projects technical section is described further. The system
overview is presented first, followed by the implementation of the application
and the different tests. 

4.1 System Overview

The architecture of the system can be viewed in Figure 6. This scheme presents
the way a frame from the camera feed is processed. The frame is read from the
camera and put into the people counting system. This system then searches for
the predefined objects and then finds the occupancy by counting the objects.
This  number is  then printed to the user  and the frame is  removed from the
memory. 

14

Figure 6: System architecture.
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4.2 Implementation of application

This chapter covers the implementation for the application, which will count the
occupancy of people in a camera-feed.

The  complete  implementation  can  be  accessed  on  the  GitHub  repository:
https://github.com/jonathanolsson/PeopleCount

4.2.1 User interface

The application will have a Command Line Interface (CLI) and will therefore
be textual.  The different  parameters or  arguments  are  to  be appended when
starting the application through the command line. The parameters can be seen
in Figure 7.

4.2.2 Image-processing loop

The image-processing loop is an endless loop which iterates through a video-
stream and analyses each frame. The analysis is, in fact, the object-detection
algorithm, where the application tries to find people in the frame. This loop is
described further in Pseudo_code 2. The loop contains two main if-statements:
one to check whether or not a frame was read properly and another to count the
number of people in the video-stream.

15

Figure 7: User interface for application

https://github.com/jonathanolsson/PeopleCount
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To count the number of people in only one frame would make the number quite
inaccurate. e.g. if a person steps in front of the camera when moving out of a
room. This would then make the application find zero people for the amount of
frames that the camera is blocked. Another example would be if a model trained
for faces are used, and one person turns it's head. This would then make the
counter skip that person for the frames when the head is turned. 

This is handled by that second if-statement, as it tells the application to only
acknowledge a change in the number of people in the video-stream if it have
been  in  two  seconds  worth  of  frames.  This  makes  the  counter  much  more
accurate. 

4.2.3 Models

The models that will be tested during the project will be one model for face-
detection, later called Haar face, and two models for upper body-detection, later
called Haar upperbody and Haar uppperbody MCS. Two of these are included
in OpenCV's standard model-library[17] and one is contributed by the Spanish
university  called  Modesto  Castrillon-Santana,  which  is  included  as  an
contribution in OpenCV.[18]

How well these models performs depends on two things: which dataset they are
trained on and the conditions of the video-stream (angle, distance and so on).
The face-detection model, called Haar Face[19], is originally made by Prof. Dr.
Rainer Lienhard and is trained on an unknown dataset of faces. 
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Load model into cascade.
Initialize numberOfPeople = 0;
Initialize counter = 0;

for always do:
Capture frame from video-stream.
if frame has content do:

Detect object in frame and place coordinates in vector.
else:

Print to terminal: “No more frame”.
Break Loop.

end

if size of vector is unequal to numberOfPeople do:
counter++.
if counter >= frames processed per second * 2 do:

counter = 0.
numberOfPeople = size of vector.

end
end
Print to terminal: numberOfPeople.

end

Pseudo_code 2: General description of the object detection-loop
The red text emphasize what will be done, the blue text shows the statements and the green text

describes the conditions.
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The upper body model, called Haar upperbody[20], is trained on a dataset of
pedestrians from an above angel, made by Hannes Kruppa and Bernt Schiele  at
ETH Zürich university in Switzerland. This model is disclaimed not to work
well  with  side  views,  but  only  views  from  front  and  back.  The  models
description also mentions the fact that this model is less accurate than the face-
detection model based on the same Haar features. That is as faces contains a lot
of distinct features, which makes the detection easier. [20]

The second upper body detection model, called Haar upperbody MCS[18], is
made at the Modesto Castrillon-Santana university in Grand Canaries, Spain.
The model is made by Hannes Kruppa on an unknown dataset.

The model that will be used in the final application depends on the testing and
comparison done in 4.3Testing. 

4.3 Testing

All the tests of the application will be done on a prerecorded video that reflects
the reality environment, to ensure the same conditions for all tests.

4.3.1 Finding the optimal arguments

This  describes  the  brute-force  algorithm to  find the  right  arguments  for  the
object-detection function in OpenCV.

The test needs to be executed each time a model or source is replaced. This to
ensure that the arguments for the function is tailored for the specific condition.
The pseudo-code of the loop can be seen in Pseudo_code 3
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for each step of minimum amount of neighbors(1-4) do:

for each scale between 1.05 and 1.1 (0.01 increase) do:

for each minimum object size between (25,25) and (50,50) 
one step increase) do:

find people with haarcascade_frontalface with 
arguments and then write results to file.

find people with haarcascade_upperbody with 
arguments and then write results to file.

find people with haarcascade_upperbody_mcs with 
arguments and then write results to file.

end
end

end

Pseudo_code 3: Description of the "finding the optimal arguments"-loop
The red text emphasize what will be done, the blue text shows the statements and the green text

describes the conditions.
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The  image-processing  loop,  4.2.2,  is  somewhat  changed  during  this  test.
Primarily  two  additions  are  implemented.  The  first  addition  is  to  write  the
argument and occupancy of each fifth frame to the file, together with the frame-
count. The reason that the fifth frame is printed is to limit the number of rows to
later process. The second addition contains code to stop the current loop if the
model is too slow. This is done by the same reason as the one before, to limit
the amount of data to process. 

When the test is complete, the values are migrated to a spreadsheet to simplify
the formatting and sorting. All slow answers are removed and the others are
compared to the actual occupancy of the video-stream, which is counted and
noted manually by eye. The absolute value of the difference from the actual
occupancy is calculated, as well as the average difference. The arguments are
then sorted on that average difference, and thereby the most accurate arguments
are found.

4.3.2 FPS test

The test of FPS is a performance test which shows how fast the Raspberry Pi 3
can  analyze  the  video-stream  and  perhaps  find  the  objects.  The  test  is
implemented as an addition in the Image-processing Loop, described in 4.2.2. 
The implemented addition to the loop is essentially a time stamp, which register
the time directly after the initialization of the loop. At the end of the loop, the
time stamp is subtracted from the current time, and thereby find the amount of
time the process took for one frame. 

To get the FPS for that exact frame, the amount of frames processed is divided
on the processing time, this gives the formula: 1/ Processing   time as there
will  always  be  just  one  frame  processed.  The  pseudo-code  of  the  test,
implemented as an addition to the image-processing loop, can be seen below. 

18
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The test will be run with each of the three models mentioned in  4.2.3. These
models will also be used with their most optimal arguments, as this is how they
would be used in the final application. 

19

Load model into cascade.
Initialize numberOfPeople = 0;
Initialize counter = 0;

for always do:
//FPS test start.
Initialize start = timeNow.
Capture frame from video-stream.
if frame has content do:

Detect object in frame and place coordinates in vector.
else:

Print to terminal: “No more frame”.
Break Loop.

end

if size of vector is unequal to numberOfPeople do:
counter++.
if counter >= frames processed per second * 2 do:

counter = 0.
numberOfPeople = size of vector.

end
end
Print to terminal: numberOfPeople.
//FPS test end.
Fps = 1 / (timeNow – start).

end

Pseudo_code 4: image-processing loop with implemented FPS-counter
The red text emphasize what will be done, the blue text shows the statements and the green text

describes the conditions.
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5 Results
5.1 Application

The proof-of-concept application resulted in a program using a CLI that also
has a set of options, see  Figure 8 where all the parameters are listed together
with a small description. The model that is used to display these result is the
Haar face model. This as it performed fastest and most accurate in the tests.
Also, the illustrations are all taken from the developing computer, and not the
Raspberry Pi 3.

If the application is run with only the -v=<video-file> argument, the result will
be as in  Figure 9, Where the occupancy of the video-stream is detected and
written to the terminal. 

20

Figure 8: User interface of the application.

Figure 9: The result when application run on video-file.
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In  Figure  10,  the  application  is  run  with  both  the  -v  argument  and  the  -d
argument. This will display the current video-stream, with a rectangle around
the detected objects.  Also, in this  mode, the application displays  the current
FPS, the amount of people and the current frame.

In Figure 11, the arguments are the same as for Figure 10. However, one person
has left the camera-feed.

Figure 12 shows the faults of the model in use, Haar face, where two faces are
turned away and therefore ignored by the classifier running that model.

21

Figure 10: The application on video-file and with Display enabled.

Figure 11: The result when one person has left.
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5.2 Finding the optimal arguments

Figure  13 Describes  how well  the  different  models  performed  against  each
other,  with  their  most  accurate  arguments.  The  vertical  axis  shows  the
difference from the actual occupancy and the horizontal axis shows at which
frame the occupancy is  measured.  The graph also shows that  the Haar  face
model performed most accurate during the test. 

22

Figure 13: Difference from actual occupancy for each model.

Figure 12: Two faces are turned away and ignored.
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5.2.1 Haar Face model

The Haar face-detection models most accurate arguments were: minNeighbors
= 1, Scale = 1,1 and minSize = [33, 33]. These parameters gave the average
difference from the actual occupancy of 0,16. That is 95% accuracy, calculated

by the formula: 
(avgOccupancy−avgDiff )

avgOccupancy

Where  “avgOccupancy”  is  the  average  actual  occupancy  during  the  video
stream and “avgDiff” is the average difference of the model.

The curve of the 15 most accurate arguments can be seen in Figure 14, sorted
on accuracy.

Figure 15 shows the relation of all the tested arguments that were fast enough,
from minNeighbour = 1, Scale = 1.05 and minSize = [34, 34] to minNeighbour
= 3, Scale = 1.1 and minSize = [49, 49].

23

Figure 14: The 15 most accurate arguments
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5.2.2 Haar Upperbody model

The Haar Upperbody model's most accurate arguments were: minNeighbors =
1, Scale = 1,09 and minSize = [29, 29]. The average difference from the actual
occupancy is  then  2,35,  which  is  25% accuracy,  calculated  by  the  formula
shown in 5.2.1.

The curve of the 15 most accurate arguments can be seen in Figure 16, sorted
on accuracy.

24

Figure 15: The Average difference for each argument, sorted on arguments

Figure 16: The 15 most accurate arguments
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Figure 17 shows the relation of all the tested arguments, from minNeighbour =
1, Scale = 1.05 and minSize = [39, 39] to minNeighbour = 3, Scale = 1.1 and
minSize = [49, 49].

5.2.3 Haar Upperbody_MCS model

The  Haar  Upperbody  MCS  model's  most  accurate  arguments  was:
minNeighbors = 1, Scale = 1,08 and minSize = [44, 44]. The average difference
from the actual occupancy is then 2,05, which is 35% accuracy, calculated by
the formula shown in 5.2.1.

The curve of the 15 most accurate arguments can be seen in Figure 18, sorted
on accuracy.

25

Figure 17: The Average difference for each argument, sorted on arguments
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Figure 19 shows the relation of all the tested arguments, from minNeighbour =
1, Scale = 1.05 and minSize = [34, 34] to minNeighbour = 3, Scale = 1.1 and
minSize = [49, 49].

5.3 FPS test

Each of the models was FPS-tested on the Raspberry Pi 3. The result of each
model can be seen in the sub chapters below.

26

Figure 19: The Average difference for each argument, sorted on arguments

Figure 18: The 15 most accurate arguments
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5.3.1 Haar Face model

The Haar face-detection model performed the fastest of the three. Highest rate
of the model was 2,3 FPS, the lowest was 1,8 FPS and the average rate was 2,1
FPS. The graph that displays the FPS at every frame can be seen in Figure 20. 

5.3.2 Haar Upperbody model

The model used to detect upper bodies performed second fastest of the three.
The highest rate of the model was 1,1 FPS, the lowest was 0,8 FPS and the
average rate of the model was 0,9 FPS. The graph that displays the FPS at every
frame can be seen in Figure 21.
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Figure 20: The result of the FPS test on face-detection model
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5.3.3 Haar Upperbody MCS model

The second model used to detect upper bodies performed slowest of the three.
The highest rate of the model was 0,6 FPS, the lowest was 0,4 FPS and the
average rate of the model was 0,5 FPS. The graph that displays the FPS at every
frame can be seen in Figure 22.
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Figure 21: The result of the FPS test on the default upper body model

Figure 22: The result of the FPS test on the MCS upper body model
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6 Conclusions
The projects main objective, see chapter 1.2, is to investigate whether or not a
small device, a Raspberry Pi 3, has enough computational power to manage an
image classification implementation. The image classification is in the form of
a  sitting  people  detector,  that  identifies  people  sitting  around a  table.  More
concrete goals and objectives can be seen in chapter 1.4, including to study the
Viola-Jones  algorithm and  explain  how it  works  to  the  reader,  or  how  the
machine learning algorithm AdaBoost works and the relation between the two. 

The main objective, as said before, is to answer the question: Can a Raspberry
Pi 3 detect sitting people by using the Viola-Jones algorithm? To answer this
question, the Viola-Jones algorithm was studied. This gave understanding of the
algorithm and it could be explained to the reader. To further understand all parts
of the algorithm, the implementation in OpenCV was studied, along with the
used identifier and the machine learning algorithm AdaBoost. These parts were
also explained in the Theory chapter.

A proof-of-concept application was implemented with OpenCV and C++. This
application was tested with different models. The results of this test shows that
all model could be implemented and run on the Raspberry pi 3, where they all
could be used to find people, but the Haar Face model was both the fastest and
the most accurate.

So the simple answer to the main problem statement is: Yes, a Raspberry Pi 3
can manage to identify the occupancy of people in a room. However, the extent
of the detection is limited to the used model. But as the most interesting part of
the  study  is  to  examine  whether  or  not  the  unit  can  manage  the  image
classification algorithm, the extent of the detection is quite uninteresting.

This, then, proves that the small unit could be used in a larger system, where
only the result of the image classification is sent, and not the image itself. This
would mean less load on the network and also a more secure processing.

6.1 Discussion

In  this  chapter,  the  results  together  with  the  goals  will  be  analyzed  and
discussed. In each chapter, Application and Test, that part of the project will be
discussed.

6.1.1 Application

The proof-of-concept application was created based on the tests. The finding
the optimal arguments test showed which model was the most accurate and also
which arguments were the best for this model. This, together with the FPS-test
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that presents the fastest detection model, makes it clear which model and what
arguments to use. 

The application therefore uses the Haar face model to detect the people. The
reason for that is because the model performed better than both Haar upperbody
and  Haar  upperbody  MCS.  This  really  is  no  surprise,  as  the  Viola-Jones
algorithm was made with face-detection in thought and it was the main reason
of that research. However, the idea of using a model trained to detect upper
bodies is more reasonable, as that model will detect people even when their
faces does not show.

The application works well, it can detect people in a room and count them, so
the main goal is achieved. But the detection could be better, as it currently only
can detect faces. The most optimal solution for this problem is to create a new
dataset which represents the environment and train an upper body model on
that.  Then,  the  application  would  have  a  model  which  is  tailored  for  that
environment and can detect people even if their face is turned away. 

6.1.2 Finding the Optimal Arguments

The finding the optimal arguments test worked as predicted, and became two
tests in one. A test for accuracy and a test to optimize the object detection. This
as the test compares the occupancy of a certain model with some arguments
against a manually counted occupancy, and therefore gets the arguments which
has the lowest absolute difference.

The  arguments  test  could  be  extended  further,  particularly  in  the  minSize-
argument. This value is now a square, meaning that the width and height is
equal. The algorithm could, however, be more accurate if the value is were of a
rectangular relation, e.g. [36, 33] pixels. This was not tested and therefore it is
not  proven that  the  model  would  have  been more  accurate  with  a  different
value-pair for size, but also not proven that it would be less accurate.

The results of the finding the optimal arguments test is quite interesting, as the
accuracy can change a  lot,  depending on only one value.  The most  noticed
change is on the minSize value. As the value-pair increases, the accuracy also
decreases  and  the  difference  from  the  actual  occupancy  increases.  This
argument is the only one that gives such big differences, the minNeighbour or
the scale argument only shows small changes in the graph. 

6.1.3 FPS Test

The FPS test worked as predicted. Each frame got their own FPS, which was
later migrated and aggregated to present in diagrams. An average of the values
was created and also plotted. The test used the most optimal arguments for each
model and was run on the Raspberry Pi 3 with the test video, to ensure that it
represented the reality.
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An interesting part of the FPS test is the fact that the two upper body models
almost have an identical curve in the graph. The reason for this might be that
the models tries to find the same kind of object, or maybe the two models are
trained on the same dataset. However, the values between the two differs quite a
bit, about a half FPS. With the results of the previous test in mind, it is notable
that the MCS upper body model is more accurate, but slower than the upper
body model.

All the models have the same low point, precisely after the 600th frame and
when looking in the video that was tested, it was when a background lighting
was turned on. This could be because of the fact that every pixel in the frame is
changed when a change in light occur. This shows that the system is sensible to
light, not just for the models accuracy, but also in the processing speed.

6.2 Ethical aspects 

The ethical aspects for this project are important, as the system uses a camera to
identify the occupancy in the room. Even though the video-stream would be
hidden and only the occupancy shown in the terminal window if the application
is taken to production, the thought of a camera in the corner of the room is a
problem for some people.

To take  the  system to use  would mean a guarantee that  no video-stream is
recorded  and  saved.  Even  in  that  case,  some  people  would  act  unnatural
because there is a camera pointing at them, as it might feel that they are being
filmed. This issue could be avoided if the camera is hidden and the people in
the  room is  unaware  of  it.  However,  the  reaction  when the  camera  once  is
noticed might then be larger than the reaction when the people is told there is a
camera in the room.

The fact  that  the process  of  the image is  done locally,  on the same device,
means that  no image needs to be sent over the Internet.  This has two main
advantages. The first one is personal integrity, as the image is processed and
then thrown out of the memory. The only thing that is left after the processing is
the number if people in the image. This means that no other device knows about
the  image.  The second advantage  is  the  network load.  Sending images  is  a
heavy load for a network and to process the image on the small unit means that
only  the  occupancy  of  people  in  the  image  needs  to  be  sent,  no  image.
Therefore there is no need for encryption or other security actions to ensure the
integrity of the people in the image.

Another problem with the system would be if someone unauthorized was able
to access the device, and thereby could watch the camera-feed. This could be a
big  problem  if  e.g.  the  system  is  running  in  a  conference  room  where
confidential  papers  are  signed.  Then someone could  access  the  camera-feed
remotely and see the confidential documents.
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6.3 Future Work

The future works of this project includes both additions to the application, as it
is, and also further developments on the idea of units that process data locally
and communicates that processed data instead of raw data.

• Training a tailored model for the application and test other classification
algorithms, such as Local Binary Pattern and Histograms of Oriented
Gradients. Both of these classifiers uses different approaches to finding
objects in images and it would be interesting to see how these performs
against each other. 

• Developing a calibration function for the application, which could be
run  to  automatically  set  the  best  possible  arguments  for  the  object
detection function in OpenCV. This function would record a video clip
of the environment, where people would need to sit down, stand up and
move in and out of the frame. This to create a realistic representation of
the  reality.  This  would  then  be  tested  with  the  find  the  optimal
arguments function and the best one would be chosen automatically. 

• Redevelop  the  find  the  optimal  arguments  function  to  use
Reinforcement learning, instead of brute-force. This would give a faster
algorithm that would be able to find the optimal arguments faster.

• Test the implementation on other units and therefore extend the study to
examine which hardware requirements are needed, at least and at most.
An example would be a Asus Tinker Board or a Nvidia Jetson tx2.

Future work that includes this application in a larger system could be:

• Automatic  ventilation,  which  is  controlled  by  the  occupancy  of  the
room. 

• Automatic lighting, that lights up a part  of the room where there are
people. An example would be a reading corner, where if someone sits
down, a reading light is turned on.

• To implement face recognition, so that the system not only knows the
occupancy, but also who is in the room. This would, however, lead to an
extended ethical evaluation. 
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	Abstract
	The area of computer vision has been making big improvements in the latest decades, equally so has the area of electronics and small computers improved. These areas together have made it more available to build small, standalone systems for object detection in live video. This project's main objective is to examine whether a small device, e.g. Raspberry Pi 3, can manage an implementation of an object detection algorithm, called Viola-Jones, to count the occupancy of sitting people in a room with a camera. This study is done by creating an application with the library OpenCV, together with the language C++, and then test if the application can run on the small device. Whether or not the application will detect people depends on the models used, therefore three are tested: Haar Face, Haar Upper body and Haar Upper body MCS. The library's object detection function takes some parameters that works like settings for the detection algorithm. With that, the parameters needs to be tailored for each model and use case, for an optimal performance. A function was created to find the accuracy of different parameters by brute-force. The test showed that the Haar Face model was the most accurate. All the models, with their most optimal parameters, are then speed-tested with a FPS test on the raspberry pi. The result shows whether or not the raspberry pi can manage the application with the models. All models could be run and the Haar face model was fastest. As the system uses cameras, some ethical aspects are discussed about what people might think of top-corner cameras.
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